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Preface

Inside this manuscript, you will discover the scientiﬁc papers from the 26th International Conference on Case-Based Reasoning (ICCBR 2018). The conference took place
during July 9–12, in Stockholm, Sweden. The ICCBR conference is the premier annual
meeting of the case-based reasoning (CBR) research community. The theme of ICCBR
2018 was “The Future of CBR” and was highlighted by several activities, including a
lively panel discussion of the same moniker.
ICCBR 2018 was held at the beautiful Stockholmsmässan Conference Center in
Stockholm, and it was co-located with the 27th International Joint Conference on
Artiﬁcial Intelligence (IJCAI) and the 23rd European Conference on Artiﬁcial Intelligence (ECAI). Along with the other Federated AI Meeting (FAIM) conferences (i.e.,
AAMAS, ICML, and SoCS), immediately preceding IJCAI-ECAI-18, the ICCBR
conference started with a day-long social gathering (Monday), followed by a workshop
day and doctoral consortium (Tuesday), and concluded with two days (Wednesday and
Thursday) of major technical presentations and invited talks.
Tuesday included a lively panel discussion focused on the conference theme.
Moderated by Peter Funk (Mälardalen University, Sweden), the discussants (Kerstin
Bach - NTNU, Norway; David Leake - Indiana University, USA; Antonio Sánchez
Ruiz-Granados - Universidad Complutense de Madrid, Spain; Rosina Weber - Drexel,
USA; and Nirmalie Wiratunga - Robert Gordon University, UK) explored the future of
CBR and the vision it represents. In addition to the panel, the day included workshops,
a doctoral consortium for senior PhD students in the community, and ICCBR’s second
video competition. The themes of the six workshops were “Case-Based Reasoning and
the Explanation of Intelligent Systems,” “Synergies Between CBR and Machine
Learning,” “Computation and CBR,” “CBR and Deep Learning,” “Knowledge-Based
Systems in Computational Design and Media,” and “Reasoning About Time and
CBR.” We thank the chairs of these workshops for their persistence, the hard work that
produced the results, and their willingness to examine new topics related to the CBR
ﬁeld of artiﬁcial intelligence.
Both Wednesday and Thursday began with a plenary address by noted researchers.
Professor Hector Munoz-Avila (Lehigh University, USA) described recent advances in
CBR and a new area of research called goal-driven autonomy. Professor Barry Smyth
(University College, Ireland) talked about how CBR is used in recommender systems
to promote positive choices that bear on physical ﬁtness. These proceedings contain a
full-length invited paper for the ﬁrst and an abstract of the second presentation.
During these two days, 39 papers were also presented as plenary oral or poster
presentations; they were selected among 77 submissions. Included in the proceedings,
these papers address many themes related to the theory and application of CBR and its
future direction. Topics included multiple papers on textual CBR and a number of
cognitive and human-oriented papers as well as hybrid research between CBR and
machine learning.

VI
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Taking a cue from last year’s invited talk on analogical reasoning by Henri Prade,
the main technical presentations on Wednesday included a Special Track on Computational Analogy. Although a ﬁrst for ICCBR, the idea of a special track for the
conference is not new in the community; it represents an analogical adaptation of the
18 year string of CBR special tracks at FLAIRS (the yearly conference of the Florida
Artiﬁcial Intelligence Research Society). Analogy and CBR are closely related research
areas. Both employ prior cases to reason in complex situations with incomplete
information. Organized by Irina Rabkina (Northwestern University, USA),
Pierre-Alexandre Murena (Telecom ParisTech, France), and Fadi Badra (Université
Paris, France), four technical papers had oral presentations in the special track, and four
analogy posters received acceptance. In future years, we hope the special track concept
enables us to publish maturing work that ﬁrst appears in a workshop format or
otherwise grow the community and its outreach.
Here we wish to acknowledge the essential support of the many people who were
crucial to organizing ICCBR 2018. First, Mobyen Uddin Ahmed (Mälardalen
University, Sweden) did a wonderful job arranging the many details as local chair.
Second, Dustin Dannenhauer (Naval Research Lab, USA) performed the difﬁcult task
of publicity chair. Along with Mobyen Ahmed and Shamsul Alam (both of Mälardalen), Dustin managed the development and maintenance of the conference website and
social media connections. Mirjam Minor (Goethe University, Germany) managed all
six workshops, from the call for workshop proposals to their organization at the
conference and the separate proceedings. Cindy Marling (Ohio University, USA) and
Antonio A. Sánchez Ruiz Granados (Universidad Complutense de Madrid, Spain) were
in charge of the doctoral consortium, an event that is critical to the future of CBR
research and in line with this year’s conference theme. Nirmalie Wiratunga (Robert
Gordon) served as sponsorship chair, signiﬁcantly increasing ﬁnancial sponsorships.
Finally, Michael Floyd (Knexus Research, USA) and Brian Schack (Indiana University, USA) organized the Video Competition (the second of a new ICCBR tradition).
We are also grateful to the members of the Advisory Committee, who provided
invaluable guidance when called upon, and to the members of the ICCBR Program
Committee (and additional reviewers), who carefully reviewed the paper submissions.
We also give thanks to the local support group at Mälardalen University (Sweden) and
students from Wright State University (USA) for their volunteer work before, during,
and after the conference. Additionally, we would like to thank all the authors who
submitted the interesting and technically detailed papers you see herein and therefore
contributed to its success, as well as the conference attendees, who made these days
memorable for everyone.
Most importantly, we are very grateful for the support of our many sponsors,
including the National Science Foundation, Smart Information Flow Technologies, the
journal Artiﬁcial Intelligence, Brains4AI, British Telecon, Knexus Research, Springer,
and the Telenor-NTNU AI Laboratory. Given the extra expenses this year associated
with a large commercial conference center, these sponsors made the difference between
ﬁscal success and a ﬁnancial deﬁcit.
Finally, it was indeed a splendid experience to be in Stockholm. The last time IJCAI
was in Stockholm, CBR had a signiﬁcant presence. IJCAI 1999 had two sessions on
CBR, an applications session where a CBR paper won distinguished paper award, and
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a day-long workshop entitled “Automating the Construction of Case-Based Reasoners.” This year, ICCBR brought the CBR community to Stockholm as an equal partner
with IJCAI and all of the other FAIM conferences. Who know what the lies open to us
in the future? To be part of this future, be sure to attend ICCBR 2019 in Otzenhausen,
Germany, and keep an eye on http://www.iccbr.org.
July 2018
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Invited Paper

Adaptive Goal Driven Autonomy
Héctor Muñoz-Avila(B)
Computer Science and Engineering, Lehigh University, 19 Memorial Drive West,
Bethlehem, PA 18015-3084, USA
munoz@cse.lehigh.edu

Abstract. Goal-driven autonomy (GDA) is a reflective model of goal
reasoning combining deliberative planning and plan execution monitoring. GDA’s is the focus of increasing interest due in part to the need to
ensure that autonomous agents behave as intended. However, to perform
well, comprehensive GDA agents require substantial domain knowledge.
In this paper I focus on our work to automatically learn knowledge used
by GDA agents. I also discuss future research directions.

1

Introduction

Goal-driven autonomy (GDA) is a reﬂective model of goal reasoning combining
deliberative planning and plan execution monitoring. The key aspect of GDA
is the intermix between the agent’s observations (e.g., from sensors), goal reasoning, including formulating new goals, and acting according to the goals it is
pursuing. GDA is related to ﬁelds such as the actor’s view of planning [15] (i.e.,
a framework for interleaving planning and execution), online planning [20] (i.e.,
reﬁning a planning solution while executing it in the environment), cognitive
systems [21] (e.g., agents endowed with self-reﬂection capabilities) and general
agency [4]. The key distinctive feature of goal reasoning agents is their capability
to adjust their goals, including changing their goals altogether while acting in an
environment. This in contrast to approaches such as replanning [14,36] where
the plan generated is modiﬁed due to changes in the environment while still
aiming to achieve the same goals. For example, in [26], we use guiding principles
we called motivators to select which goals to achieve. As indicated in [2], there
is an increasing interest in goal reasoning, in part, because of applications such
as UUVs’ control [29], air combat [13] and disaster response [33].
To perform well, comprehensive GDA agents require substantial domain
knowledge to determine expected states [24], identify and explain discrepancies
[22], formulate new goals [39], and manage pending goals [37]. This requires, for
example, the agent’s programmers to anticipate what discrepancies can occur,
identify what goals can be formulated, and deﬁne their relative priority.
In this paper, I will focus on our work to automatically learn knowledge used
by GDA agents performed over the past years. This includes:
This work is supported in part under ONR N00014-18-1-2009 and NSF 1217888.
c Springer Nature Switzerland AG 2018
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– Using reinforcement Learning to acquire planning, explanation and goal formulation knowledge (Sect. 3).
– Using case-based reasoning techniques for learning expectations, and goals
(Sect. 4).
– Formulating a taxonomy of automatically generated expectations using
learned hierarchical task network representations (Sect. 5).
In Sect. 6, I will discuss ongoing research directions including computing
expectations beyond a linear sequence of actions.

2

The Goal Driven Autonomy Model

GDA agents generate a plan π achieving some goals g using a planning domain
Σ [5,24,25] (see Fig. 1). They continually monitor the environment to check if
the agent’s own expectations x are met in the state s. When a discrepancy D
is found between the agent’s expectations X and the environment s, the agent

Fig. 1. The goal-driven autonomy model [24, 25]
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generate a plausible explanation e for d; as a result of this explanation, a new
goal ĝ is generated, thereby restarting the cycle with g = ĝ.
If A denotes all actions in the domain and S denotes all states, the following
are the knowledge artifacts needed by GDA agents:
– Σ, which contains a function γ : S × A → S, indicating for each action a ∈ A,
and every state s ∈ S, what is the resulting state γ(s) when applying a in s.
– Π, a planning system. In addition to Σ, it may include additional knowledge
to generate plans such as HTN planning knowledge.
– G, the collection of all goals that can be pursued by the agents.
– Given an action a in a plan π, what are the expectations of when executing
a. This is dependent on where a occurs in π as well as the initial state from
which π started its execution.
– The explanation knowledge. For example, explanation knowledge may consist
of a collection of rules of the form D → e, indicating for a discrepancy D what
is its explanation e.
– Goal formulation knowledge. For example, goal formulation knowledge may
consist of a collection of rules of the form e → g̃, indicating for each explanation, what is the next goal to achieve.
– Goal selection knowledge. In its most simple form it always selects to last
goal generated by Goal Formulator (i.e., g = g̃).

3

Learning Plan, Explanation and Goal Formulation
Knowledge with Reinforcement Learning

We explored the use of reinforcement learning (RL) techniques [35] to learn
planning knowledge for GDA. The assumptions are that the agent knows the
plausible actions As ⊂ A that can be taken in an state s ∈ S. But the problem
is that the agent doesn’t know, among those actions in As , which is the best or
even a good action to take. Typical of RL, the agent aims at learning the value
of each action a ∈ As in such a way that it maximizes its rewards. The result
of RL’s learning process is a policy π : S → A, indicating for every state, which
action π(s) to take [17].
We also took advantage of RL’s capabilities to both select plausible explanations for a discrepancy [12] and to select possible goals for a given explanation
[18]. In both cases we formulate the selection problem as a Markov Decision Problem (see Table 1). The aim is to choose the best explanation among the possible
discrepancies. Thus we view each discrepancy as an state and each explanation
as an action. All other aspects of the GDA process being equal, if the overall
performance of the GDA agent improves, we will assign a positive reward to
the explanation selected and a negative reward otherwise. This means that the
agent could consider multiple plausible explanations for the same discrepancy
and over time it learns the value of each explanation (i.e., higher value means
more plausible explanation).
We did a similar approach to learn goal selection knowledge but this time
modeling the possible explanations as the states and the choice of a goal as the
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Table 1. Modeling explanation selection and goal formulation as an MDP
MDP

Actions

States

Explanation generation All possible explanations All possible discrepancies
Goal formulation

All possible goals

All possible explanations

action. These were separate works and we never tried to simultaneously learn
explanation selection and goal formulation knowledge. We will retake this point
in the future work section.
We tested our approach in adversarial games. Speciﬁcally real-time strategy
(RTS) games. In these games players control armies to defeat an opponent.
These games add elements that make game playing challenging: armies consists
of diﬀerent types of units. The outcome of unit versus unit combat follows a
paper-rock-scissors design: archers can easily defeat gryphons but are themselves
easily defeated by knights. In turn knights can be easily defeated by gryphons.
Thus, the best players are those who maintain a well balanced army and know
how to manage it during battle. Another aspect that makes RTS games even
more challenging is the fact that players make their moves synchronously thereby
rewarding players that can make decisions quickly.
In our experiments [12,17,18], the GDA agent is controlling a player that is
competing against various opponents, one at the time in each game instance.
These opponents used a variety of hard coded strategies. For testing we did the
typical leave-one-out strategy: given N opponents, the GDA agent trained by
playing against N − 1 opponents and was tested against the remaining opponent
not used in training. The results were compelling showing a signiﬁcant improvement by the learning GDA agent. The reward function was the diﬀerence in
score between the GDA player and its opponent. Thus, a positive score means
the GDA is defeating the opponent whereas a negative reward indicates that the
opponent is winning.

4

Learning Expectations and Goals with Case-Based
Reasoning

Case-based reasoning (CBR) is a problem solving method in which cases,
instances of previous problem-solving episodes, are reused to solve new problems [1]. One of the situations when it is desirable to use CBR is when there
are gaps in the knowledge preventing the formulation of a complete theory, one
that can be reasoned by using ﬁrst-principles. This is precisely the situation we
encountered when computing the expectations after taking an action a in state s,
the agent does not have any knowledge about the expected state. Furthermore,
since the gaming domains are nondeterministic, meaning that after applying
an action a to an state s there could be many possible resulting states as and
the agent initially does not know which are those states and the probability that
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anyone of them will be reached after applying action a in s. To solve this problem
we created a case base, CBX of expectations [18]:
CBX : S × A → 2S×[0,1]
This case base maps for each state-action pair (s, a) a probability distribution
of pairs (q, p) indicating the probability p of reaching state q. In a typical CBR
manner, each time the controller selects an action a from state s (i.e., as indicated
by a policy π as described in the previous section), then one of the following two
steps is performed:
– If q was never reached before when action a was selected from state s, then
(q, p) is stored in the CBX with p = 1/N(s,a) , where N(s,a) is the number of
times a has been selected when reaching state s.
– If q has been selected N(s,a,q) times then the value of p is updated to
p = (N(s,a,q) + 1)/N(s,a) .
CBR is also used to learn to associate a goal state sπ to a policy π
[18,19]. Following a policy from an starting state s0 produces an execution trace
s0 π(s0 ) · · · π(sn ) sn+1 . If an state q appears with at least some predeﬁned frequency f on the last k steps in the trace then q is assigned to be the goal of the
policy (f and k are parameters set by the user). Otherwise sn+1 is assigned to be
the goal. Since diﬀerent chains may be generated for the same initial state and policy, we keep a probability distribution of goals akin to the way we kept a provability
distribution of expectations described before. Although we only annotate the policy with the goal having the highest probability.
The goals are used as described in the previous section in the goal formulation
procedure. When a goal gπ is selected, its associated policy π is executed. Since
our agents perform on-line learning, π changes over time, which may result in
gπ itself changing.

5

A Taxonomy of Expectations with HTN Planning

For this research thrust, we leverage on our previous work for automatically
learning hierarchical task networks (HTN) [16,40]. The learning problem can
be succinctly described as follows: given a collection of plans generated by some
(possibly unknown) agent and a collection of tasks T , learn HTN planning knowledge in a manner that is consistent with the given collection of plans. The learned
HTN indicate how to decompose a task t ∈ T into subtasks t1 · · · tm in T and
the applicability conditions (i.e., the preconditions) under which this task decomposition, t → t1 · · · tm , is valid. The learned HTNs can be used by the HTN
planner SHOP [27] to generate plans. That is, we set Π = SHOP and π is an
HTN plan.
Under the premise of using HTN planning for plan generation, we examine the notion of expectations for GDA agents. Expectations play an important
role in the performance of GDA agents [8]: if the expectations are too general,
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Fig. 2. Generic HTN; actions are divided between those already executed and those
to execute; analogously, tasks are divided between those accomplished and those that
remain open

many unnecessary discrepancies will be found triggering unnecessary and possible detrimental GDA process. An example of a detrimental situation is the
following: suppose in an RTS game that the GDA is very close to destroying an
opponent’s town hall, thereby defeating the opponent. Suppose that at the same
time the player unexpectedly detects a large opponent’s force poised to take
over the player’s resource gathering operation (resources are needed to increase
a player’s army). This discrepancy may trigger a new goal to defend the resource
gathering operation, which in turn may deviate part of the army from attacking
the town hall and miss the chance of winning the game. If the expectations are
too narrow, discrepancies can be missed in situations were formulating a goal
would have been beneﬁcial.
We studied the problem of eliciting expectations from plans [9] and from
HTN plans [8]. The basic premise is to divide the plan into two portions: the
actions already executed and the actions that remain to execute Fig. 2. SHOP
propagates forward the state and the next action to execute is checked against
the current state. Correspondingly, the task hierarchy can be divided between
those tasks that have been achieved because their underlying portion of the plan
is executed and those that are open (i.e., remain to be achieved) because some
of its underlying actions have not been achieved.
We explored 5 forms of expectations used in by GDA agents and more generally in goal reasoning agents:
– None. It checks the preconditions of the next action to execute. That is, if the
preconditions are applicable in the current state. This is useful, for example,
in the early stages of an RTS game when the player is focusing on building
its own economy. It typically focus on a predeﬁned plan (this is called the
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build order [28]). As soon as the preconditions of the next action become
applicable, it executes it. For example, building a peasant requires a certain
amount of gold; the player needs to wait until that amount is reached before
actually proceeding to build the peasant. All the following expectations check
the preconditions of the next action plus some additional conditions.
Immediate. It checks if the eﬀects of the last executed action has been
completed. This can be useful in highly reactive environments such as ﬁrstperson shooter games were for example the agent is checking if after jumping
it reaches the targeted platform.
State. This is the most common form of expectations used in GDA. The
agent checks if the conditions in the state obtained by projecting from the
starting state after each action executed so far match the observations in
the environment. This is a natural way for GDA agent using a variety of
conditions in the state including symbolic [25], ontological [6] and numerical
[38]. It ensures that the part of the plan that remains to be executed, it is
still executable from the current state.
Informed. This is a form we created [9]. Instead of projecting the whole
state, it projects only the accumulated eﬀects from the actions executed so
far. The basic idea is that only the accumulated eﬀects are the necessary
conditions that should be checked against the actual state. There might be
observations in the actual state that do not match the projected state, but if
those observations are not propagated conditions, there is no need to trigger
the GDA process. For example, if in an RTS game, the plan π calls for taking
a resource area in the center of the map, and while executing this plan it
detects some neutral units in a nearby location that pose no threat to the
plan, they can simply ignore them, without triggering an unnecessary GDA
cycle. In contrast, state expectations will trigger an iteration of the GDA
cycle every time any observation doesn’t match the expected state.
informed-k. Informed-k expectations are informed expectations that are
checked every k steps, where k is an input parameter to the agent. These
expectations were created for situations when there are costs associated with
sensing if a condition in the expectations matches an actual observation in
the state [7]. For example, a vehicle might need to stop to turn the sensors, in
which case the cost can be measured in terms of the time it needs to remain
immobile.

Various experiments were made using variations of benchmark domains from
the literature such as the Mudworld [23] and the Arsonist [30] domains. In these
experiments all other components of the GDA agent were the same and the only
change was the type of expectations they were computing [7–9]. The following
observations were made: none and immediate expectations had no or very low
sensing costs but GDA agents frequently failed to achieve the goals it expected to
have achieved. GDA agents using state expectations achieved all goals that the
agent expected to achieve but had the highest sensing costs compared to agents
using other forms of expectations. Using informed expectations also achieve all
goals but at a much lower costs than when using state expectations. Depending
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on the parameter k, Informed-k expectations also achieved all goals while having
the lowest cost.

6

Current and Future Research Directions

We are currently exploring a variety of directions. First, existing work on expectations (ours and others) assume the plan π as a sequence of actions (possibly
augmented with a hierarchy of tasks). When the solution π is a policy, existing
research is looking at the execution trace from following the policy [17]; that is, a
sequence of actions. We are currently exploring goal regression for policies, which
unlike for the case of sequences of actions, cannot guarantee the minimal set of
necessary conditions as opposed to the deterministic case [32]. We are exploring
combining informed and goal regression expectations for the non-deterministic
case [31].
Second, we also will like to explore the deﬁnitions of diﬀerent forms of expectations for domains that include a combination of numeric and symbolic variables
and outcomes are dictated by (a possible unknown) probability distribution. This
includes situations when, for example, the agent’s gasoline consumption is determined using a probability distribution while at the same time it is ascertaining
if a message was sent or not.
Third, we will like to explore the interaction between the diﬀerent components of the GDA process. For example, how the learned planning knowledge
aﬀects the expectations; in turn how discrepancies generated as a result of expectations elicited in this particular way aﬀect the kinds of explanations generated
and how this in turn determine the goals formulated. For this purpose we need
a common plan representation formalism. We recently adopted the hierarchical goal networks (HGNs) formalism [34] instead of hierarchical task networks
(HTN) for the planning formalism used by the planner Π. Unlike HTNs, HGNs
represent goals, not tasks, at all echelons of the hierarchy. This has been shown
to be useful to learn the hierarchies [3]; it also been shown to be particularly
suitable for execution monitoring [10,11] as the agent can determine directly if
a goal is achieved; unlike tasks in HTNs that do not have explicit semantics.
In HTNs, the only way to fulﬁll tasks is by executing the underlying plan generated from the HTN planning process. HGNs have the same expressiveness as
total-oder HTN planning [34].
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Abstract. Every year tenths of thousands of customer support engineers around the world deal with, and proactively solve, complex helpdesk tickets. Daily, almost every customer support expert will turn
his/her attention to a prioritization strategy, to achieve the best possible result. To assist with this, in this paper we describe a novel casebased reasoning application to address the tasks of: high solution accuracy and shorter prediction resolution time. We describe how appropriate
cases can be generated to assist engineers and how our solution can scale
over time to produce domain-speciﬁc reusable cases for similar problems.
Our work is evaluated using data from 5000 cases from the automotive
industry.
Keywords: Case-based reasoning
Natural language processing

1

· Deep learning

Introduction

Eﬀective Customer Support can be a challenge. Both for a company and for a
trained system engineer it depends on endless hours of case scanning, a large
variety of complex factors and in cases obscure case deﬁnitions. To complete
a series of tickets successfully a help-desk engineer needs an appropriate prioritization strategy for every working day. The engineer must select a suitable
prioritization route, based on the problem description, complexity and historical evidence upon its possible solution. The aim of this work is to help support
c Springer Nature Switzerland AG 2018
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engineers to achieve the best possible outcome for a given ticket. We propose
case-based reasoning (CBR) as the problem solver by increasing the solution
accuracy and provide shorter prediction resolution time.
This work combines deep learning and big data with CBR to automate the
acquisition of a domain speciﬁc knowledge. The growth of intensive data-driven
decision-making has caused broad recognition [1], and the promise that Artiﬁcial
Intelligence (AI) technologies can augment it even further. Within the Casebased Reasoning community there have been several examples of applying datadriven methods to fast changing work environments with several beneﬁts from
it. Recently, the customer experience industry has adopted a data-centric vision
in an equivalent way, as companies embrace the power of data to optimise their
business workﬂows and the quality of their services [1].
In this work we focus on large-scale ticket management support, helping
help-desk managers to optimize their prioritization strategy and achieve superior performance. A key concept in that of timely ticket resolution, measured
in resolved tickets per minute, which usually leads to high resolution vs. lower
accuracy. Research on successful customer support ticket resolutions has identiﬁed several features that inﬂuence resolutions results. For example, the work
of Maddern et al. [14] looks at the eﬀect of grammatically incorrect sentences,
abbreviations, mix between diﬀerent languages and semantic challenges. Besides
the knowledge containers domain vocabulary: how similarity measures are formulated and are able to identify the adaptation knowledge [7].
Deep Learning algorithms are eﬀective when dealing with learning from large
amounts of structured or unstructured data. Big Data represent a large spectrum of problems and techniques used for application domains that collect and
maintain large volumes of raw data for domain-speciﬁc data analysis. Within the
CBR paradigm, Deep Learning models can beneﬁt from the available amounts
of data, but the integration between CBR, Big Data and Deep Learning faces
challenges that propagated from each research ﬁeld (CBR, Big Data, DL) [3].
The age of Big Data poses novel ways of thinking to address technical challenges.
With Deep Learning neural networks extracting meaningful abstract representations from raw data. While Deep Learning can be applied to learn from large
volumes of labeled data, it can also be attractive for learning from large amounts
of unlabeled/unsupervised data [4–6], making it attractive for extracting meaningful representations and patterns from Big Data.
The research approach in this paper aims to assess the eﬀect of combining
CBR with Deep Learning on overcoming the challenges that come with highlycomplex, highly-noisy domains. Our proposed work has been mainly designed
and implemented to support Help-Desk engineers in prioritizing and solving new,
raw-content tickets as they come from customers. We present a hybrid Textual
Case-based reasoning (hTCBR) approach using Deep Neural Networks and Big
Data Technologies. hTCBR poses two main advantages: (a) it does not rely on
manually constructed similarity measures as with traditional CBR and (b) it
does not require domain expertise to decode the domain knowledge.
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This paper is structured as follows: First we describe the application domain
and the main limitations of the processes in place. Section 3 explains our approach, our faced challenges and the followed solution architecture. Section 4
presents the carried-out evaluation with domain experts to ensure the eﬃciency
of our proposed approach. In Sect. 5 we discuss the related work followed by the
summary, conclusion and future work in Sect. 6.

2

Application Domain

Most companies have a dedicated internal Help-Desk team for customer support
since service quality is usually measured via customer satisfaction. For this work
the implemented application and any used data is a joint application between
the German Research Center for Artiﬁcial Intelligence (DFKI) and a Multinational Automotive Company (the company) located in Munich, Germany with
branches all over the world. Inside the company, most of the help-desk tickets
come through emails to a dedicated help-desk team. Once received help-desk
agents prioritize the tickets and assign them to specialist engineers inside the
team to work on it. The company had several historical datasets describing a
plethora of issues they have happened in the past along with proposed solutions to those. A historical case could be represented in the form of Problem
Description, Solution and Keywords. When new tickets arrive, a help desk engineer should search within the company’s knowledge base to conﬁrm whether any
solution(s) exists or not. As reported by domain experts, their processes in place
were suﬀering from the following issues:
1. A help-desk agent prioritizes or routes the ticket in the wrong way. Such an
action can lead to longer times to a successful ticket resolution.
2. Lack of enough experience or deep knowledge from a help-desk engineer
3. It is not easy to ﬁnd proposed solutions from a historical knowledge base and
engineers ﬁnd it detrimentally time consuming and not always leading to a
solution

3
3.1

Hybrid Textual CBR Approach on Ticket Management
System
The Methodology

Text is used to express knowledge. Text is a collection of words in any wellknown language that can convey a meaning (i.e., ideas) when interpreted in
aggregation [8]. To build a textual CBR system we discussed the system process
and how normally the help-desk agents prioritize and route tickets. From this
process four attributes were identiﬁed as key ones to make a decision. These were:
1. Email Subject 2. Email Content 3. Email Sender Group (The company was
organized internally in diﬀerent groups and each group had its own applications
and systems) 4. The initial priority of the ticket assigned by the team who
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reported it. Based on the above attributes, a help-desk agent would decide how
to proceed with this ticket. Based on those discussions with experts we decided
our CBR approach as follows:
1. Case Generation: Since there were not too many attributes, cases were generated with ﬂat attribute-value representation features.
2. Case Retrieval: Due to the complexity of Natural Language Processing (NLP)
case similarities required a rich context-aware similarity measure. As such a
trained neural network for identifying and recommending solutions from the
historical case base was selected.
3. Case Adaptation: Adaptation rules are not included during this implementation but should be added in the next phases.
3.2

The Challenges

After analyzing the application domain and the data we received, we identiﬁed
the following challenges:
1. Building cases was a tedious and extremely time consuming task for domain
experts. Experts were not able to add much eﬀort, and hence we resorted to
as much automation during the build-up of the CBR system as possible.
2. Any existing knowledge base and new tickets were received in a bilingual
format (English, German, or both), which added more complexity in the text
analysis and pre-processing to build cases or retrieve similar cases.
3. Tickets were primarily written by non-native English or German speakers
and they could have contained several grammar mistakes or vague domain
abbreviations.
Due to the last two challenges it was not possible to use any traditional NLP
frameworks for text understanding like TwitterNLP and Stanford NLP, since
their application did not lead to promising results. Therefore, we decided to use
Deep Neural Networks and Word Embeddings to improve the text pre-processing
and similarity measures.
Sections 3.3 and 3.4 describe the proposed solution architecture along with
the tools and methodologies we have applied to overcome the aforementioned
challenges.
3.3

DeepTMS: The Solution Architecture

DeepTMS solution architecture consists of three main modules (See Fig. 1):
1. Input Process (Data Generation) Module: This module is responsible for generating and simulating the emails (tickets) stream.
2. Map/Reduce -Hadoop- Cluster (Data Processing & Retrieval): This module is responsible for receiving the tickets and doing the ticket content preprocessing/processing, then retrieve the similar tickets from the Case Base
(Case Generation, Retrieval & Retain).
3. Graphical User Interface (Data Visualization): This module is responsible for
visualizing the results to the system end-users.
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Fig. 1. DeepTMS solution architecture

3.4

The Hybrid CBR Approach

The ﬁrst decision we had to make in the development of DeepTMS was how
we are going to handle the challenges mentioned before, and which approach we
should apply. The selected approach combines a Deep Neural Network with CBR
to capture and decode domain knowledge. Our approach uses Deep Learning
algorithms in the context of Natural Language Processing (NLP). More specifically it applies them throughout the task of prioritizing emails based on their
content and it measures text similarity based on their semantics. We, therefore,
present several Neural Network types to represent a sequence of sentences as
a convenient input for our diﬀerent models. First, we divided the emails into
sub-groups based on the business sectors they were coming from. The ﬁrst stage
was the ticket pre-processing, which divided into ﬁve main processes (see Fig. 2).
1. P1: Input Process (Data Generation): was responsible for generating and
simulating the emails (tickets) stream
2. P2: Prioritization process: was prioritizing incoming tickets based on historical cases and their recorded priorities
3. P3: Greedings ﬁlter: which identiﬁed and eliminated any unnecessary text
(ex. greetings, signatures etc.) from any email
4. P4: Stemming and stop words elimination: in either German or English language
5. P5: Text vectorization
In the beginning, our approach was to use Support Vector Machines (SVM)
and Vectorization to prioritize emails. Early results from this approach were
promising but not in sub-group cases. When we performed a more intensive test
with large volume of emails, it failed to prioritize with high accuracy. Therefore,
we decided to build several state of the art neural network models: Convolutional
Neural Networks (CNNs), Recurrent Neural Network (RNNs), and Long ShortTerm Memory (LSTMs) [16] to test and compare their results. Deep neural
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Fig. 2. Ticket pre-processing

network applications seemed to perform substantially better on all sub-groups
(Detailed results will be shown in the next section).
3.4.1 Vocabulary Containers
Vocabulary is one of the knowledge containers and represents the information
collected from the domain to express knowledge [17]. By ﬁlling in this container we identify terms that are useful for the main system tasks. The acquisition of the domain vocabulary has direct eﬀect on the system performance,
and that’s why it is usually done with intensive help from domain experts. As
mentioned in Sect. 3.2 utilizing several experts to manually assist with decoding
domain knowledge was rather expensive, therefore an alternative was sought. In
order to improve the acquired vocabulary, we followed the typical three methods described in [7]. We have used neural networks to remove irrelevant words
and extracted the main features that represent certain text using the Word2Vec
models [12]. In the next section we describe how exactly Word2Vec worked to
build neural word embeddings.
3.4.2 Neural Word Embedding
Most of the Deep Learning models aren’t able to process strings or plain text.
They require numbers as inputs to perform any sort of job, classiﬁcation, regression, etc. Many current NLP systems and techniques treat words as atomic units,
therefore, in order to apply a Deep Learning model on NLP, we need to convert
words to vectors ﬁrst. Word embedding is the process of converting text into
a numerical representation for further processing. The diﬀerent types of word
embeddings can fall into two main categories:
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1. Frequency-based embedding (FBE):
FBE algorithms focus mainly on the number of occurrences for each word,
which requires a lot of time to process and exhaustive memory allocation to
store the co-occurrence matrix. A severe disadvantage of this approach is that
quite important words may be skipped since they may not appear frequently
in the text corpus.
2. Prediction-based embedding (PBE):
PBE algorithms are based on Neural Networks. These methods are prediction based in the sense that they assign probabilities to seen words. PBE
algorithms seem the present state of the art for tasks like word analogies and
word similarities.
PBE methodologies were known to be limited in their word representations
until Mitolov et al. introduced Word2Vec to the NLP community [12]. Word2vec
consists of two neural network language models: A Continuous Bag of Words
(CBOW) and Skip-gram. In both models, a window of predeﬁned length is moved
along the corpus, and in each step the network is trained with the words inside
the window. Whereas the CBOW model is trained to predict the word in the
center of the window based on the surrounding words, the Skip-gram model
is trained to predict the context based on the central word. Once the neural
network has been trained, the learned linear transformation in the hidden layer is
regarded as the word representation. In this work we have used Skip-gram model
since it demonstrates better performance in semantic task identiﬁcation [13].
3.4.3 Text Pre-Processing
In the Text Pre-Processing stage, raw text corpus preparation tasks are taking
place in anticipation of text mining or NLP. We trained our Word2Vec model
over the ticket corpus overall to build cases used in similarity measures. As any
text pre-processing tasks, we have two main components: 1. Tokenization, 2.
Normalization. Tokenization is a step which splits longer strings of text into
smaller pieces, or tokens. Normalization generally refers to a series of related
tasks meant to put all text on a level playing ﬁeld: converting all text to the
same case (upper or lower), removing punctuation, converting numbers to their
word equivalents, and so on. Normalization puts all words on equal footing, and
allows processing to proceed uniformly. Normalizing text can mean performing
a number of tasks, but for our approach, we will apply normalization in four
steps: 1. Stemming, 2. Lemmatization 3. Eliminating any stopping words (German or English) 4. Noise Removal (e.g. greetings & signatures). In essence we
can consider the Word2Vec model or any other model that could be built as a
substitution to the traditional taxonomies.
3.4.4 Similarity Measures
Similarity measures are highly domain dependant and used to describe how cases
are related to each other. In CBR, comparison of cases can be performed along
multiple important dimensions [9,11]. Cases that only match partially, can be
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adapted to a problem situation, using domain knowledge contained in the system
[10]. Thus, methods, like in particular Information Retrieval, which are based
only on statistical inferences over word vectors, are not appropriate or suﬃcient.
Instead, mechanisms for mapping textual cases onto a structured representation are required. A basic assumption for applying the principle for similarity
measures is that both arguments of the measure follow the same construction
process. This allows us comparing the corresponding sub-objects in a systematic way. For our system we deﬁned the two types of similarity measures: Local
Similarity Measures and Global Similarity Measures. Local Similarity Measures
describe the similarity between two attributes and the Global Similarity Measures describe the similarity between two complete cases. In the next section we
elaborate how we applied the Local Similarity Measures followed by the Global
Similarity Measures.
Local Similarity Measures: Based on the collected data and the discussions
with experts, we deﬁned the local similarity measures. We have mainly four
attributes which are distinctive except for the email subject and content. For
the Priority (integer) and Sending Groups (distinctive strings) we used distance
functions. For the email subject and content, we counted upon the Word2Vec
model to give us the similarity degrees between diﬀerent texts, after applying all
the aforementioned prepossessing tasks.
Global Similarity Measures: The Global Similarity Measure deﬁnes the relations between attributes and gives an overall weight to the retrieved case. The
weight of each attribute demonstrates its importance within the case. We decided
to use the weighted euclidean distance for the calculation of the global similarity
as applied in [15]. The weight of each attribute has been deﬁned in collaboration
with the domain experts. We decided to use a weight range between 1 and 5.
The most important values are weighted with 5.0 and 4.0 determined by the
experts on which attribute value they would use to evaluate the case. They have
decided to give the following weights to the attributes (Priority = 2.0, Email
Content = 4.0 or 5.0, Email Subject = 2.0 or 3.0, Sending Group = 3.0 or 4.0).
After giving the weights to the attributes we then sum up the given weights to
come up with the overall global case similarity.

4

Experimental Evaluation

Our system evaluation is divided into two parts:
1. The case priority given by the neural network
2. The retrieved cases and suggested solutions to the new case
During our system testing and evaluation phase, we decided to use diﬀerent
Neural Network models to explore, validate and compare accuracy results for
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each and every model. We applied three Neural Network models: CNNs, RNNs,
and LSTMs [16]. Word2Vec was applied to vectorize text input and build word
representations in the vector space (See Fig. 3). Sequences of such vectors were
processed using various neural net architectures.

Fig. 3. Text vectorization

Word2Vec was built using 300,000 historical tickets in an unsupervised training mode. All networks were built with one hidden layer, and utilised the
Word2Vec model we have already built. To train the three diﬀerent neural net
models, we have also used 300,000 old tickets with known priorities in a supervised learning process. An additional 10,000 tickets were used to evaluate the
models in prioritizing the test tickets automatically. Table 1 summarizes the prioritizing stage results.
The second evaluation part is retrieving similar cases based on the similarity
measures we deﬁned before, and using Word2Vec model to give the degree of
similarity between two texts. Since the LSTM model showed the best results in
prioritizing the tickets, we continued to build our solution with LSTM models.
In the Results Discussion section, we are presenting details about the diﬀerence between the three applied models. The evaluation was done with company
experts and technicians. DeepTMS suggested ten solutions to a new ticket, and
then experts were called to decide where the most relevant solution was positioned among the retrieved ten. We deﬁned also four levels that the most relevant
solution could belong to. These were: 1. one:three 2. four:seven 3. eight:ten
4. Not Listed. For the evaluation we used the same 10000 Test Tickets that
were used in the Prioritization stage. Table 2 shows the results for this stage.
Table 1. Prioritization results
Neural network model

Accuracy Precision Recall

Convolutional Neural Network (CNN)

82.67%

Recurrent Neural Network (RNN)

89.28%

89.19%

89.27% 89.23%

Long Short-Term Memory Network (LSTM) 92.35%

92.13%

92.23% 92.16%

82.52%

F1

82.64% 82.58%
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Table 2. Retrieval results
Level

77.64%

Four : Seven 1468

14.68%

Eight : Ten
Not listed

4.1

Number of cases Percentage

One : Three 7764
692

6.92%

76

0.76%

Results Discussion and Lessons Learned

During the implementation of DeepTMS, we used neural networks in tickets
pre-processing to eliminate the redundant text and pass the most relevant text
to deep neural networks for prioritization purposes. For both tasks, LSTMs outperformed all the other neural network models we used. It is recommended to
use LTSM for text related tasks, but it is also important to mention that it
takes longer time both for its training phase, and for text processing afterwards.
CNNs are more appropriate for image-related tasks. However, we investigated
them since the literature suggests them as appropriate to areas where changes
take place in the network architecture and can give promising results in text
processing as well [18]. CNNs are faster in training and processing phases than
RNNs and LSTMs. Since an LSTM is a special RNN case they seemed to perform well on text tasks, better t standard CNNs and worse than LSTMs. In
terms of training and processing performance they take longer than CNNs and
less time compared to LSTMs.
For building the Word Embedding using Word2Vec and use them within
the neural networks models, the performance is pretty good and it always gets
improved with more text we use in building the model, since it expands the
word corpus and improves the ability to ﬁnd relationships between words. We
started building the Word2Vec model with 50000 tickets, and the results were
worse compared to training with 6 times more tickets.

5

Related Work

The related work to this research, is deﬁned on the following three axes: 1. Text
processing issues with incorrect sentences and mixed languages 2. Help-desk
CBR systems 3. Automation of text relation extraction.
Text processing and analysis is considered a “must-have” capability due to
the immense amount of text data available on the internet. Textual CBR is
the type of CBR systems where the cases are represented as text. The text
representation brings several challenges when the text is unstructured or has
grammatically incorrect sentences. The task of the approach described in our
research can be compared to the work presented in [19–21], the authors used
a hybrid CBR approach where they combined CBR with NLP frameworks to
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be able to process the knowledge written in free text. They mentioned to the
issues they faced with the free text or to extract features and build accurate
similarity measures. In our work, NLP frameworks were not able to process
text spanned across diﬀerent languages and there were several issues related
to accurate sentence parsing. Therefore, we applied a diﬀerent approach using
Deep Neural Networks to ease the task of ﬁnding similarities between cases and
automate the knowledge from textual cases.
HOMER [22,23] is a help desk support system designer for the same purpose
of DeepTMS. HOMER used an Object Oriented approach to represent cases
and used a question-answering approach to retrieve cases. HOMER showed very
good results when it ﬁrst presented in 1998 and after its further improvement in
2004. However any existing fast-pace work environments demand solutions that
are able to deal with big amounts of data in real time with minimum human
interference. Comparing to DeepTMS, we focused more on how to automate the
extraction of similarities and deal with unstructured or mixed-languages text,
but this approach also can’t be automated to be integrated in the real business
environments.
Finding the relation between text and extract features are key criteria in
the success of any textual CBR system. These tasks require a lot of eﬀort and
normally can take a long time to be done accurately. Diﬀerent approaches have
been presented to build text similarities and ﬁnd higher order relationships [24].
The work of automating knowledge extraction using Neural Networks can be
compared to the work presented in [25] where authors represented the text using
dubbed Text Reasoning Relevant work has been seen in Graph (TRG), a graphbased representation with expressive power to represent the chain of reasoning
underlying the analysis as well as facilitate the adaptation of a past analysis to
a new problem. The atuhors have used manually constructed lexico-syntactic
patterns developed by Khoo [26] to extract the relations between texts.

6

Summary

This paper presents DeepTMS, a hybrid CBR system that uses Deep Neural
Networks to assist in automatic feature extractions from text and deﬁne similarity across text. DeepTMS is able to automate the building of text similarity
without exhaustive expert involvement and work in real-time on new tickets to
suggest the most relevant solutions. However, such an approach hides part of
the explainability capability of CBR approaches. Our main goal through this
research was to show how a hybrid approach using deep learning and CBR can
ease in dealing with complex tasks. Such an approach seems appropriate to deal
with high volume data that need to be processed fast and in real-time.

7

Future Work

DeepTMS is a starting point towards similarity measures extraction. In the
near future we plan to use the fastText text classiﬁer presented by Facebook

26

K. Amin et al.

[27]. Recurrent Siamese Network models are also considered to improve the eﬃciency of text similarity measures [28]. DeepTMS is not dealing with too many
attributes and the text in the emails is not too long. The results from our presenting implementation are promising, however, it should be tested in more complex
environments to show how a hybrid CBR approach can scale. Additional layers
to the deep neural networks might be required to be added or more complex
models should be applied for better results. The built models can be used to
ﬁnd similarity for any new additional attributes.
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Abstract. The high inﬂuence of case bases quality on Case-Based Reasoning success gives birth to an important study on cases competence for
problems resolution. The competence of a case base (CB), which presents
the range of problems that it can successfully solve, depends on various
factors such as the CB size and density. Besides, it is not obvious to
specify the exactly relationship between the individual and the overall
cases competence. Hence, numerous Competence Models have been proposed to evaluate CBs and predict their actual coverage and competence
on problem-solving. However, to the best of our knowledge, all of them
are totally neglecting the uncertain aspect of information which is widely
presented in cases since they involve real world situations. Therefore, this
paper presents a new competence model called CEC-Model (Coverage &
Evidential Clustering based Model) which manages uncertainty during
both of cases clustering and similarity measurement using a powerful
tool called the belief function theory.
Keywords: Case-based reasoning · Competence model
Cases coverage · Belief function theory · Uncertainty · Clustering

1

Introduction

Among the main concerns within the knowledge engineering ﬁeld is to oﬀer techniques aiming to assess informational resources. In particular, the community of
Case-Based Reasoning (CBR) provides a speciﬁc interest to evaluate case bases
since their quality presents the key factor’s success of CBR systems. In fact,
the higher the quality of this knowledge container, the more “competent” it is.
Actually, the competence (or coverage) of a CBR system refers to its cabability
to solve target problems. That’s why, the notion of case competence is widely
used, also, within the ﬁeld of Case Base Maintenance (CBM), where most of
the CBM policies ([8,16–19], etc.) do their best to maintain the most competent cases. However, this key evaluation criterion is diﬃcult to predict since
c Springer Nature Switzerland AG 2018
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the true character of competence within CBR as well as its sources are not
well comprehensible [1]. Moreover, even if we could estimate the competence of
an individual case, the estimation of the global case base competence remains
complex because of the lack of clarity towards the relationship between local
and global competence contribution. By this way, we ﬁnd several research, over
the years, that are interested on case base competence notion, where some of
them oﬀer case competence models for CBs evaluation. Typically, case competence models divide cases into competence groups, then estimate cases coverage using similarity measures. Their theoretical contributions are obviously well
defended. However, the embedded imperfection in cases was totally neglected
within this area, especially that each case refers to one real world experience.
Evidently, events and situations occured within our world are full of uncertainty
and imprecision. Therefore, we propose, in this paper, a new case competence
model, called CEC-Model encoding “Coverage & Evidential Clustering based
Model”, that aims to accurately evaluate the overall case base coverage using
the belief function theory [2,3]. This theory oﬀers all the necessary tools to manage all the levels of uncertainty in cases. Through Fig. 1, it is straightforward
to show the diﬀerent ﬁelds intersection leading to build and construct our new
competence model. In a nutshell, CEC-Model divides the case base into groups
using the evidential clustering technique called ECM [6]. Then, it uses a distance within the belief functions framework that leads, ultimately, to estimate
the global coverage of the case base. Like the competence model on which we
are based [1] to estimate the relation between local case competence and global
CB competence, our CEC-Model makes some assumption; First, we assume that
the set of cases in the CB presents a representative sample of the set of target
problems. Second, we assume that the problem space is regular, where we are
based on the CBR hypothesis “Similar problems have similar solutions”.

Case Base Clustering

Competence Foundaons:
Related work

Managing Uncertainty using
Belief Funcon Theory

Evidenal Clustering
(Evidenal C-Means)

CEC-Model
Coverage & Evidenal
Clustering
based Model

Fig. 1. Towards CEC-model
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The reminder of this paper is organized as follows. In Sect. 2, we overview the
related work of the Competence concept by oﬀering its foundation, deﬁning the
basic factors aﬀecting the case base competence, and presenting some competence models. Section 3 oﬀers the basic concepts of the belief function theory as
well as the used evidential tools for building our model. Throughout Sect. sec4,
our new CEC-Model is described in details through its diﬀerent steps. Finally,
our model is supported in Sect. 5 using an experimental analysis.

2

General Outlook on Case-Base Competence

A case base is said to be “eﬀective” when it is able to oﬀer solutions eﬃciently and
successfully to solve as many target problems as possible. To evaluate the case
base eﬀectiveness for CBR systems, two criteria are generally used: Performance
(Deﬁnition 1) and Competence (Deﬁnition 2).
Definition 1. The Performance is the answer time that is necessary to generate
a solution to a target problem.
Definition 2. The Competence is the range of target problems that can be successfully solved.
Contrary to the competence, the performance criterion for a case base can be
straightforward measured. Hence, we will focus, in the following of this Section,
on the competence criterion by presenting its foundations (Subsect. 2.1), its inﬂuencing factors (Subsect. 2.2) and some existing models to predict the overall case
base competence (Subsect. 2.3).
2.1

Case Competence Foundations

When we talk about case competence, two main concepts arise: case Coverage
(Deﬁnition 3) and case Reachability (Deﬁnition 4).
Definition 3. The coverage of one case is the set of target problems that this
case is able to solve. It is deﬁned formally as follows [8]:
CB = {c1 , .., cn }, c ∈ CB, Coverage(c) = {c ∈ CB/Solves(c, c )}

(1)

where CB presents the case base and Solves(c, c ) is the fact that the case c is
able to solve the case c .
Definition 4. The reachability of a target problem is the set of cases that can
be used to solve it. It is deﬁned such that [8]:
CB = {c1 , .., cn }, c ∈ CB, Reachability(c) = {c ∈ CB/Solves(c , c)}

(2)
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Fig. 2. Concepts of cases Coverage & Reachability

These two latter deﬁnitions are based on the assumption that the case base
presents the representative sample of all target problems. In fact, it is impossible
in the reality to deﬁne and ﬁx the entire set of all the target problems. Besides,
in that step, we are not intended to explicitly deﬁne the predicate “Solves”.
For the sake of clarity regarding Deﬁnitions 3 and 4, we illustrate in Fig. 2 an
example. Let c1 , c2 and c3 three cases, and their coverage are labeled with 1, 2
and 3 respectively. Therefore, Coverage(c2 ) = {c2 , c3 } and Reachability(c2 ) =
{c2 , c1 }. Logically, we assign more interest to cases having a large coverage an
a small rechability set. In this paper, we restrict the competence of the case
base to its overall coverage. However, the interaction between local competences
is necessary to well estimate the entire case base’s coverage. Moreover, several
factors can inﬂuence the prediction of this criterion.
2.2

Basic Factors Influencing Case Base Competence

Building an appropriate competence model requires an awareness on the different factors inﬂuencing CB’s competence as well as understanding how they
aﬀect it. Actually, several factors have been studied in the literature. On the
one hand, we ﬁnd statistical properties such that the CB’s size, distribution and
density of cases [7,9,10]. On the other hand, the competence is naturally relied
to the problem solving properties such as vocabulary, similarity and adaptation
knowledge [11,12], as well as individual cases coverage [1,7,13].
Similarly to some other research [1,9], we focus in this paper to understand
and measure this competence through case base size and density factors as well
as the coverage concept.
2.3

Case Competence Modeling

In the literature, various ways are proposed to model cases competence in order
to evaluate the ability of case bases on problem solving. Besides, these models can
be the basis of numerous case base maintenance approaches. Hence, we present
in what follows three among the most known case competence models.
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Model 1: Case Competence Categories [7]: Based on the notions of coverage
and reachability, Smyth & Keane classify cases according to their competence
characterization into four types, where the following Deﬁnitions arise.
Definition 5. Pivotal cases represent single way to solve a speciﬁc problem.
They are deﬁned such that:
P ivot(c) if f Reachability(c) − {c} = ∅

(3)

Definition 6. Auxiliary cases are totally subsumed by other cases. They do not
inﬂuence the global competence at all. Hence, they are deﬁned such that:
Auxiliary(c) if f ∃c ∈ Reachability(c) − {c}/
Coverage(c) ⊂ Coverage(c )

(4)

Definition 7. Spanning cases do not directly inﬂuence the CB competence.
They link together regions covered by the two previous types of cases (Pivotal
and Auxiliary).
Definition 8. Support cases exist in groups to support an idea. Each support
case in a support group provides the same coverage as the other cases belonging
to the same group. They are formally deﬁned such that:
Support(c) if f ∃c ∈ Reachability(c) − {c}/Coverage(c ) ⊆ Coverage(c) (5)

For further clariﬁcation, and by returning to Fig. 2, we mention according to
the four previous Deﬁnitions that c1 represents a Pivotal case, c2 presents a
Spanning case, and c3 is an Auxiliary case. Concerning Support cases, Fig. 3
illustrates three examples of them that cover the same space.
Model 2: Coverage Model Based on Mahalanobis Distance and Clustering (CMDC) [14]: Based on the idea that the CB’s competence is proportional to individual case’s contribution, CMDC deﬁnes the overall case base
competence as follows:
K N
j=1
i=1 Cov(cij )
|
(6)
Comp%(CB) = |1 −
SizeCB
where K is the number of groups building the CB, N is the size of the j th group,
and Cov(cij ) represents the coverage of case i towards cluster (group) j.
After applying the DBSCAN-GM algorithm [15] for clustering cases belonging to the CB, this model proposes a classiﬁcation of cases into three types in
order to calculate Cov(cij ) used in Eq. 6. The ﬁrst type concerns Noisy cases
where their coverage is null since they are considered as a distortion of values.
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Fig. 3. Example of Support cases towards one Support group

The second type concerns a closely group of cases existing on the core of one
cluster and named Similar cases. The coverage of Similar cases is equal to their
cardinality within each group. Finally, Internal cases represent cases that are
situated in the border of each cluster. They only cover themselves and their
coverage is equal to one (See Fig. 4).
Actually, this model was the basis of several policies aiming to maintain case
bases for CBR systems, such that [16,18,19], etc.
Model 3: Smyth & McKenna (S&M) Model [1]: Basically, S&M model
tries to estimate the competence by ﬁnding and encoding the crucial relationship
between individual case (local) and the entire CB (global) competence. To do,
S&M identiﬁes the fundamental unit of competence as the competence group of
cases. In fact, within a very traditional point of view, this unit was “the case”
only. To recognize these groups, authors in [1] deﬁne a competence group as the
set of cases that have a shared coverage. Formally, this is deﬁned such that:

Fig. 4. Cases types deﬁned by CMDC model [14]
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F or G = {c1 , .., cp } ⊆ CB, CompetenceGroup(G) if f
∀ci ∈ G, ∃cj ∈ G − {ci } : SharedCoverage(ci , cj )
∧∀ck ∈ CB − G, ¬∃cl ∈ G : SharedCoverage(ck , cl )

(7)

where
F or c1 , c2 ∈ CB
SharedCoverage(c1 , c2 ) if f Coverage(c1 ) ∩ Coverage(c2 ) = ∅

(8)

To ease the concept of competence group, we indicate using Fig. 2 that the
diﬀerent cases c1 , c2 and c3 present only one coverage group since they share
their coverage (similarly for Fig. 3).
Furthermore, S&M model allocate a considerable interest to identify Coverage groups since the larger group coverage means a larger ability to solve target
problems. By this way, authors in [1] aﬃrm that it is mainly depending on the
size and density of cases. Obviously, the ﬁrst factor is straightforward calculated.
However, the density of cases is deﬁned such that:

CaseDensity(c, G)
(9)
GroupDensity(G) = c∈G
|G|
where CaseDensity(c, G) presents the local density of the case c within the
group G ⊂ CB, and |G| is the number of cases belonging to G.
Since the coverage of a group must be directly proportional to its size and
inversely proportional to its density, the current model deﬁnes it as follows:
GroupCoverage(G) = 1 + [ |G| (1 − GroupDensity(G)) ]

(10)

Undoubtedly, the proposed contributions to model cases competence are
interesting. However, they remain limited by their disability to manage uncertainty within knowledge, especially for real experiences (cases). The next Section
presents, therefore, a powerful tool used for this matter called the Belief function
theory.

3

Belief Function Theory: Basic Concepts

The belief function theory [2,3], also known by Evidence theory or DempsterShafer theory, is a theoretical framework for reasoning under partial and unreliable (uncertain and imprecise) information. It was introduced by Dempster and
Shafer [2,3], and then studied by Smets [4,5]. As a generalization of other uncertainty management theories [20–22], belief function theory proved to be eﬀective
in various applications. The rest of this Section will recall the main deﬁnitions
and concepts and the used tools oﬀered within this theory.
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Let ω be a variable taking values in a ﬁnite set Ω = {w1 , .., wK } named
the frame of discernment. The mass function m(.), which represents the uncertainty and imprecision knowledge about the actual value of ω, is deﬁned as an
application from the power set of Ω (2Ω ) in [0, 1] and satisfying

m(A) = 1
(11)
A⊆Ω

Actually, m(A) can be viewed as the degree of belief committed exactly to the
subset of events A. A is called focal element if m(A) > 0, and the mass function
m is equivalent to a probability distribution when all the focal elements are
singletons. It is then called Bayesian mass function.
Since two events within the belief function theory are mainly described by
their mass functions, it is also interesting to measure the similarity and distance
between them. One of the most known and used distances between two pieces
of evidence is called the Jousselme Distance of evidence [23].
Given two pieces of evidence m1 and m2 on the same frame of discernment,
the Jousselme distance between them is deﬁned as follows:

1 −→ −→ T
→−−
→)
(m1 − m2 ) D (−
d(m1 , m2 ) =
m
m
(12)
1
2
2
where D is a 2K × 2K matrix whose its elements are calculated as follows:
⎧
if A = B = ∅
⎨1
D(A, B) = |A ∩ B|
(13)
∀ A, B ∈ 2Ω
⎩
|A ∪ B|
To make decision towards the value of ω, the mass function m can be transformed into a pignistic probability distribution BetP [4] such as:
BetP (A) =

 |A ∩ B| m(B)
|B| 1 − m(∅)

∀A ∈ Ω

(14)

B⊆Ω

Finally, the decision is made by choosing the variable with the highest BetP
value.
Concerning the evidential clustering of n objects, the partial knowledge in
that time will concern the membership of objects to clusters. Hence, the frame
of discernment Ω, in that case, contains the set of all clusters. Basically, an n ×
2|Ω| credal partition matrix is generated after applying an evidential clustering
technique. It oﬀers n mass functions that reﬂect the membership degrees of belief
to each clusters’ subset (partition).
The Evidential C-Means (ECM) [6] presents one of the most known evidential
clustering techniques. It takes as input the set of n objects and the number K
of clusters, and generates as output the credal partition (matrix M ) as well as
the prototype (center) of each partition (matrix V ). Like almost of clustering
methods, ECM aims to create dense groups by minimizing distances belonging
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to the same cluster and maximize those belonging to diﬀerent ones. To do, ECM
method intend to minimize the following objective function:
JECM (M, V ) =

n




|Aj |α mβij d2ij +

i=1 j/Aj =∅,Aj ⊆Ω

subject to



mij + mi∅ = 1

n


δ 2 mβi∅

(15)

i=1

∀i = 1...n

(16)

j/Aj ⊆Ω,Aj =∅

where dij represents the euclidean distance between the object i and the center
of the partition j, the parameter α controls the degree of penalization allocated
to partitions with high cardinality, and δ and β are two parameters aiming to
treat noisy objects.
To minimize the above objective function, an alternation between two steps
is performed. The ﬁrst one consists of supposing that the matrix of centers V is
ﬁxed and solving Eq. 15 constrained by Eq. 16 using the Lagrangian technique.
Then, the second phase consists to ﬁx the credal partition M and minimize the
unconstrained problem deﬁned only by Eq. 15.
During this Section, we only focused on the necessary background within the
belief function framework that allow to understand our contribution presented
hereafter. More details can be found in [2–6,23].

4

Coverage and Evidential Clustering Based Model
(CEC-Model)

The purpose of this Section is to present our new case competence model dedicated for this paper. This model is named CEC-Model and able to manage
uncertainty within the base knowledge. It also uses the coverage concept as well
as the mathematical relation between the competence of a group and the local
competence contribution of its individual cases [1] to provide as output a prediction of the global case base competence. Our model can serve, on the one hand,
at evaluating the quality of any given case base. On the other hand, it can be
the basis for maintaining case bases by ﬁnding, for instance, the combination of
cases that oﬀer a maximum rate of global competence oﬀered by CEC-Model.
For the sake of simplicity, the global process followed by our model to reach
its objective in estimating the CB competence rate while managing uncertainty
is shown in Fig. 5. First of all, we perform the evidential clustering technique
to oﬀer a credal partition of cases that allows to manage uncertainty not only
towards the membership of cases to clusters, but also towards their membership
to all possible subsets of clusters (partitions). At the second level, the credal
partition generated during Step 1, which is a way to model cases membership
uncertainty, will be used then, during Step 2, to measure the similarity between
cases. Besides, it will be transformed using the pignistic probability (Eq. 14),
during Step 3, to make the decision about the membership of cases to groups.
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Fig. 5. CEC-Model steps for CB’s competence estimation

The outcome of both Steps 2 and 3 will serve then to calculate the individual
cases densities regarding their groups, the density rate of each group, and the
coverage of the diﬀerent groups. Finally, the global competence rate of the overall case base deﬁnes the purpose of Step 5, where it is estimated by the average
of normalized coverages of all groups composing the case base. In what follows,
within the reminder of this Section, we will present in more details every step
composing our CEC-Model.
4.1

Step 1: Group Cases Using Evidential Clustering

In our ﬁrst Step, we aim to group cases according to their similarities. The
more two cases are similar, the more they are able to cover each others. In fact,
similarly to several research in competence modeling [1,14], the idea is that
the coverage of one case is deﬁned by the range of cases that are similar to it.
Hence, applying a clustering technique based on distances computing oﬀers a
simple and reasonable solution to devise the case base into a number of coverage
groups. However, the amount of imperfection that is commonly presented in
cases knowledge do not allow us to be certain about the membership of cases to
the diﬀerent clusters. For that reason, we make use of the belief function theory
and the evidential clustering, more accurately the Evidential C-Means (ECM)
technique (see Subsect. 3). The idea consists on creating coverage groups with
degrees of belief. Finally, the output of this Step is a credal partition containing
n pieces of evidence mi describing the belief’s degrees of membership.
4.2

Step 2: Measure Similarity Between Cases Within the
Evidential Framework

At this Step, we aim to take advantage of the oﬀered credal partition to measure
the similarities between every couple of cases. A case is therefore characterized by
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its mass function that deﬁnes the membership degrees of belief to every partition
of groups. For instance, given three groups G1 , G2 and G3 , the mass function of
case ci is presented as a vector where it has the following form:
mi = [mi (∅)
mi (G3 )

mi (G1 ) mi (G2 ) mi (G1 , G2 )

mi (G1 , G3 ) mi (G2 , G3 ) mi (Ω)]

(17)

Let us remind that the sum of all its elements are equal to one.
Now, we have to calculate distances between every two cases through their
corresponding pieces of evidence. To do, we choose to use a well known powerful
tool within the belief functions community called Jousselme Distance [23], which
oﬀers results in [0, 1]. Therefore, we build an n×n distances matrix that we called
CredDist, where CredDist(ci , cj ) is the result of Jousselme Distance between
mi and mj using Eqs. 12 and 13.
Then, the similarity matrix CredSim is generated as follows:
CredSim = Ones − CredDist

(18)

where Ones is an n × n matrix ﬁlled by 1.
4.3

Step 3: Decide the Membership of Cases to Groups

After computing cases distances with taking into account the uncertainty presented in cases, we move on now from the credal level to the pignistic level where
we have to make decision about the membership of cases to the diﬀerent groups.
To do, we transform the mass function of each case to a pignistic probability
using Eq. 14. Then, we put each case in the group oﬀering the highest pignistic
probability value.
4.4

Step 4: Estimate the Coverage of Each Group

The challenge of this step consists on ﬁnding the best conﬁguration to model the
relationship between a local (individual case) and the global (entire CB) competence contributions. As mentioned in Subsect. 2.2, several factors are aﬀecting
the interaction between them. For our model, and based on [1], the combination
to build the global competence properties of case bases is inﬂuenced by two main
factors: Size and Density.
As speciﬁed in the Introduction, we assume that the problem space is regular.
Hence, cases with high density imply a high degree of mutual similarity. Per
contra, sparse cases present low degree of mutual similarity. Consequently, our
model calculate the local density of a case c towards the group G ⊆ CB in which
it belongs as follows:


c ∈G−{c} CredSim(c, c )
(19)
CaseDensity(c, G) =
|G| − 1
Afterwards, we calculate the density of each group as the average of all its
corresponding cases density using Eq. 9.
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Ultimately, and based on [1], we deﬁne the relationship between the density
and the coverage of each group. In fact, dense groups cover smaller target problems space (Density factor). In contrast, groups with higher size cover larger
problem space (Size factor). Consequently, we calculate the coverage of each
group using Eq. 10.
4.5

Step 5: Define the Global Case Base Competence Rate

Last but not least, we aim at estimating the global competence of case bases
based on groups coverage computed during the previous step. In S&M model
[1], the global competence is calculated as the sum of all the coverage measurements of groups building the CB. However, we aim in our model to estimate the
global competence as a percentage. Then, the proposed global competence rate
is calculated as follows:
|Ω|
GroupCovn (Gk )
(20)
Comp(CB)% = k=1
|Ω|
where GroupCovn (Gk ) is the normalized coverage of the k th group, deﬁned such
that:
GroupCoverage(Gk ) − 1
(21)
GroupCovn (Gk ) =
|Gk |
The demonstration that gives birth to groups coverage normalization formula
(and then the global CB competence rate) is presented as follows:
Let Ω be the frame of discernment containing K groups Gk . CB = {c1 , .., cn } is
then divided into |Ω| groups:
We have:
0
0
0
0
0
1
1
0
0
0
0
0

5

0≤
≤

CredSim(c, ci )
ci ∈G−{c} CredSim(c, ci )




≤
1
≤ |G| − 1

CredSim(c,ci )

ci ∈G−{c}
≤
≤
1
|G|−1
≤
CaseDensity(c,
G)
≤
1

c∈G CaseDensity(c,G)
≤
1
≤
|G|
≤
GroupDensity(G)
≤
1
≤ 1 + [|G|(1 − GroupDensity(G))] ≤ 1 + |G|
≤
GroupCoverage(G)
≤ 1 + |G|
GroupCoverage(G)−1
≤
1
≤
|G|
(G)
≤
1
≤
GroupCov
n

≤ |Ω|
≤
G∈Ω GroupCovn (G)

G∈Ω GroupCovn (G)
≤
≤
1
|Ω|
≤
Comp(CB)
≤
1

Experimental Analysis

During the previous Sections, we reviewed the main deﬁnitions for competence
and coverage modeling, and we proposed a novel model for case bases competence estimation within the frame of belief function theory and evidential
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clustering. In this Section, we need to support our model using an empirical evidences. The idea is to demonstrate experimentally that our model competence
rate predictions are suﬃciently match to the actual competence measurements
such as the Percentage of Correct Classiﬁcation (accuracy). Furthermore, it is
more reasonable to deﬁne the correlation between their values than focusing on
which criterion has the highest values. To start, we present the setup of experimentation. Then, we show how to proceed to support our CEC-Model.
5.1

Experimental Setup

Our CEC-Model algorithm was developed using Matlab R2015a, and tests were
performed on real data sets taken from UCI repository [24]. In this paper, we
share results oﬀered by three data sets1 that are described in Table 1. In fact,
within the context of CBR, attributes are considered as problems description and
the class characterizes their solutions. Besides, default values of the ECM algorithm are taken, and the number of clusters is equal to the number of solutions
in the CB. Since we will support our model basing on the accuracy criterion, we
measure it by applying 10-folds cross validation using the following formula:
P CC(%) =

N umber of correct classif ications
× 100
T otal number of classif ications

(22)

where we used the 1-Nearest Neighbor as a classiﬁcation method.
Table 1. UCI data sets characteristics
Case base

Attributes Instances Classes Class distribution

Mammographic mass
Ionosphere

6

961

2

516/445

34

351

2

226/125

4

150

3

50/50/50

Iris

5.2

Evaluation Criteria

Our experimental study is divided into two parts, where each one carries on one
evaluation criterion. Firstly, we are interested to know the correlation between
the actual CB’s competence (Accuracy) and the estimated global competence
rates predicted by our CEC-Model. The diﬀerent values are the results of a
randomly incremental evolution of case bases. Actually, the higher a positive
correlation, the more our model is supported. Hence, we measure this correlation
using the Pearson’s correlation coeﬃcient [25] which is bounded between −1 and
1, and deﬁned as follows:

1

Other CBs are oﬀering similar results but are not presented here due to lack of space.
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n

− a)(bi − b)
n
2
2
i=1 (ai − a)
i=1 (bi − b)

r = n

i=1 (ai

(23)

where ai (respectively bi ) are the values of the actual CB’s competence (respectively the predicted global competence by CEC-Model), and a (respectively b)
presents the mean value of ai (respectively bi ) measurements.
During the second part of our experimentation, we opt to measure the error
rate between CEC-Model estimated competence and the PCC values, such that:
Error(%) =
5.3

|EstimatedComp − P CC|
× 100
P CC

(24)

Results and Discussion

For the ﬁrst part of our experimentation, results are shown in Fig. 6, where the
actual and estimated competence are plotted against the size of three diﬀerent
case bases. These results provide a high support in favor of our CEC-Model.
In fact, it seems to be an almost perfect closely relationship between every two
curves (problem-solving accuracy and CB’s competence), and hence a strong
correlation between them. For the sake of precision, we further measured this
correlation for every CB using Eq. 23 and we found high results reﬂecting a good
match between the predicted and the true competence (0.91 for Mammographic
Mass, 0.8 for Ionosphere, and 0.83 for Iris). Let us remind that the closer the
value to one, the higher the correlation is.
In the second results part, we note from Table 2 that our CEC-Model oﬀers
close competence estimation to the actual accuracy regarding the totality of the
diﬀerent three tested case bases. Actually, this closeness was measured formally
using the error rate criterion (Eq. 24), where competitive results were provided
comparing to those oﬀered by S&M [1] and CMDC [14] models. For instance,
we oﬀered the minimum error rate for Iris data set which is estimated to 0.8%.
Besides, the error rate for Mammographic Mass is estimated to environ 5.9%,
where it is measured as 21.1% with S&M and environ 13.8% with CMDC (S&M
and CMDC models are reviewed in Subsect. 2.3).
Table 2. Results in term of error rate (%)
Case base

S& M CMDC CEC-Model

Mammographic mass 21.10

13.820

5.928

Ionosphere

3.544

0.287

1.779

Iris

4.010

0.927

0.807
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MAMMOGRAPHIC MASS
Competence

Accuracy

90
88
86
84
82
80
78
76
74
72
70
68

Competence

96
94
92

PERCENTAGE

PERCENTAGE

Accuracy

IONOSPHERE

90
88
86

84
82
80
78

288

384

481

577

673

769

865

961

105

140

176

CASE-BASE SIZE

211

246

281

316

351

CASE-BASE SIZE

IRIS
Accuracy

120

Competence

PERCENTAGE

100
80
60
40
20
0
45

60

75

90

105

120

135

150

CASE-BASE SIZE

Fig. 6. Comparing estimated competence using our CEC-Model to the CB’s accuracy
for Mammographic Mass, Ionosphere, and Iris data sets

6

Conclusion

The evaluation of knowledge resources are regularly a concern of widespread
interest in knowledge management systems. In CBR systems, modeling case
base competence with managing uncertainty within knowledge is essential to
ﬁnd the real coverage of cases. In this paper, we proposed a new competence
model based on a previous work [1] with joining the ability to manage all levels
of cases membership uncertainty towards groups building the case base, as well
as to satisfy the need of imperfection handling when measure similarities and
cases density. To support our model, we tested on data sets from UCI repository
[24] with varying their size. Actually, competence estimations oﬀered by our
model are quite closely to the actual competence measurement (Accuracy) with
a relatively high positive correlation between them.
Since the competence of CBR systems case bases presents the basis of the
Case Base Maintenance (CBM) policies, we can, as future work, use our new
competence model CEC-Model at the aim of maintaining CBs in order to well
detect useless cases for target problems resolution.
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Abstract. Case-based reasoning (CBR) systems often refer to diverse machine
learning functionalities and algorithms to augment their capabilities. In this
article we review the concept of case based learning and deﬁne it as the use of
case based reasoning for machine learning. We present some of its characteristics
and situate it in the context of the major machine learning tasks and machine
learning approaches. In doing so, we review the particular manner in which case
based learning practices declarative learning, for its main knowledge containers,
as well as dynamic induction, through similarity assessment. The central role of
analogy as a dynamic induction is highlighted as the cornerstone of case based
learning that makes it a method of choice in classiﬁcation and prediction tasks in
particular. We propose a larger understanding, beyond instance-based learning,
of case based learning as analogical learning that would promote it as a major
contributor of the analogizer approach of machine learning.
Keywords: Case based learning
Induction

 Machine learning  Analogy

1 Introduction
Case-based reasoning (CBR) systems have tight connections with machine learning and
knowledge discovery as exempliﬁed by their description in data mining (Han et al.
2012) and machine learning (Mitchell 1997) textbooks. They have been tagged by
machine learning researchers as lazy learners because they defer the decision of how to
generalize beyond the training set until a target new case is encountered (Mitchell 1997),
by opposition to most other learners, tagged as eager. Even though most inductive
inferences is deﬁnitely performed at Retrieve time in CBR (Aha 1997), mostly through
sophisticated similarity assessment, most CBR systems also perform inductive inferences at Retain time. This article proposes to deﬁne case based learning (CBL) as the use
of case based reasoning for machine learning and highlights the role of analogical
inference as a dynamic induction. It reviews the main machine learning tasks, both
supervised and unsupervised, and how case based learning can be applied to performing
these tasks either standalone or in cooperation/complement with other machine learning
approaches. This article also reviews the ﬁve tribes of machine learning and situates
CBL within the analogizers’ tribe. Based on these foundations, this article presents,
beyond the instance-based learning label, a broader scope for CBL based on the concept
of analogical learning, which could be a unifying theme for analogizers.
© Springer Nature Switzerland AG 2018
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2 Machine Learning
From the formal deﬁnition of Tom M. Mitchell (1997), “A computer program is said to
learn from experience E with respect to some class of tasks T and performance measure
P if its performance at tasks in T, as measured by P, improves with experience E”,
machine learning algorithms ﬁtting this deﬁnition are numerous since the ﬁeld was
launched after the term was coined in 1959 by Arthur Samuel. Machine learning
systems learn from experience, represented by data, to improve their performance in
tasks, the most classical one being prediction. Therefore, the main focus in machine
learning is to improve the performance of a particular artiﬁcial intelligence (AI) system.
Machine learning shares much interest with the ﬁeld of data mining, being the ﬁeld
of data science analyzing observational data sets to ﬁnd unsuspected and interesting
relationships and to summarize the data in novel ways that are both understandable and
useful to the data owner (Hand et al. 2001). Traditionally described as a misnomer,
knowledge discovery is a preferred term. Since knowledge discovery is involved in
learning or improving knowledge and AI systems generally contain knowledge, in
knowledge containers, the goals of knowledge discovery can all serve AI, and in
particular machine learning. Therefore, the major tasks afforded by knowledge discovery are also attributed to machine learning, among which (Han et al. 2012):
• Classiﬁcation/prediction: classiﬁcation is a supervised knowledge discovery
method applied to datasets containing an expert labeling in the form of a categorical
attribute, called a class; when the attribute is numeric, the method is called prediction. Examples of classiﬁers include neural networks, support vector machines,
naïve Bayes, and decision trees.
• Association Mining: association mining mines for frequent itemsets in a dataset,
which can be represented as rules. It is an unsupervised method. The most famous
algorithm in this category is a priori algorithm.
• Clustering: clustering ﬁnds groups of similar objects in a dataset, which are also
dissimilar from the objects in other clusters, although not all methods are based on
similarity. In addition to the similarity-based methods like K-Means, some methods
use density-based algorithms or hierarchical algorithms.
• Dimensionality reduction: when an abundance of features is available (high
dimensionality), systems may select pertinent features to improve efﬁciency and
overall performance.
• Optimization: optimization focuses on ﬁnding the optimal value of a parameter.
Considerations for evaluating the mining results vary across methods, however a
set of quality measurements are traditionally associated with each, for example accuracy or error rate for classiﬁcation, and lift or conﬁdence for association mining.
These core functionalities can be combined and applied to several data types, with
extensions to the underlying algorithms or completely new methods to complement the
classical nominal and numeric data types. Well researched data types are graphs, texts,
images, time series, networks, etc. We refer to these extensions as multimedia mining.
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Other types of functionalities, generally combined with the core ones, are for
example sampling, where the goal is to select a subset of input samples, and characterization, where the goal is to provide a summary representation of a set of samples,
for example those contained in a cluster.

3 Case Based Learning
We propose to deﬁne case based learning (CBL) as the use of case based reasoning for
machine learning.
Machine learning researchers have often reported on how case-based reasoning
relates to machine learning. CBR systems satisfy the deﬁnition of machine learning
systems because they afford classiﬁcation or prediction tasks (Nilsson and Funk 2004).
From a set of data – called cases in CBR – the classiﬁcation or prediction achieved
gives the case base the competency of an expert system. If CBR systems are in par with
other data mining systems in such tasks as classiﬁcation and prediction, there is,
though, an important difference. CBR systems start their reasoning from knowledge
units, called cases, while data mining systems most often start from raw data. This is
why case mining, which consists in mining raw data for these knowledge units called
cases, is a data mining task often used in CBR.
Machine learning researchers consider case-based reasoning systems as either
analogical reasoning systems (Michalski 1993) or instance based learners (Mitchell
1997).
For Mitchell, CBR systems belong to instance based learning systems in the ﬁeld of
machine learning. CBR systems, learning from the cases or experiences in their
memory, often incrementally, are examples of machine learning systems according to
Mitchell’s deﬁnition. They are problem-solving systems following an analogical reasoning cycle illustrated in Fig. 1. Most machine learning systems abstract a model
through their learning process – a process called induction – and can forget the
experiences from which the model was abstracted. Instance-based learning systems are
different because they keep their memory of experiences to reuse them later on for
solving new problems. Mitchell labels these systems as lazy learners because they defer
the decision about how to generalize beyond the training data until each new query
instance is encountered (Aha 1997). This allows CBR systems to not commit to a
global approximation once and for all during the training phase of machine learning,
but to generalize speciﬁcally for each target case, therefore to ﬁt its induction bias, to
the case at hand. He points here to the drawback of overgeneralization, or overﬁtting,
that is well known for eager learners, from which instance based learners are exempt
(Mitchell 1997).
Other machine learning authors have classiﬁed case-based learning as a special
kind of inductive learning where the inductive inferences are performed dynamically
instead of declaratively as when a model is induced. Michalski (1993) presents the
analogical inference, at the basis of case-based retrieval, as a dynamic induction performed during the matching process.
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These authors focus their analysis on the inferential aspects of learning in casebased reasoning. Historically CBR systems have evolved from the early work of
Schank in the theory of the dynamic memory (Schank 1982), where this author proposes to design intelligent systems primarily by modeling their memory. Ever since
Schank’s precursory work on natural language understanding, one of the main goals of
case-based reasoning has been to integrate as much as possible memory and inferences
for the performance of intelligent tasks. Therefore, focusing on studying how casebased reasoning systems learn, or mine, their memory structures and organization can
prove at least as fruitful as studying and classifying them from an inference standpoint.

Fig. 1. The classical CBR reasoning cycle (Aamodt and Plaza 1994)

From a memory standpoint, learning in CBR consists in the creation and maintenance of the knowledge containers, namely vocabulary and knowledge representation
language, retrieval knowledge, adaptation knowledge, and the case base (Richter
1998). In the general cycle of CBR, learning takes place within the reasoning cycle
(Fig. 1), in an incremental manner. It is possible to ﬁx it after a certain point, but it is
not a tradition in CBR: learning is an emergent behavior from normal functioning
(Kolodner 1993). When an external problem-solving source is available, CBR systems
start reasoning from an empty memory, and their reasoning capabilities stem from
progressively learning from the cases processed. Aamodt and Plaza (1994) further state
that case-based reasoning favors learning from experience. Thus often the decisions
about each case or structure in memory, to memorize it or not, enable the system to
evolve progressively toward states as different as ongoing learning, in novice mode,
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and its termination, in expert mode. Case based learning anticipates the conditions of
cases recall (or retrieval). As the theory of the dynamic memory showed, recall and
learning are closely linked (Schank 1982): the memory is directed toward the future
both to avoid situations having caused a problem and to reinforce the performance in
success situations.
Learning in case-based reasoning is multi-faceted and can be organized around the
knowledge containers (Richter 1998):
1. Case representation: the process of case mining can learn features and parts to
include in a case from raw data or relational databases.
2. Retrieval knowledge: choosing the indices or index mining consists in anticipating
Retrieval, the ﬁrst reasoning step. Some systems modify their similarity measure
through in particular weight learning or situation assessment reﬁnement.
3. Adaptation knowledge: some systems learn adaptation rules, for example d’Aquin
et al. (2007), through knowledge discovery.
4. Case base: often referred to as case base maintenance (Wilson and Leake 2001), it
can take the form of:
• adding a case to the memory, which is at the heart of CBR systems and traditionally one of the main phases in the reasoning cycle - Retain (Aamodt and
Plaza 1994). It is the most primitive learning kind, also called learning by
consolidation, or rote learning.
• learning memory structures: these may be learned by generalization from cases
or be provided from the start to hold the indices for example. These learned
memory structures can play additional roles, such as facilitating reuse or
retrieval.
• organizing the memory in a network of cases, or given memory structures, and
learned memory structures, organized in efﬁcient ways. Flat and hierarchical
memories have been traditionally described.
• reﬁning cases by updating them based upon the CBR result.
• discovering knowledge or metareasoning: the knowledge at the basis of the casebased reasoning can be reﬁned.

4 Case Based Learning Tasks
As explained in Sect. 2, machine learning involves or encompasses different tasks,
which provide an informative view of its capabilities:
4.1

Classiﬁcation/Prediction and CBL

CBL systems can perform classiﬁcation or prediction tasks on their own, or in combination with other classiﬁers. Ensemble learning often combines the CBL expertise
with other classiﬁcation/prediction algorithms. Another type of combination of classiﬁers is to use several CBL systems as input to another classiﬁer, for example a support
vector machine, applied to the task of predicting business failure (Li and Sun 2009).
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Another notable synergy with classiﬁcation consists in resorting to other classiﬁers
to learn or improve a knowledge container. For example, decision tree induction may
organize a case memory, like in INRECA (Auriol et al. 1994). This project integrated
CBR and decision trees by preprocessing the case base by an induction tree algorithm.
4.2

Association Mining and CBL

Association mining, although not looking closely related to CBR, can be resorted to in
several scenarios. Main uses are for case mining and case base maintenance. For
example, Wong et al. (2001) use fuzzy association rule mining to learn cases from a
web log, for future reuse through CBR. Liu et al. (2008) use frequent item sets mining
to detect associations between cases, and thus detect cases candidate for removal from
the case base and its reduction (Retain step).
4.3

Clustering and CBL

Memory structures in CBR are foremost cases. A case is deﬁned as a contextualized
piece of knowledge representing an experience that teaches a lesson fundamental to
achieving the goals of a reasoner (Kolodner 1993). For many systems, cases are represented as truthfully as possible to the application domain. Additionally, clustering or
pattern recognition methods have been applied to learn cases themselves (case mining),
features (feature mining), and generalized cases (prototype mining). These techniques
can be applied concurrently to the same problem, or selectively. If the trend is now to
use them selectively, it is expected that in the future CBL systems will use these
methods more and more concurrently.
Case Mining
Case mining refers to the process of mining potentially large data sets for cases (Yang
and Cheng 2003). Researchers have often noticed that cases simply do not exist in
electronic format, that databases do not contain well-deﬁned cases, and that the cases
need to be created before CBR can be applied. Instead of starting CBR with an empty
case base, when large databases are available, preprocessing these to learn cases for
future CBR permits to capitalize on the experience dormant in these databases. Yang
and Cheng (2003) propose to learn cases by linking several database tables through
clustering and Support Vector Machines. The approach can be applied to learning cases
from electronic medical records (EMRs).
Generalized Case Mining
Generalized case mining refers to the process of mining databases for generalized
and/or abstract cases. Generalized cases are named in varied ways, such as prototypical
cases, abstract cases, prototypes, stereotypes, templates, classes, ossiﬁed cases, categories, concepts, and scripts – to name the main ones (Maximini et al. 2003). Although
all these terms refer to slightly different concepts, they represent structures that have
been abstracted or generalized from real cases either by the CBR system, or by an
expert. When these prototypical cases are provided by a domain expert, this is a
knowledge acquisition task. More frequently they are learned from actual cases. Prototypical cases are often learned to structure the memory.
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In medical domains, many authors mine for prototypes, and simply refer to induction for learning these (Armengol and Plaza 1994) (Bellazzi et al. 1998). Schmidt
and Gierl (1998) point that prototypes are an essential knowledge structure to ﬁll the
gap between general knowledge and cases in medical domains. The main purpose of
this prototype learning step is to guide the retrieval process and to decrease the amount
of storage by erasing redundant cases. A generalization step becomes necessary to learn
the knowledge contained in stored cases.
Others speciﬁcally refer to generalization, so that their prototypes correspond to
generalized cases (Malek 1995) (Portinale and Torasso 1995) (Kolodner 1993).
Finally, many authors learn concepts through conceptual clustering (Bichindaritz
1995) (Perner 1998). Díaz-Agudo et al. (2003) use formal concept analysis (FCA) – a
mathematical method from data analysis - as another induction method for extracting
knowledge from case bases, in the form of concepts. Napoli (2010) stresses the
important role FCA can play for classiﬁcation purposes in CBR, through learning a
case hierarchy, indexing, and information retrieval.
Mining for Memory Organization
Efﬁciency at case retrieval time is conditioned by a judicious memory organization.
Two main classes of memory are presented here: unstructured – or flat – memories, and
structured memories.
Flat memories are memories in which all cases are organized at the same level.
Retrieval in such memories processes all the cases in memory. Classical nearest
neighbor (kNN) retrieval is a method of choice for retrieval in flat memories. Flat
memories can also contain prototypes, but in this case the prototypical cases do not serve
as indexing structures for the cases. They can simply replace a cluster of similar cases
that has been deleted from the case base during case base maintenance activity. They can
also have been acquired from experts. Flat memories are the memories of predilection of
kNN retrieval methods (Aha 1997) and of so-called memory-based systems.
Among the different structured memory organizations, the accumulation of generalizations or abstractions facilitates the evaluation of the situation and the control of
indexation. Structured memories, when they are dynamic, present the advantage of
being declarative. The important learning efforts in declarative learning are materialized
in the structures and the dynamic organization of the memory, in particular through
incremental concept learning (Perner 1998) (Bichindaritz 1995). By learning memory
structures in the form of concepts, the classical CBR classiﬁcation task improves, and
at the same time the system extracts what it has learnt, thus adding a knowledge
discovery dimension to the classiﬁcation tasks performed.
Another important method, presented in CHROMA (Armengol and Plaza 1994), is
to organize the memory like a hierarchy of objects, by subsumption. Retrieval is then a
classiﬁcation in a hierarchy of objects, and functions by substitution of values in slots.
CHROMA uses its prototypes, induced from cases, to organize its memory.
Other types of memory organization include the formal concept lattice (DíazAgudo et al. 2003) organizing the case base around Galois lattices. Retrieval step is a
classiﬁcation in a concept hierarchy, as speciﬁed in the FCA methodology, which
provides such algorithms (Napoli 2010). The concepts can be seen as an alternate form
of indexing structure.
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Yet other authors take advantage of the B-tree structure implementing databases
and retrieve cases using database SQL query language over a large case base stored in a
database (West and McDonald 2003).
4.4

Feature Selection and CBL

Feature mining refers to the process of mining data sets for features. Many CBR
systems select the features for their cases, and/or generalize them. Wiratunga et al.
(2004) notice that transforming textual documents into cases requires dimension
reduction and/or feature selection, and show that this preprocessing improves the
classiﬁcation in terms of CBL accuracy – and efﬁciency. These authors induce a kind of
decision tree called boosted decision stumps, comprised of only one level, in order to
select features, and induce rules to generalize the features. Montani et al. (2004) reduce
their cases time series dimensions through Discrete Fourier Transform, approach
adopted by other authors for time series (Nilsson and Funk 2004). Niloofar and Jurisica
propose an original method for generalizing features. Here the generalization is an
abstraction that reduces the number of features stored in a case (Niloofar and Jurisica
2004).

5 Case Based Learning as an Analogizer
Another way of studying the relationship between CBL and machine learning is to
characterize its approach. Domingos (2015) have clustered the different ML approaches
into ﬁve major tribes. He presents the overall goal of machine as answering empiricist
philosopher Hume’s question: “How can we ever be justiﬁed in generalizing from what
we’ve seen to what we haven’t?”, thus deﬁning induction as a major research paradigm. Following Domingos’s theory, a machine learning approach can be characterized
by three main tenants: the representation formalism it uses, its evaluation paradigm,
and its optimization component, focused on the search for the highest scoring model.
The ﬁve major machine learning approaches can be represented more precisely along
these three dimensions (see Fig. 2):
1. Symbolists: the symbolist school is based on the assumption that intelligence can be
simulated by manipulating symbols like mathematicians and logicians do and
knowledge can be represented in a declarative manner through rule-based knowledge representation. Main examples in this family are decision trees and rule
learning algorithms such as ID3 or C4.5.
2. Connectionists: the connectionist school is based on the assumption that intelligence can be simulated by representing the brain in artiﬁcial neural networks and
knowledge can be represented in simulated neurons and the connections between
neurons. Main examples in this family are deep learning approaches such as artiﬁcial neural networks (ANNs) and their evolution into convolutional neural networks (CNNs).
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3. Bayesians: the Bayesian school is based on the assumption that intelligence can be
simulated by probabilistic inference and knowledge can be represented in graphical
models. Main examples in this family are belief networks, also called Bayesian
networks, and hidden Markov models (HMMs).
4. Analogizers: the analogy school is based on the assumption that intelligence can be
represented by analogical reasoning. Main examples in this family are the nearestneighbor algorithm and support vector machines (SVMs).
5. Evolutionaries: the evolutionary school is based on the assumption that intelligence
can be simulated by modeling the process of evolution and natural selection. The
family of evolutionary algorithms encompasses genetic algorithms, genetic programming, and learning classiﬁer systems.

Fig. 2. The ﬁve proposed main approaches to machine learning (Domingos 2015), the
representation in the inner circle, the evaluation in the middle circle, and the optimization in the
outer circle

Although a master algorithm unifying all these machine learning tribes has not been
completely designed yet, and maybe never will, there is more synergy and
hybridization between these different methods than ever.
Case-based learning is also based on the concept of analogical inference and thus
belongs to the analogizer family. Domingos comments that this group is the least
cohesive of all ML groups and that it would beneﬁt from making common cause
around the central idea of similarity. He also foresees the possibility that deep analogy
will in the future rule ML.

54

I. Bichindaritz

Among the concepts grounding analogy research are analogical argument and
analogical rule. An analogical argument has the following form (Copi and Cohen
2005). Given S being a source domain and T being a target domain, where we deﬁne a
domain as a set of objects and an interpreted set of statements about them:
(1) S is similar to T in certain (known) respects.
(2) S has some further feature Q.
(3) Therefore, T also has the feature Q, or some feature Q* similar to Q.
(1) and (2) are premises. (3) is the conclusion of the argument. The * notation refers
to features in the target domain and the unstarred symbols refer to symbols in the
source domain. The argument form is inductive; the conclusion is not guaranteed to
follow from the premises. Formally, an analogy between S and T is a one-to-one
mapping between objects, properties, relations and functions in S and those in T. Not
all of the items in S and T need to be placed in correspondence. Commonly, the
analogy only identiﬁes correspondences between a select set of items. In practice, we
specify an analogy simply by indicating the most signiﬁcant similarities (and sometimes differences).
Keynes (1921) introduced some terminology related to positive analogy (accepted
or known similarities), negative analogy (accepted or known differences), and neutral
analogy (propositions of unknown status). These concepts allow us to provide a
characterization for an individual analogical argument as follows:

SOURCE (S)

TARGET (T)

P

P*

[positive analogy]

A

~A*

[negative analogy]

~B
Q

B*
Q*

(plausibly)

An analogical argument may thus be summarized by: It is plausible that Q* holds
in the target because of certain known (or accepted) similarities with the source
domain, despite certain known (or accepted) differences.
Analogical inference uses a source analog to form a new conjecture, and is the
fundamental purpose of analogical reasoning (Holyak 2017). Although there is no
current complete formalization of analogical inference, the most complete form proposed can be represented by the equation (Bartha 2016):
Suppose S and T are the source and target domains. Suppose P1, …, Pn (with n  1) represents the positive analogy, A1, …, Ar and * B1, …, * Bs represent the (possibly vacuous)
negative analogy, and Q represents the hypothetical analogy. In the absence of reasons for
thinking otherwise, infer that Q* holds in the target domain with degree of support p > 0,
where p is an increasing function of n and a decreasing function of r and s.
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In order to make this formula computationally actionable, formal models have been
designed to represent retrieval, mapping, transfer, and learning (see Fig. 3). Analogical
inference can then permit to derive knowledge about a target situation from data and
knowledge about a known similar situation (the source). Such an inference is neither
true- nor false-preserving. Analogical machine learning is essentially an axiomatic
machine learning approach close to explanation-based learning.
Analogical learning starts with analogical reasoning as deﬁned by:
• Retrieval: the retrieval of potential analogous sources are recognized through their
similarities with the target, which are properties P.
• Mapping: the mapping consists in determining the properties Q that can be transferred from the source to the target. Mapping serves to highlight correspondences
between the source and target, including “alignable differences”– the distinct but
corresponding elements of the two analogs. These correspondences provide the
input to an inference engine that generates new target propositions.
• Transfer: the properties Q[S] are transferred to the target T, yielding properties Q
[T]. The basic form of analogical inference has been called “copy with substitution
and generation” (CWSG; Holyoak 1997). CWSG involves constructing target
analogs of unmapped source propositions by substituting the corresponding target
element, if known, for each source element, and if no corresponding target element
exists, postulating one as needed. All major computational models of analogical
inference use some variant of CWSG. CWSG is critically dependent on variable
binding and mapping; hence, models that lack these key computational properties
(e.g., traditional connectionist models) fail to capture even the most basic aspects of
analogical inference (Doumas and Hummel 2005).

Fig. 3. Major components of analogical reasoning from (Holyak 2017)

CBR researchers have stressed the essential role of analogy in CBR. De Mantaras
et al. (2005) emphasize that the main difference between CBR and analogical reasoning
resides in the engineering and practical focus of CBR, to build speciﬁc working systems, while analogical reasoning is mostly interested in cognitive modeling in general,
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although recently computational analogy has contributed to bridging the gap between
CBL and analogy (Besod and Plaza 2015). If CBL has much in common with computational analogical learning, it also brings a rich research in adaptation (Ontanón and
Plaza 2012) that complements well the extensive mapping and transfer theories of
analogy (Falkenhainer et al. 1989). In the grander scheme of machine learning, the
analogy framework provides a broader ﬁeld of action to case-based learning that is
advantageous to broaden CBL beyond the instance-based learning paradigm. Indeed,
through analogical learning CBL can propose a general learning model for the
analogizer family. For example, Domingos proposed a uniﬁed algorithm between
instance based learning and rule based learning where a rule would not match only
entities that satisﬁes all its preconditions but also any entity that is more similar to it
than any other rule (Domingos 1996). Through analogical learning, CBL can occupy a
more central stage within the analogizer family of machine learning. SVM can be
situated within this framework as an instance-based learner (Domingos 2015) where
the instances are support vectors and the kernel function serves as a similarity function
between a new case to solve and a support vector. The nearest support vectors serve as
the source cases for further reasoning.
Synergies between CBL and the other ML tribes are frequent. We can provide
several examples:
1. Symbolists and CBL synergy: some early models of this synergy encompass for
example the INRECA project (Auriol et al. 1994), which studied how to integrate
CBR and decision tree induction by preprocessing the case base by an induction
tree, namely a decision tree. The system is based on a similar approach in KATE
and PATDEX from the authors. Later reﬁned into an INRECA tree, which is a
hybrid between a decision tree and a k-d tree, this method allows both similarity
based retrieval and decision tree retrieval, is incremental, and speeds up the
retrieval. Another important method is to organize the memory like a hierarchy of
objects. Retrieval is then a classiﬁcation in a hierarchy of objects, and functions by
substitution of values in slots. CHROMA (Armengol and Plaza 1994) uses its
prototypes, induced from cases, to organize its memory. The retrieval step of CBR
retrieves relevant prototypes by using subsumption in the object oriented language
NOOS to ﬁnd the matching prototypes. (Bellazzi et al. 1998) also show a memory
organization around classes of prototypes in the domain of Diabetes Mellitus. Every
knowledge-based methodology derived from frames and semantic nets rely on that
type of knowledge. In such a hierarchy, the retrieval step is two folded: ﬁrst a
classiﬁcation in a hierarchy of objects, in this system a Bayesian classiﬁcation,
followed by a NN technique on the cases in the classes selected by the ﬁrst step.
2. Connectionists and CBL synergy: Deep learning synergies with CBL have been
studied for a long time. Earlier on, Malek (1995) proposed to use a neural network
to learn the prototypes in memory for a classiﬁcation task, such as diagnosis,
therefore as a method for learning the memory structure, and also for generalized
case mining. CNNs can also be used for feature selection and dimensionality
reduction, which can be combined with CBR as well. Retrieval is another area
where CNNs have been successfully applied. (Cheng and Ma 2015) propose to use
CNN as a non-linear method for attribute similarity local distance to retrieve green
building certiﬁed design cases.
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3. Bayesians and CBL synergy: Bennacer et al. (2015) apply a combination of
Bayesian Network (BN) and CBR to the diagnostic task of fault diagnosis. The
proposed mechanism allows the identiﬁcation of the root cause with a ﬁner precision and a higher reliability. At the same time, it helps to reduce computation time
while taking into account the network dynamicity. The BN serves as a retrieval
method by calculating the distance between a new case and those in the case base.
4. Analogizers and CBL synergy: CBL represents in and of itself a machine learning
method of choice, through in particular the instance-based learning methods of kNN
(Aha 1997), the synergies between analogy and machine learning, and between
case-based reasoning and support vector machines (Li and Sun 2009).
5. Evolutionaries and CBL: synergies between evolutionary algorithms and CBL have
long been studied as well. Genetic algorithms methods have been proposed for
retrieval purposes, to optimize the search for the most pertinent cases to retrieve
(Shin and Han 1999), and for adaptation purposes, to optimize the adaptation of
reused case(s) and propose innovative forms of reuse (Floyd et al. 2008).

6 Building the Case and Future Directions
In summary, traditionally case-based learning has been associated with instance-based
learning (Mitchell and Aha 1987). However, situating it within the broader scope of the
analogical inference, at the core of case-based reasoning, we can more fully take
advantage of the promises attached to analogy for human cognition, which includes the
ability to learn (Hofstadter 2001).
An important consideration is also the concept of master/slave situation between
CBL and other ML methods. This article has presented many synergies between CBL
and ML, showing that ML methods can be used in a slave situation for CBL in terms of
learning its knowledge containers. It has also presented many synergies between ML
approaches and CBL that show that generally CBL has a master role, and less often an
equally important role, except in Ensemble methods, or as a slave.
Table 1. CBL and ML tasks map
Classiﬁcation/
prediction
Metareasoning
Retrieval
knowledge
Adaptation
knowledge
Case base

Association
mining

Clustering

Feature selection

Ensemble learning
Indexing/Weight learning
Adaptation rule
mining
Memory
organization

Case mining/
Case base
reduction

Case mining/
Generalized case
mining/
Memory organization

Feature mining/Case
reﬁnement
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Table 1 represents the mapping between CBL and ML tasks, where we notice that
the knowledge containers beneﬁtting the most from ML are retrieval knowledge and
case base knowledge. Interesting areas to explore could be feature selection functionality for case mining, or metareasoning. Retrieval knowledge and Adaptation
knowledge could also explore more fully the use of knowledge discovery and some
work has started in these areas (Badra et al. 2009). For retrieval, in addition to weight
learning, learning a similarity measure (Stahl 2005), or improving on an existing one,
would be valuable. These synergies could take place during the Retain step, but also in
an opportunistic fashion during the Retrieve and/or Reuse steps.
Overall, CBL works synergistically very well with any ML approach. Table 2
summarizes the main ideas coming from studying the major synergies with the ﬁve
approaches to machine learning. The table highlights that the greatest synergies contribute to the retrieval of cases, and some methods also contribute to the reuse step to bring
creativity (evolutionary methods) or knowledge-based approaches (symbolist methods)
while other methods contribute to the retain step through memory organization and
memory structures. As for the other aspects of CBL, the contribution of different ML
methods has been less studied, which could open new ﬁelds of research for the future.
Table 2. CBL and other ML approaches map
Symbolist Connectionist Bayesian Analogizer Evolutionary
Retrieve X
X
X
X
X
Reuse
X
X
Revise X
Retain X
X

By combining the two considerations – the approach and the task, we get a clearer
picture that ML is often used in CBL in a non-traditional way – to extend the CBL
capability beyond the traditional retrieval, reuse or retain methods.

7 Conclusion
In this paper, we presented the considerable synergies existing between ML tasks and
approaches and CBL, and how there is much promise in extending them in the future,
in particular with connectionist approaches, to exploit their high performance in
imaging in particular, and Bayesian approaches, in domains such as medicine where
probabilities are highly regarded. A promising research area is to broaden the framework of case-based learning to analogical learning, while enriching it with reuse theories, which would free CBL from some of the limitations of strict instance-based
learning paradigm and extend the notion of case to concept, support vector, or prototype. Indeed, through analogical learning CBL can propose a general learning model
for the analogizer family and occupy a more central stage within this family of machine
learning. Future steps could tackle how to represent in this broader framework major
elements of the analogizer approach of ML such as SVMs, how to develop more fully
metareasoning for CBL, and how to develop the promising concept of deep analogy.
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Abstract. Cognitive Systems understand the world through learning
and experience. Case Based Reasoning (CBR) systems naturally capture knowledge as experiences in memory and they are able to learn new
experiences to retain in their memory. CBR’s retrieve and reuse reasoning is also knowledge-rich because of its nearest neighbour retrieval
and analogy-based adaptation of retrieved solutions. CBR is particularly
suited to domains where there is no well-defined theory, because they
have a memory of experiences of what happened, rather than why/how
it happened. CBR’s assumption that ‘similar problems have similar solutions’ enables it to understand the contexts for its experiences and
the ‘bigger picture’ from clusters of cases, but also where its similarity
assumption is challenged. Here we explore cognition and meta-cognition
for CBR through self-reflection and introspection of both memory and
retrieve and reuse reasoning. Our idea is to embed and exploit cognitive functionality such as insight, intuition and curiosity within CBR to
drive robust, and even explainable, intelligence that will achieve problemsolving in challenging, complex, dynamic domains.

1

Introduction

Cognition is human-like understanding1 of the world, context, etc., and cognitive systems aim to understand the world in a way similar to what humans do,
through senses, learning, and experience [1]. Langley’s 2012 article in the inaugural issue of Advances in Cognitive Systems [2] highlighted the need for AI to
refocus on the human intelligence aspect from its early days. Recently there has
been an upsurge of interest in cognition in AI with special issues of the AAAI AI

1

We use the term ‘understanding’ in the sense of ‘interpret in order to give meaning’
for the system involved.

c Springer Nature Switzerland AG 2018

M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 62–77, 2018.
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Magazine and IEEE Intelligent Systems [3–5]. These papers highlight the importance of understanding, context and analogy for Future Intelligent Technologies
(FIT)2 .
In early 2017 Launchbury published DARPA’s perspective on AI [6] where he
reﬂected on 3 waves of AI: the early approaches relying on handcrafted knowledge, and later statistical learning, and the need now for new advances in contextual adaptation. In contrast to Launchbury’s historical timeline, Domingos
proposes 5 ‘tribes’ (i.e. classes) of learning algorithms: symbolic, connectionist,
evolutionary, bayesian and analogical [7]. He suggests that Machine Learning in
around 10 years will be dominated by deep analogy, and envisions a ‘Master
Algorithm’ that combines nearest neighbour, Support Vector Machines (SVMs)
and analogical reasoning [8]. Forbus and Hinrichs’ Companion Cognitive Architecture [9] also highlights the key role of analogical reasoning and the utility of
qualitative representations. Case Based Reasoning (CBR) already takes advantage of many of these ideas: cases capture the context in which the experience
occurs, retrieval uses nearest neighbour, adaptation is a key part of reuse, and
analogy is the basis of reasoning in CBR.
Kahneman [10] proposes a classiﬁcation of reasoning as ‘Fast Thinking’ with
intuitive, quick, stereotypical decisions, or ‘Slow Thinking’ with deliberative, calculating, logical reasoning. ‘Fast Thinking’ may easily lead to errors, and Kahnemann gives many examples of that, while ‘Slow Thinking’, being more deep and
elaborate, can act as a censor and make necessary corrections. We may think
of CBR with a simple retrieve & reuse reasoning as replicating ‘Fast Thinking’
because of its assumption of intuition that similar problems will have similar
solutions. In contrast, ‘Slow Thinking’ CBR is when similarity knowledge is
complex, retrieved cases are conﬂicting, when adaptation is complicated or computationally demanding, etc. A CBR system is able to do both ‘Fast Thinking’
or ‘Slow Thinking’ depending on the complexity of retrieval and reuse. Its ‘Fast
Thinking’ errors are when similar problems do NOT have similar solutions!
Gartner’s dimensions of machine smartness [11] highlight the need for cognitive intelligence: handling complexity; making conﬁdence-based predictions;
learning actively/passively; acting autonomously; appearing to understand; and
reﬂecting a well-scoped purpose. These match the three ‘Ls’ of cognitive computing, Language, Learning and (conﬁdence) Levels [12]. Case-based systems
go some way towards Gartner’s complexity, conﬁdence and passive learning criteria [11]. More ambitious self-reﬂection, introspection, and curiosity is needed
to advance towards Gartner’s active learning criteria and the demands of complex/changing contexts.
This paper considers the explicit knowledge in cases, but also the similarity
and adaptation knowledge, in order to explore the system’s understanding of
its knowledge. This approach also broadens the CBR system’s understanding
to implicit knowledge from collections of cases, and interactions between case,
2

EPSRC
FIT
Priority
www.epsrc.ac.uk/research/ourportfolio/themes/ict/
introduction/crossictpriorities/futureintelligenttechnologies/.
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retrieval and reuse knowledge. This will enable the system to exploit ‘Fast Thinking’ when possible and to streamline ‘Slow Thinking’ when necessary. For this
we take advantage of both cognition and meta-cognition, using Cox’s interpretation of Minsky’s World and Self models [13]. The rest of this paper is organised
as follows. Section 2 considers the knowledge sources of a CBR system and its
knowledge of itself. Sections 3 and 4 explore the system’s understanding of its
knowledge and of itself, through cognition and meta-cognition, and how this
understanding can be used for self-adaptation. The impact of cognitive CBR
through its knowledge and understanding is discussed in Sect. 5. Section 6 highlights related work from a variety of angles, before we draw some conclusions
about cognitive CBR as a model for cognitive AI in Sect. 7.

2

What a CBR System Knows

A CBR system has knowledge of the world it models, but it also has knowledge of itself. Its world knowledge comprises its cases, and in addition reasoning knowledge through similarities and adaptations. CBR contains explicit
knowledge represented as symbolic structures in some knowledge representation format. The reasoning knowledge may be explicit, allowing for meta-level
reasoning, or implicit in the underlying procedures. CBR’s world knowledge is
well-understood. Richter’s notion of knowledge containers [14] identiﬁes four
diﬀerent types of knowledge (vocabulary, cases, similarities and adaptations).
Richter also highlights the interactions between containers, and the possibility
of moving knowledge between these, as shown in Fig. 1. We shall take advantage
of interactions between knowledge containers in the following sections.
CBR’s self knowledge is that its memory of cases contains things it believes
to be true, its similarity assumption that similar problems will have similar

Fig. 1. Knowledge containers (adapted from [14])

Case Based Reasoning as a Model for Cognitive Artificial Intelligence

65

solutions, and that diﬀerences between query and retrieved cases may/should be
reﬂected in the new solution.
The notions of world and self knowledge ﬁt well with Donald Rumsfeld’s
(in)famous statement on ‘Knowns/Unknowns’ [15]:
“ . . . there are no ‘knowns’. There are things we know that we know [Known
Knowns]. There are Known Unknowns. That is to say there are things
that we now know we don’t know. But there are also Unknown Unknowns.
There are things we don’t know we don’t know.”
We add the missing combination Unknown Knowns for ‘things we don’t know
we know’ to Rumsfeld’s list.
Figure 2 shows a problem-solving space where the horizontal axis is the system’s knowledge about the world : what it knows towards the right, and what
it does not know on the left. Similarly what the system knows about itself is
on the vertical axis, with what it knows in the lower half, and what it does not
know above. The shaded areas place the four Known/UnKnown combinations
in the appropriate quadrant. For CBR the lower right Known Knowns quadrant
contains things the system knows it knows; e.g. the cases in memory. The upper
Unknown Knowns quadrant is information that the system does not know it
knows; e.g. these may be problems that are not in the case base and CBR does
not know if nearest neighbour retrieval will generate the right solution. The lower
left Known Unknowns quadrant contains things the system knows it does not
know; e.g. these may be problems where similar cases contain very diﬀerent solutions so CBR is not conﬁdent of the solution. The upper Unknown Unknowns
quadrant is information that the system does not know it does not know; e.g.
these may be problems that are outliers or not similar enough to cases in the
case base.

Fig. 2. Self vs World Knowledge from ‘Known Knowns’ to ‘Unknown Unknowns’
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Fig. 3. Cognition and Meta-cognition

This paper will explore a CBR system’s understanding of the world knowledge ‘it knows it knows’ to enable better cognition in the other quadrants. For
this we shall view a CBR system as a case based memory of experiences and
its retrieve and reuse reasoning. Both memory and reasoning are essentially
knowledge based representations [14], and so cognition in one area may enable
reﬁnements in this area or others.
We shall take advantage of Cox’s work on cognition and meta-cognition [13].
Cox associates cognition with self-reﬂection as a system understands or makes
sense of what it knows. Metacognition is cognition about cognition, or making
sense of understanding, and is knowledge about when and how to use particular
strategies for problem-solving. Cox associates meta-cognition with introspection.
Figure 3 illustrates these ideas. Cognition is shown as ‘making sense of’ or ‘understanding’, and Meta-Cognition as ‘selection strategies’ or ‘understanding errors’.
Cognition for a model M is self-reﬂections or understanding of M (denoted M*),
and meta-cognition is introspection or understanding of M* (M**). This diagram will be used to underpin the following 2 sections to explore cognition and
meta-cognition for a CBR system composed of a case based memory and retrieve
& reuse reasoning.

3

Cognition from Self-Reflection

In this section we explore cognition for a CBR system by looking at the system’s
understanding of its memory of cases and its reasoning, and how it makes sense
of its case and reasoning knowledge. Figure 4 applies cognition in Fig. 3 to a CBR
system, describing cognition as context for each case, insight of the domain from
collections of cases, intuitive reasoning from nearest neighbour, and analogy to
take account of problem diﬀerences. Reﬂections on memory provide understanding of each experience as a whole and the relationships among its various facets,
and the landscape captured by the collection of experiences. This will enable an
understanding of implicit knowledge corresponding to ‘what you don’t know you
know’. Understanding the reasoning will exploit the fundamental assumption of
case based systems that ‘similar problems have similar solutions’, but that some
diﬀerences are signiﬁcant and alter the solution.
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Fig. 4. Cognition with CBR

A case captures a collection of related facets for an experience, and diﬀerent combinations of facets can be used as a speciﬁcation or scenario in order to
retrieve solutions or suggestions contained in the other facets. Learning relationships between sets of facets within clusters or neighbourhoods of the case base
allows the identiﬁcation of important concepts and relationships between them,
and so an understanding of the diﬀerent contexts in which each case is relevant.
The collection of cases oﬀers an opportunity to understand the landscape for
the domain. Areas where there are many similar cases could validate the contents
of individual experiences but it also shows where reuse of similar experiences is
less risky. In contrast, areas where the problem and solution spaces are not well
aligned mean the landscape is complex and more reasoning is needed to reuse
these cases. Competence and complexity models for CBR maintenance [16,17]
use a similar approach, but these identify redundant or noisy cases whereas here
we are interested in areas where ‘slow reasoning’ may be needed.
Case based systems assume that ‘similar problems have similar solutions’ and
so understanding the reasoning becomes understanding the alignment of cases
in similarity space. In areas of regularity, where similar problems do indeed have
similar solutions, an intuitive reasoning that reuses similar cases is appropriate,
but in complex areas a more sophisticated reasoning is needed. A more complex,
ﬁner-grained local similarity can be learned [18], or an uncertainty-based reuse
of multiple similar cases is needed by mining neighbourhoods.
The use of analogy to exploit cases beyond their areas of intuitive reasoning
may require reuse that includes signiﬁcant adaptation to take account of diﬀerences across the neighbourhood. Understanding when diﬀerences between cases
in similarity space become signiﬁcant allows adaptations that reﬂect the diﬀerences in scenarios as alterations to solutions. This is based on learning adaptation
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knowledge by understanding relationships among cases; e.g. ensemble learning
for adaptation [19], or gradient learning for adaptation [20].

4

Meta-cognition

Meta-cognition is ‘cognition about cognition’ and so is making sense of cognition. Cognition in Sect. 3 has developed the ‘bigger picture’ of what the system
knows; here we explore how the system should know things that it currently
solves wrongly. Meta-cognition is the system understanding when and how to use
particular knowledge and strategies for problem-solving. Figure 5 shows metacognition from Fig. 3 applied to a CBR system. Here we explore how introspective
models capture an understanding of how the CBR system should know something, by making sense of diﬀerent contexts and insights within memory, and by
understanding retrieve and reuse reasoning failures. Under meta-cognition we
also include curiosity in which an extrospective curiosity builds understanding
from external sources.

Fig. 5. Meta-cognition with CBR

4.1

Meta-cognition from Introspection

Introspection for CBR memory focuses attention on understanding diﬀerent contexts in cases. Clusters of similar cases in the problem space allows diﬀerent
selections of facets or features to be identiﬁed as key features for similarity
matching. Areas of redundancy in the case base enables rich alternative views of
the context of an experience. Clusters of similar cases in the solution space can
identify dimensions in the problem space where similarity is found. By taking
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advantage of similarity in the problem or solution spaces, we can deﬁne feature
selection strategies to create diﬀerent contexts from these cases. Figure 6 shows
two diﬀerent views of 5 cases comprising problem-solution pairs (Pi , Si ). The
left diagram shows a circle of neighbouring problems P1 , P2 , P3 in the problem
space, and a less regular cluster of the corresponding solutions S1 , S2 , S3 . P4 is
a neighbouring problem whose solution S4 is closer to the others than S3 . P4
can give important pointers about features and similarity in the problem space
in relation to P1 and P 22 and in comparison with P3 . The diagram on the right
shows the same cases but now focuses on the neighbourhood S1 , S2 , S5 in the
solution space. This highlights P5 as a potentially useful neighbour of P1 and
P2 . In a similar way as previously, P5 can help to highlight important features
and similarity in the P1 , P2 , P3 region of the case base.

Fig. 6. Problem-solution alignment

By understanding how diﬀerent facets or experiences are relevant, new selection strategies can be learned. Richter’s knowledge containers allow knowledge
to be shifted between containers. So it is natural that a given selection strategy
can be implemented within diﬀerent knowledge containers; e.g. a diﬀerent memory selection can be achieved by altering the representation (diﬀerent facets)
or the retrieval knowledge. For areas of complexity in the case base, cases with
similar problems do not have similar solutions. We might take advantage of the
contexts learned from other areas of the case base to reduce this complexity by
feature/context selection. Alternatively we could identify this region as needing
more focused search or more deliberative reasoning. Memory introspection takes
advantage of self-reﬂection for reasoning to associate faulty solutions with the
need to learn selection strategies that use alternative contexts or more narrowly
focused regions within complex regions of the landscape of cases.
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Introspection for retrieve and reuse reasoning in Fig. 5 highlights understanding the failures to identify similar cases or to use analogy to adapt retrieved
cases. So here we explore the system’s understanding of faulty solutions where
the reasoning, rather than memory, is to blame. These methods should go beyond
explaining the failure, to understanding what may have caused the failure. The
similarity based retrieval may be the cause of the failure, and understanding
will involve repairing faulty retrieval knowledge or reﬁning it by adding new
similarity knowledge. If the reuse of the retrieved cases is to blame then the
adaptation knowledge should be repaired or reﬁned. As before, the interaction
between diﬀerent knowledge containers means that equivalent reﬁnements or
repairs can be achieved in similarity or reuse knowledge. An important aspect
of understanding reasoning failures is exploring which options are available and
where do changes have least potential impact and are most natural for future
understanding issues. Introspection for reasoning also takes advantage of selfreﬂection of reasoning to understand the limits of intuition and the need for
adaptation in more deliberative reuse.
4.2

Curiosity Towards Unknown Unknowns

Faulty solutions and reasoning failures that trigger introspection may also act
as cues to instigate extrospection so that curiosity discovers new facets or experiences to expand the memory, or new similarities or adaptations that alter
retrieval or reuse from memory, as shown in Fig. 5. Whereas Sect. 4.1 focuses on
how the current memory and existing reasoning can resolve failures, here we consider a proactive outward facing understanding, where curiosity searches to ﬁnd
external information that will alter memory and/or reasoning. Exploring external sources identiﬁes relevant problem-solving knowledge that ﬁlls some of the
knowledge gaps described previously as known unknowns and the particularly
elusive unknown unknowns.
Curiosity-inspired learning may be triggered in response to faulty reasoning
highlighted during problem-solving. However curiosity about gaps or inconsistencies in memory and reasoning knowledge can also come naturally from selfreﬂection in Sect. 3. Proactive learning strategies may be applied based on the
system’s awareness of its own competencies; e.g. in identifying relevant trending stories in social media. Introspective processes may help identify the type
of information needed, but curiosity-driven learning will provide autonomous
reasoning that interrogates web based memories to reﬁne existing knowledge
and assemble latent cases. Trust and provenance will play an important role in
selecting knowledge sources that range from trusted, well established, domain
relevant ontologies, through to unstructured, uncorroborated content on social
media. Mixed strategies based on provenance, previous performance and extent
of veriﬁcation is needed to select and verify suitable sources.
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Understanding in Cognitive CBR

The previous sections have explored cognitive extensions to CBR to enable
understanding of CBR’s memory and reasoning at diﬀerent levels: self-reﬂection
for cognition, introspection for meta-cognition and curiosity for exploration
beyond the CBR system itself to discover relevant new knowledge and understanding. These cognitive enhancements have built on the multiple, and interacting, sources of knowledge in a CBR system, the knowledge containers.
Cognitive CBR can have insights from the collection of cases in its memory.
Relationships between cases can uncover diﬀerent facets that oﬀer alternative
scenarios for retrieval. Collections of cases oﬀer a problem-solving landscape
where localised generalisation makes sense. This enables it to develop intuition
by knowing which contexts are relevant and where similar problems have similar
solutions. However it also has an understanding of when and why a more deliberative reasoning is needed and how to apply relevant similarity based retrieval
and analogy based reuse knowledge. Curiosity stems from an understanding that
the memory should explore relevant external knowledge or that the reasoning
needs to discover similarity or analogy knowledge that is not already available
in the CBR system.
Figure 7 demonstrates our ideas of CBR and its cognitive enhancements superimposed on the (Un)Known (Un)Knowns diagram in Fig. 2. The CBR system’s
memory contains the things it knows it knows about the world, the Known Knowns.
Adding Self-Reﬂection oﬀers an understanding of what the CBR system knows
to discover what the system did not know it knew; i.e. its insights and intuition to uncover Unknown Knowns. Introspection provides an understanding of its

Fig. 7. Cognitive CBR
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understanding and so an understanding of how it should know things, the Known
Unknowns. Curiosity takes steps towards Unknown Unknowns by understanding
how it should know what it should know!

6

Related Work

IBM Watson demonstrates cognitive behaviour in the way it reasons about the
facts that it has learned from the Web to ‘ﬂesh out’ its concept model for a domain.
It was able to reason about some ‘Unknown Knowns’ when winning the Jeopardy!
game show in the US [21]. Watson’s Jeopardy! success depended on its DeepQA
question-answering cognitive knowledge engine [22]. DeepQA combines Natural
Language Processing, Machine Learning and Evidence-based Experimentation to
reason about the meaning of queries, to discover relevant information from its
memory of extracted facts, and to gather evidence to rank the candidate answers
[23, 9:1–12,10:1–14,14:1–12]. IBM’s vision for Watson is to exploit DeepQA to
underpin decision support in specialised domains. However, priming Watson to
understand a new domain is a signiﬁcant challenge, as found with Healthcare Watson [24]. It must be able to extract meaning from new text content, to understand new questions/scenarios, and to reason about new concepts [25]. Although
IBM Watson Knowledge Studio3 is designed to allow experts to teach Watson
about a new domain, this instruction is quite knowledge poor – annotating texts to
highlight domain entities and relationships. Nevertheless, Goel’s application Jill
Watson, the virtual teaching assistant, has been highly successful for supporting
students during learning because its knowledge source of previous years student
queries and answers is well matched to its task [26].
Case-based systems are a diﬀerent sort of cognitive system; they are already
knowledge-rich. Their knowledge is based on experiences in memory, but also
explanations from their retrieve and reuse reasoning. Case-based systems, and
cognitive systems more generally, apply knowledge-driven, localised, just-in-time
search at run-time. This ‘lazy learning’ contrasts with other learning approaches
that create a generalised model of their data; e.g. Bayesian Networks, Neural
Networks and Deep Learning. Watson DeepQA’s cognitive reasoning about its
knowledge contrasts sharply with Google DeepMind AlphaGo’s deep learning of
inscrutable ‘value’ and ‘policy’ networks [27], and CMU’s poker-playing Libratus’ eﬃcient pruning of game trees [28]. Rather than capturing expertise in network models, Rubin & Watson’s case-based poker-playing system captures decisions of expert players and its knowledge-driven approach reasons with, adapts,
and learns from the play of experts [29,30].
Planning domains are particularly amenable to cognitive approaches and
Muñoz-Avila & Cox et al. are embedding cognition into architectures of planning
systems [31,32]. Researchers from MIT’s CSAIL are trying to improve automated
planners by giving them the beneﬁt of human intuition [33]. Gottlieb et al.
highlight links between curiosity in Psychology, and exploration in Active and
Reinforcement Learning, as key to information-seeking behaviours [34].
3

https://www.ibm.com/watson/services/knowledge-studio/.

Case Based Reasoning as a Model for Cognitive Artificial Intelligence

73

The ideas in this paper have built on existing areas of research in CBR.
Cognition and meta-cognition for memory relates to case base maintenance and
TCBR indexing. Memory based reﬂection has been useful to identify redundant
or noisy cases for case base maintenance [17,35,36]. Memory based introspection
has been used in facet learning and case indexing. Meta-level reasoning has been
used in a clinical decision support system for combining reasoning methods at
run-time [37]. This was later extended to an architecture for learning how to
select reasoning methods dynamically during execution time, using a lazy learning approach [38]. For recommendation, Smyth et al. have used opinion mining
from reviews to learn relevant features for the products to be recommended
[39,40]. Curiosity builds on previous work on case discovery and case indexing
[41,42]. Cognition and Meta-Cognition for reasoning relates to CBR research in
introspective learning of retrieval knowledge in changing environments [43], selfreﬂection for improving retrieval and reuse [44,45], and introspective learning
of adaptation knowledge to reuse retrieved solutions [46–48]. Introspection for
reasoning also builds on previous research in textual contexts through understanding failures [49].

7

Conclusions

In this paper we have explored the possibility of extending CBR to embed cognition and meta-cognition. CBR oﬀers a suitable framework for this enhancement
because CBR comprises local independent cases in its memory and a just-in-time
localised generalisation at run-time. Both its memory and reasoning are driven
by explicit qualitative knowledge that allows experimentation and reﬁnement.
Compared to the generalised models of other AI systems, CBR is able to understand its knowledge and reasoning, and update it as needed. In this way CBR
can use its existing framework to capture self-reﬂection and introspection.
Cognitive CBR may also address the features of Domingos’ proposed Master
Algorithm: nearest neighbour, SVMs and analogical reasoning [7]. CBR already
uses nearest neighbour retrieval and analogical reasoning in its R4 RetrieveReuse-Revise-Retain approach [50,51]. Self-reﬂection and introspection enables
cognitive CBR to achieve feature/facet learning, case reﬁnement and local similarity learning. These could be thought of as learning the eﬃcient problem solving
representation corresponding to SVM’s planes.
Self-understanding through reﬂection and introspection oﬀers both cognition
and meta-cognition, and thus provides opportunities for adaptive self-improvement towards a cognitive system with high competence and robust intelligence.
Understanding of both self- and world-knowledge will also contribute to explainability. Cognitive CBR will underpin Explainable CBR (XCBR) since the system
has its (self) understanding of its knowledge and problem-solving. Thus explainability for a human is transformed into interpreting the system’s understanding
and explanation into understanding in the human’s view. There are links between
cognition and the important AI goals of explainability, competence, and robustness. As a result Cognitive CBR could make a valuable contribution to an XAI
that is robust in complex and changing environments.
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Fig. 8. Data – Information – Knowledge – Wisdom Pyramid

The well-known Data – Information – Knowledge – Wisdom Pyramid [52]
shown in Fig. 8 demonstrates the need for increased understanding and context
as systems ﬁt in the higher layers of Knowledge and Wisdom compared to Data
and Information nearer the base. A CBR system certainly ﬁts in the Knowledge
layer through its knowledge in cases, the patterns and relationships captured
by similarity based retrieval, and analogy-based adaptations in reuse. So does
cognitive CBR achieve wisdom? Its understanding of the CBR system at the
knowledge layer builds additional context, insight and intuition and so extends
cognitive CBR beyond knowledge. We argue that cognitive CBR captures some
aspects of Wisdom in its understanding and higher level reasoning, but human
wisdom may include other more perceptive or emotional aspects not yet found
in cognitive CBR.
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44. Sizov, G., Öztürk, P., Aamodt, A.: Evidence-driven retrieval in textual CBR: bridging the gap between retrieval and reuse. In: Hüllermeier, E., Minor, M. (eds.)
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Introduction

Users of modern AI-based decision support systems are usually not provided
with a suﬃcient amount of information about the system’s inner processes that
lead to the presented result, solution, or recommendation. However, often, a
particular requirement of users of such intelligent information systems is to have
a possibility to understand and even reconstruct the system’s behavior in order
to follow its reasoning process. This is helpful for both, users and the system,
if it is planned by developers that interaction with the system should be based
on users’ trust in the system. Some systems try to satisfy this requirement by
including a feature to track the system’s behavior, e.g., by providing the users
and/or developers with comprehensive documentation or a special API endpoint
that can return some explanation data with a certain grade of transparency. In
many cases, however, an additional action from the user is required, which is not
always desirable from the usability and user experience point of view.
In this paper, we present an automatic approach for explaining of design
support system’s actions, based on special explanation patterns that can be
detected in the user query and the corresponding retrieval results. Our approach
consists of three main steps – pattern recognition, validation, and contextualization (PRVC) – and is implemented in MetisCBR [6], a case-based framework
for support of early design phases in architectutre, as the underlying technique
for its results explanation module, the Explainer. This work is a continuation,
further development, and enhancement of our pilot research into explanation
of case-based design recommendations [3] (see also Sect. 4.1). In this paper, we
describe a much more detailed approach that deals with deep properties of cases
and builds a contextual relation between result sets from the same user session.
This paper is structured as follows: in Sect. 2, we describe our previous work
in the domain of case-based support of the early conceptual phases in architecture and other related research in the domain of explainable AI. In Sect. 3, we
shortly describe the MetisCBR framework, followed by the Sect. 4, where we provide a detailed description of our new explanation approach and its application
within the framework. Finally, in the last two sections, we present the results
of the user study and the quantitative experiment that evaluated the approach,
and conclude the paper with a short review of this work and our future research.

2

Related Work

Foundations of explainability of CBR-based software were deﬁned in a seminal
work [24] that described current and future issues of this domain in relation
to other CBR tasks, such as retrieval and retention. Some of these issues are
highly related to our work presented in this paper and are described later in
this section. However, before being summarized by Roth-Berghofer [24], earlier work on explanations in CBR has been published, e.g., Aamodt described
explanation-driven case-based reasoning [1]. Explanations were also mentioned
as an important feature of CBR systems in a survey [9] of functions of all four
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steps (Retrieve, Reuse, Revise, Retain) of the CBR cycle. In a series of work
about explanation-aware systems [8,25,27,28], explanation patterns were presented that formalize the explainable system knowledge by means of applying a
control structure with a collection of patterns that represent explanation problem frame. Problem frames themselves are a core concept presented by Jackson
[13]. For recommender systems, explainability-themed research was conducted
as well [19,29,30].
In the last decades, multiple research initiatives were started to support
design process in creative engineering domains; issues of case-based design (CBD)
were examined [18]. Especially in architecture, methods of CBD made a big
progress with seminal projects such as PRECEDENTS [20], ARCHIE [32] SEED
[11], or FABEL [31]. Later, a number of approaches continued research into this
topic: DIM [14], VAT [17], or CaseBook [12]. Some of them had an explicit explanation facility implemented and established this fucntionality in CBR-CAAD
approaches: ARCHIE contains explanations in the cases as ‘outcomes’ (goal
satisfaction summary) and ‘lessons to be learned’ (contextual performance of
the cases), CaseBook contains a similarity explanation report (no information
is available about its concrete functionality or algorithms). One of the most
recent research projects that worked on further research into the topic of (distributed) CBR-based design support, is Metis (funded by German Research
Foundation). The focus of Metis were the graph-based and case-based retrieval
methods. MetisCBR, the framework for which the explanation component presented in this paper was developed, was initially one of these methods. Others
were the adapted VF2 graph matching method and the index-based retrieval in
a graph database [26].
Explainability of AI systems has become an emerging topic during the
last years, based on the wide distribution of such systems in a multitude of
research/application domains. Initiatives, such as workshops [2,16,21–23] collect the current trends and newest approaches. In contrast to many other AI
ﬁelds, case-based reasoning, as mentioned earlier in this section, explored and
emphasized the importance of explanations even before the most well-known
4R-structure (Retrieve, Reuse, Revise, Retain) was presented. Roth-Berghofer’s
work on foundational issues of explainability in CBR [24] argued that the (commercial) CBR systems provide, if implemented, only simplistic types of explanations (why-, how-, and purpose-explanations). What these systems often do not
provide are the so-called cognitive explanations that, inter alia, aim at answering
the question of how the results are related to each other in diﬀerent dimensions
(contexts, in our case).
Our approach in this paper is an eﬀort to combine all of these types of
explanations to provide a versatile and universal algorithm for construction of
reasonable explanations in structural CBR systems and to establish further the
tradition of explanation facility in CBR-CAAD systems.
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MetisCBR

MetisCBR1 is a distributed system for case-based support of the early conceptual
phases in archtecture. A case in MetisCBR is a ﬂoor plan that has attributes
according to the Rooms+Edges+Metadata domain model [5] (see Fig. 2). The
system’s core functionality is the case-based retrieval with semantic ﬁngerprints,
where the ﬁngerprints (FPs), based on a hierarchical description structure [15],
represent a collection of attributes according to structural/relational ﬂoor plan
abstractions, thus acting as semantic search patterns. For each query, the FPs
selected by the user are distributed among the retrieval containers to decrease
the complexity of search. The currently implemented FPs are shown in Fig. 1.

Fig. 1. Current semantic ﬁngerprints of MetisCBR. FP1, FP2, FP4, FP8 are metadatabased (non-graph-based), FP3, FP5-7 are graph-based. Figure from [3].

4

PRVC Methodology for Explanation Generation

In this section, we present our methodology for creation of explanations for
design recommendations. We think that this methodology might be of use not
only for ﬂoor plan cases, but also for cases from other domains and other structural CBR systems. The only requirement to adapt this methodology for other
domains and systems is a domain model that can hierarchically diﬀerentiate
between cases, concepts, and attributes, or similar structures. Firstly, however,
we give a deﬁnition of explanation as we use it in our support system.
Definition 1. Explanation is a quadruple E = (P, V, C, R), where P is the set
of explanation patterns, V is the vocabulary for explanation expressions, C is
the set of case contexts, and R is the set of mapping rules between P , V , and C.
1

http://veisen.de/metiscbr/.
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Fig. 2. Left: the domain model Rooms+Edges+Metadata and an exemplary case (ﬂoor
plan) that consists of 4 rooms and 4 edges connected with a common ﬂoor plan ID.
Bottom right: the general structure of an explanation tree with the explanation levels
for a single retrieval result. Top right: the current Explainer module (asterisk marks
the agents from the previous version of the module).

4.1

Previous Explainability Function in MetisCBR

The previous explainability function in MetisCBR is described in detail in our
previous work [3]. In this section, only a brief overview of this previous/ﬁrst
version of the explanation module, the Explainer, is given to present its features
relevant for the purposes of this paper. As shown in Fig. 2, two agents govern the
process of generation of explanations. The ﬁrst one is the Explanation Deliverer
agent whose task is to receive the explanation request for a result and to forward
it for further processing, and to receive the results enriched with explanations
for forwarding them for displaying in the user interface. The second agent is

Explainable Distributed Case-Based Support Systems

83

the Explanation Creator agent who is responsible for actual creation/generation
of explanations for the results forwarded by the Deliverer. The Creator tries to
detect explanation patterns within the query-result object, that consists of the
user query and the corresponding results, and generates an explanation expression based on the patterns detected (more on explanation patterns is provided
in the next sections). After that, the explanation expression is validated against
a set of ground-truth expressions, and, if valid, is added to the result.
4.2

Pattern Recognition Phase

The ﬁrst phase of the PRVC methodology deals with detection of explanation
patterns in the previously mentioned query-result object. This part of the explanation generation process works with a so-called explanation tree, which is created for each single result, and where each explanation level of the tree corresponds to an abstraction level of the domain model (see also Fig. 2):
1. Fingerprint Level – represents the highest possible abstraction level of the
hierarchy and corresponds to the semantic ﬁngerprint selected by the user.
2. Concept Level – this level stands for the core structural concepts of the domain
model: Floor plan metadata, Room, and Edge.
3. Attribute Level – contains attributes of the core concepts according to the
ﬁngerprint (i.e., only the attributes of the FP are considered for explanation).
As shown in Fig. 2, the explanation levels are distributed among the explanation agents which in turn represent an explanation pattern. In the next sections,
these patterns and the procedures for their detection and analysis are presented
more in detail. First, however, we give a short description of the theory behind
the explanation problem frames and patterns.
Explanation Problem Frames and Patterns. The explanation patterns [8]
provide a means for abstracted description of explanation-aware computing problems when it comes to dealing with the question of how the reasoning process
of an intelligent information system should be made understandable to the user.
The concept of explanation patterns is a derivation from the original concept
of generic software engineering problem frames [13], and thus an adaptation of
these frames for the explanation-aware computing domain. Therefore, the explanation patterns can also be considered explanation problem frames. The general
structure of an explanation pattern consists of a machine (representation of the
software component that creates the explanation), domain (representation of
the application area), and requirements (criteria of the proper solution space
for a problem, in this case a space of possible explanations). Our rationale for
use of explanation patterns for the explanation component was the similarity of
their concept to the concept of semantic ﬁngerprints, so that our knowledge and
expertise in work with patterns could be transferred. As a result of our work
on this transfer, a new Fingerprint machine was created [3] that connects the
semantic ﬁngerprints of architecture to the explanation patterns of Relevance,
Justiﬁcation, and Transparency [10].
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Relevance Pattern. The Relevance pattern was conceptualized to justify the
questions that system asks the user if certain requirements have not been met.
For example, if not enough relevant information was provided to properly answer
the query, the system may ask the user for more relevant information and display
a message why it needs this information, e.g., why the answer/result may be
inexact or incorrect in the current context (the purpose-question [24]).
To provide the new version of the Explainer with abilities to detect queries
and cases that could not be considered for a proper similarity assessment because
of their incompleteness or inexactness, we implemented a rule-based proving
mechanism that checks each structural entity of the query and of the result,
i.e., each room (node) and room connection (edge), for the structural completeness requirement. Currently, the structural completeness requirement for rooms
is considered met if the room is not isolated – that is, each node has to be
connected to at least one other node, and if the room label is in the list of
enabled labels, such as Working, Living, Sleeping, or Corridor. For edges,
this requirement employs a ruleset that checks their source and target rooms for
the same label availability requirement – i.e., each edge has to have both source
and target to be considered structurally correct. Depending on the outcome of
this check, each entity in the result gets an additional relevance label that corresponds to its structural correctness (i.e., RelevanceQuery, RelevanceResult, or
RelevanceNone). The relevance score relScore for rooms (relScorer ) or edges
(relScoree ) is then:
relScore =

|RQ | + |RR |
|RN | + |RQ | + |RR | + e

(1)

where RQ is the set of entities labeled with RelevanceQuery, the same for RR
(RelevanceResult), and RN (RelevanceNone). e is the error rate for entities
whose relevance could not be determined. The entire result ﬂoor plan then gets
its own relevance label depending on condition resolving shown in Algorithm 1.
Data: relScorer , relScoree , Relevance threshold trel , Floor plan f , Floor
plan relevance relf , Expression vocabulary E, Relevance
expression set Erel ⊆ E
if relScorer > trel or relScoree > trel then
relf = true
if relScorer >= relScoree then
erel = erooms
∈ Erel
rel
else
erel = eedges
∈ Erel
rel
end
else
relf = false
end
Algorithm 1: Rule-based relevance determination for a result ﬂoor plan.
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The outcome of this algorithm, if the relevance pattern has been detected for
the entire result (i.e., relf = true), is an expression erel from the corresponding
subset of expressions that should help the user understand why more data is
needed by the system to ensure proper similarity assessment for this query or
result. Some examples of such expressions are:
– ‘This database ﬂoor plan may not have enough structural information about
room connections for proper similarity assessment.’
– ‘Not enough information has been provided about room conﬁguration to properly assess similarity for this query. Please provide more structural information for the room conﬁguration.’
Justification Pattern. Reasoning of why a result might be good/helfpul is
the task of the Justiﬁcation pattern (why-question [24]). For the proper implementation of this pattern in the new Explainer, we relied on our previously
applied reasoning premise: a possibly helfpul result is a result whose overall
similarity should be at least over the threshold of a suﬃcient similarity grade.
Like in the ﬁrst version of the Explainer [3] (and for results of the retrieval
phase [5]), we applied the following similarity grades: very similar if result’s
overall similarity Sim ≥ 0.75, similar if 0.75 > Sim ≥ 0.5, suﬃciently similar if 0.5 > Sim ≥ 0.25, and unsimilar if Sim < 0.25. For the extension and
more detailed recognition of possibly helpful designs we introduced an additional
justiﬁcation score jstScore:
n

jstScore =

m

1 
1 1
(
sei +
sr )
2 n i=1
m i=1 i

(2)

where se ∈ SE are the similarity values of edge entities of a result, the same
for rooms with sr ∈ SR . It is important to notice, however, that the jstScore
computation and all other justiﬁcation operations are only executed if the Relevance pattern has not been detected (i.e., if relf = false, see Algorithm 1).
After the computation of jstScore, the justiﬁcation expression is added to the
explanation text of the result, depending on conditions shown in Algorithm 2:
Data: jstScore, Threshold set Tjst , Floor plan f , Floor plan justiﬁcation
jstf , Expression vocabulary E, Justiﬁcation expression set
Ejst ⊆ E, Similarity grades G, Justiﬁcation classes
Cjst = {0 : high, 1 : middle, 2 : low}
if jstScore > thigh
jst ∈ Tjst then
jstf = true; cjst = 0
else if jstScore > tmiddle
∈ Tjst then
jst
jstf = true; cjst = 1
else
jstf = false; cjst = 2
end
ejst = mapping(cjst , gf ∈ G, Ejst )
Algorithm 2: Justiﬁcation expression determination for a result ﬂoor plan.
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Where Tjst is a set of threshold values for classiﬁcation of justiﬁcation dependmiddle
= 0.3.
ing on its jstScore. Currently, following values are used: thigh
jst = 0.6, tjst
The mapping function assigns the proper justiﬁcation expression for the given justiﬁcation class cjst and the similarity grade gf ∈ G of the result ﬂoor plan.
Transparency Pattern. The last implemented explanation pattern is the
Transparency pattern (the how -question [24]), whose task is to provide a means
for decoding of the system’s pathways to ﬁnd a result. We think that the users
of our system should be informed in as much detail as possible, but at the same
time we are aware of the fact that they know how the system works in general.
Therefore, we came to a conclusion that a summary of similarity assessment on
the attribute level is the best way to provide the users with suﬃcient information about this procedure. To ensure this, a completely new approach has been
implemented for the Transparency pattern that takes all the local similarity values from the entity pre-selection step of the retrieval strategy [5] into account.
Generally, the transparency reasoning process consists of the following tasks:
1. Collect all information of the entity comparison history, i.e., how often and
for which entity of the query the entity of the result has been object of
comparison, and include the corresponding similarity values.
2. Reason about this data, that is, produce an understandable, human-readable
summary of this data according to the user requirements and techical terms.
From the collected data, the transparency agent tries to derive the relevant
similarity data for each of the attributes for the currently selected ﬁngerprint
and summarizes this data by grouping the attributes with the same overall similarity grade. The outcome of the reasoning process is a summarized statistical
expression about the attributes’ local similarity assessment (local transparency)
followed by a detailed list of the mean similarity grades for each attribute for
each entity. The same procedure is also conducted for the complete result set and
is handled as the global transparency, and placed on top of the result set. Some
examples of such outcomes are provided below (attribute overview omitted):
– ‘This ﬂoor plan provides a suﬃcient grade of similarity in terms of passages,
room functionalities, and light.’ (local transparency, FP 6 Accessibility)
– ‘This result set has an overall high value of similarity for room area, and light
condition. Low similarity has been determined for door connections.’ (global)
4.3

Validation

The basic principles of the validation process already introduced in [3] remained
unchanged, especially because of its good performance: the complete explanation
undergoes a feature extraction process, these features build together a case, i.e.,
become the attributes of this case which in turn becomes a query and is compared
with the cases from the ground-truth (i.e., ‘golden standard’) explanation case
base. The value of similarity with the most similar ‘golden standard’ case then
becomes the validation similarity vmax . The explanation is considered valid if
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vmax exceeds the speciﬁed threshold. For the new version of the Explainer, we
modiﬁed the attributes of the explanation case and replaced the explanation text
with the ﬁngerprint label (see Fig. 1) and the overall FP similarity value. The
detected explanation patterns remained the main similarity assessment feature
for the validation. However, to provide a more exact comparison for the patterns
as well, we now take into account the undetected patterns too, and do not use
the detected ones exclusively. The following weighted sum is now in use for
validation:
v = ωl l + ω o o +

n


ωpi pi

(3)

i=1

Where v ∈ V (vmax = max(V )), and ω ∈ Ω are the weights, where ωl is the
weight of the FP label similarity l, ωo is the weight of the overall FP similarity
value o, and ωp are the weights for the similarity values of the patterns.
4.4

Contextualization

The last step of the PRVC methodology, and the completely new feature of
the Explainer, is Contextualization, which is responsible for classiﬁcation of the
results into diﬀerent contexts of the user session (see Fig. 3), and is intended to
provide a means for cognitive explanations mentioned in Sect. 2. The inspiration
for this feature came from the experience with diﬀerent internet services such as
Flickr or Netﬂix, where the automatic tagging of pictures and categorization of
movies/series are the well-known features. To adapt this feature for our cases,
we consider each user request to the system an action of a conceptualization
process according to the deﬁnition of Process deﬁned in our previous work on
transfer of cognitive processes of architectural domain representatives into the
system [4].
Definition 2. Process is a triple P = (S, t, A), where S is a set of retrieval
strategies, t is the type of the process (e.g., sequential, semi-sequential, enclosing
iteration), and A is the set of actions. A = As ∪ Ai ∪ Ae (actions can be of
starting, ending, and intermediate type), where As ∧ Ae = ∅. Strategies are
linked to actions with a surjective mapping S  A, i.e., ∀a ∈ A∃s ∈ S.
The basic mode of operation of the contextualization process is based on feature extraction from a single result: the main semantic and structural properties,
such as room and edge count, room types, or a number of identical room types
between query and result, are extracted from the result data and mapped with
diﬀerent contextual classes. These classes represent an abstract expression about
the ﬂoor plan, some examples are:
– SparseConnection - represents ﬂoor plans where the number of connections
is in the interval from lower to marginally higher as the number of rooms.
– RoomCount, EdgeCount - number of rooms and/or room connections is equal
to the corresponding average value of the complete result set.
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Fig. 3. Contextualization of the results of a sequential process.

– RoomTypeDominance - ﬂoor plans where a certain room type dominates the room conﬁguration (e.g., {Living, Living, Living, Kitchen,
Sleeping}).
Additionally to the classiﬁcation step, for each user session a special temporary case base is created that contains cases where the attributes represent
the extracted features named above, with corresponding values. For each unique
ﬂoor plan result from a session, such a case with a count as label is created (if
this case is already available then its count gets increased). For each new single
result, a context similarity value simcontext is then calculated as follows and
categorized into a similarity grade (f is a feature, F is the set of all available
features):
n

simcontext =

1
simfi f ∈ F
n i=1

(4)

The result of the contextualization process is a contextual expression that
contains information about contexts available in the single result, providing the
user with additional information about diﬀerences and commonalities regarding
the conﬁguration of all results. Exemplary contextual expressions are:
– ‘This result has a high grade of contextual connection to the previous retrieval
results of this session. Available contexts for this result are: Room Type
Dominance, Sparse Connections.’
– ‘This result has a very low grade of contextual connection within this session.
No contexts could be determined.’
The simcontext value is then combined with the overall similarity of the result,
thus inﬂuencing its position in the overall result ranking within the result set.
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Other inﬂuence is the previously mentioned case label, that works as a boost
value for results whose ﬁnal similarity values are identical.
4.5

Explanation Algorithm

Summarizing all of the steps described above we present the algorithm for generation of explanations within MetisCBR, that can be transferred or adapted
for other systems. The concrete implementation depends on the domain and the
corresponding domain model, however, the adaptation should not be diﬃcult, as
many structural CBR systems use the attribute-value-based structure for cases
(Fig. 4).

Fig. 4. Algorithm for generation, validation, and contextualization of explanations.

5

User Study and Quantitative Evaluation

To evaluate the new, PRVC-based, Explainer module, we conducted two studies:
the ﬁrst one was a quantitative experiment that aimed at examination of the
new Explainer for validity of explanations and distribution of detected patterns.
Additionally, we examined the context similarity and contexts distribution of the
result ﬂoor plans. In the subsequent user study, we presented the representatives
of the architectural domain with the explanation module and asked them to rate
the produced explanation expressions and context classes.
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Quantitative Experiment

The quantitative test was performed on a case base of 119 ﬂoor plans. We used
18 diﬀerent queries and produced 47 requests (≈3 randomly selected FPs per
query) that returned an overall number of 5189 results. 14 ground-truth explanations were used for validation, i.e., the explanation of each single result was
validated 14 times. A threshold of 0.5 was applied to determine the validity. Overall, the constructed explanations were validated 72646 times for these results.
58408 (80, 4%) of them resulted in a valid outcome – an expectable slightly
lower value than in the previous version [3] (84.825% for 225 cases), considering the more restricted handling of patterns (inclusion of undetected patterns)
and addition of a new validation attribute. For the theoretical maximum number of validity determinations for this part of the experiment (78302), overall
≈74,6% of valid explanations were produced, i.e., ≈10 valid explanations per
single result. Figure 5 shows the distribution of detected and absent patterns
among the results.

Fig. 5. Pattern combinations recognized in the results. J, T , and R stand for Justiﬁcation, Transparency, and Relevance respectively. JT is the best case, R is the worst
case (not enough data available), N one (no R, but also no J or T ) is detected when
the similarity grade of the result is not suﬃcient. For non-graph-based FPs (see Fig. 1),
transparency reasoning was not performed.

For the second part, the quantitative evaluation of the contextualization process, we ﬁrst examined the overall context similarity simcontext of the results,
which revealed an average similarity value of ≈0.31, where from the total number
of 5189, 2280 results had simcontext of 0.35, 1934 results had simcontext of 0.15,
and 944 results had simcontext of 0.55. Further, we examined the overall count
of the detected classes during contextualization. Similar to the patterns examination, we show how the contexts were distributed among the results (Fig. 6).
5.2

User Study

For the subsequent user study, we used the same ﬂoor plan data set as for
the quantitative experiment. The participants, n = 5, were asked to answer a
speciﬁc questionnaire that contained questions regarding the understandability
of explanations and their opinion on the contextualization feature. Before the
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Fig. 6. Context classes recognized in the results. SC, RT D, RC, and EC stand for
Sparse Connections, Room Type Dominance, Room Count, and Edge Count respectively.

rating process, each of the participants was asked to run a self-sketched or one
of the already existing queries against the data set and get the corresponding
results and explanations (see Fig. 7). 2 FPs should be used for either type of the
query. On average, we spent ≈1.5 h per experiment session for each participant.
Following questions (Q[n]) were included in the rating questionnaire:
1. Are the explanation expressions and their purpose understandable?
2. (After the concept of explanation patterns was explained):
Is it easy to recognize which partial expression belongs to which pattern?
3. Speciﬁc pattern questions:
(a) Justification:
are
more
reasons
for
recommendation
required/advisable?
(b) Transparency: Is more statistical data required, why and what exactly?
(c) Relevance: is it understandable why the system needs more data?
4. Is the context-awareness and classiﬁcation of results easy to recognize?
5. (After the contextualization process was explained):
Is it understandable how the classiﬁcation/contextualization feature works
and how would you estimate the helpfulness of the current contexts?
Generally, for Q1, experienced users who already knew how the system works
and participated in one or more of our previous studies, found that the textual explanations are only partly helfpul and wished an additional visualization
between query and result (which is already available for one of the MetisCBRcompatible user interfaces [7]). They also wished more detailed transparency
explanation, e.g., for each attribute of each room and room connection. The inexperienced participants, i.e., architects who did not work with MetisCBR before
(but at least knew the general concepts of CBR), found the textual explanations
adequate and could recognize their purpose directly. The expressions themselves
were also considered adequate and understandable.
For pattern questions (Q2-Q3), all of the participants were able to recognize
which textual part is responsible for which explanation pattern. The positioning
of the justiﬁcation explanation before all others was considered a good decision, the length of the corresponding justiﬁcation text was also considered good.
Besides the already mentioned more detailed transparency data for experienced
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Fig. 7. Query, case, and explanation of a result with a ‘suﬃciently similar’ similarity
grade as they appeared to the participants. Blank lines separate texts for Justiﬁcation
and Contextualization, the last line contains a link for opening the statistical expression
(Transparency).

users, a ﬁlter function for an ‘entity-for-entity’ comparison was requested. The
purpose of systems’ questions in case of lack of suﬃcient data was also found
adequate.
The last examined feature, the contextualization of results (Q4-Q5), was
considered interesting and most enriching. All of the participants could recognize the context classes and their purpose for the explainability. The fact
that the participants were already familiar with similar concepts from internet services and portals played a big role. However, some of the contexts, i.e.,
which features exactly they represent, were not always clear (e.g., What does
‘sparse connections’ mean? ). Suggestions for new contexts also were made, e.g.,
RoomDominance, for ﬂoor plans where a certain room has a dominant area value.

6

Conclusion and Future Work

In this work we presented a new, extended, version of our results explanation approach for architectural design recommendations, which now works by means of
applying the PRVC (pattern recognition, validation, contextualization) methodology. The complete methodology was presented in detail, including algorithms
for partial steps and the overall explanation algorithm. Detection of explanation
patterns, automatic validation of generated explanations, and the contextualization of results are the main aspects of the approach. We evaluated the new
Explainer module with a quantitative expriment and a user study with participation of the architectural domain representatives.
Our future work will be concentrated on a better analysis of explanations
(e.g., how the validation and the context classes change over time). Additionally, we will improve each of the steps, especially by applying an improved,
more domain-oriented wording (e.g., Space Syntax) for explanations and context classes.
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Abstract. In any knowledge investigation by which a user must acquire
new or missing information, situations often arise which lead to a fork
in their investigation. Multiple possible lines of inquiry appear that the
users must choose between. A choice of any one would delay the user’s
ability to choose another, if the chosen path proves to be irrelevant and
happens to yield only useless information. With limited knowledge or
experience, a user must make assumptions which serve as justiﬁcations
for their choice of a particular path of inquiry. Yet incorrect assumptions
can lead the user to choose a path that ultimately leads to dead-end.
These fruitless lines of inquiry can waste both time and resources by
adding confusion and noise to the user’s investigation. Here we evaluate
an algorithm called Tangent Recognition Anomaly Pruning to eliminate
false starts that arise in interactive dialogues created within our casebased reasoning system called Ronin. Results show that Tangent Recognition Anomaly Pruning is an eﬀective algorithm for processing mistakes
when reusin case reuse.
Keywords: Tangential case-based reasoning
Knowledge investigation · Conversational case-based reasoning
Textual case-based reasoning · Case reuse

1

Introduction

Search for information on complex issues and topics is challenging as well as ubiquitous in a modern society and the knowledge economy. Much like a criminal
investigation, a knowledge investigation revolves around a series of key questions
or knowledge goals that seek to provide answers related to a central purpose of
the investigation. As a person asks questions, their investigation often increases
in complexity until the user eventually reaches a new state of knowledge and
understanding, that is, they achieve their set of knowledge goals. Yet if a person’s
problem is suﬃciently diﬃcult and they are suﬃciently inexperienced, mistakes
are likely to occur. These mistakes can be costly and often delay the person’s
ability to achieve their goals and can potentially introduce confusion and frustration. Finally, knowledge investigations in many domains are often repetitive
c Springer Nature Switzerland AG 2018
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with a few patterns of questions covering the majority of the information tasks
performed by an investigator. As such, experience from past investigations (particularly expert experience) can potentially inform and guide new problems or
information needs, making a search eﬀective and avoiding false directions in one’s
information plan.
Case-based reasoning (CBR) systems leverage their experience of interactions
with past users to provide guidance for future users [1,5,13,19]. Each time a user
concludes a novel interaction, the system uses the information collected from
that interaction to form a data structure to preserve the problem the user had
and the solution they found. This problem-solution pair comprises a case stored
by the system in a case-base which functions similarly to a database. When a
new user begins an interaction, the system compares the new user’s problem
with those of previous cases from the case-base. The system then retrieves the
most relevant case so that it can be revised or adapted to the user’s current
problem and reused to help the new user ﬁnd a solution. During reuse, this case
acts like a template the guide the current user to a solution for their problem.
Conversational CBR (CCBR) systems [2,4] are often designed to incrementally
build a dialogue through iterative user interactions.
Mistakes manifest in CCBR systems as oﬀ-topic questions which we call tangents. Tangents manifest as anomalies in a hyper-dimensional similarity space
generated from a dialogue’s comprising questions using a technique we will discuss. We call this process tangent recognition. Once detected, anomalies can
then be pruned or removed via a separate process we call anomaly pruning. By
developing an algorithm to recognize these tangents as they occur, a system can
better assist its user in a knowledge investigation and help users avoid tangents
in real-time. This creates an opportunity to save the user time on an otherwise
protracted search for new information. Additionally, it aﬀords a system with
the ability to identify precisely where a user made a mistake and a chance to
give the user immediate feedback. We evaluate an algorithm for tangent recognition combined with anomaly pruning that enables a system to TRAP unrelated
questions as a user asks them.
We begin by outlining a deﬁnition for knowledge goals followed by a case
representation of dialogues as goal trajectories within our case-based reasoning
system called Ronin. Next, we propose a simple deﬁnition of tangents and the
two types we consider. Next, we then cover four separate approaches for measuring the similarity between text. Then, we evaluate the performance of Tangent
Recognition Anomaly Pruning (TRAP ) when using each of the described similarity methods. We review the performance of TRAP with each similarity method
in two complex domains: military and concierge, discuss the results and then
conclude.

2

Knowledge Goals and Trajectories in Ronin

A knowledge goal is the needed information or knowledge that would satisfy
the user’s desired state of knowledge [3,17]. By acquiring the missing information, the user’s state of knowledge transitions to a new state where they
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have learned the previously missing information and the user’s knowledge goal
is said to have been satisﬁed. Knowledge goals often can be expressed in the
form of the utterance or a question, where the utterance is the most superﬁcial
part of the knowledge goal. However, the question is not the synonymous with
the knowledge goal. By chaining together these knowledge goals as shown in
Fig. 1, we create a goal trajectory. This text-based goal trajectory then becomes
a case in our case-base [6]. The key diﬀerence between a dialogue and a goal
trajectory is that a goal trajectory is the case representation of knowledge goals
in series within a similarity space but the two terms may sometimes be used
interchangeably.
q3
q1

q2

qn

Fig. 1. Shows a case as a knowledge goal trajectory.

Ronin is our conversational CBR system that shares fundamental problems
found in natural language and text processing as it incorporates unstructured
textual data. Textual CBR involves systems whereby cases are largely comprised
on unstructured text [18,24,25]. Users interact with Ronin by asking a series
of questions each of which represents the utterance of a knowledge goal [7].
When posing these questions, or knowledge goals in a series of text, users create
dialogues [9] that preserve the order in which individual knowledge goals were
asked. These dialogues can sometimes contain tangents as shown in Fig. 2. In
our system, knowledge goals can also capture relationships to their answers, but
here we instead explore the overall knowledge investigation and the eﬀect that
tangents have in goal trajectories.
2.1

Tangents in Goal Trajectories

When an individual begins their knowledge investigation to acquire new information in response to a problem, it is often the case that their current understanding of the problem itself is ill-deﬁned either through a lack of experience or
because the problem domain is challenging. This makes it diﬃcult for the user
to phrase questions correctly and accurately enough for their question to suﬃciently capture their need for speciﬁc information. Without an accurate question,
a system’s ability to assist the user is bounded. Additionally, it is not always
the case that individuals are aﬀorded the option of having a more experienced
and knowledgeable person to guide them through their investigation thereby
introducing more exposure to mistakes. The medium through which knowledge
investigations are performed can be laborious, boring, time consuming or otherwise tiresome as they are often performed through search engines, research
journals or basic question and answer systems thereby adding to the stress of
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q2
q4
q1

qn

q3

Fig. 2. Shows a case where a question (q2) is oﬀ-topic in the dialogue.
q2

anomaly

tangent
q4

q1

qn

q3

Fig. 3. The second question, q2, is recognized as an anomaly and is shown as a tangent
(i.e., the angle between the dotted arrow and the solid arrow).

the user’s investigation. Each scenario can cause mistakes or tangents. Figure 3
shows a simple representation of recognizing tangents within a dialogue.
While not all knowledge investigations suﬀer from all of these properties,
we believe it is reasonable to assume that each one increases the chances for
mistakes. Figure 4 shows a tangent being removed from a dialogue. In order
to recognize tangents, it is important to consider the types of tangents that
exist. Simply put, some tangents are more obvious than others. We use a simple
distinction for tangents with two classiﬁcations: hard and soft. Our evaluation
for this paper will cover hard tangents.
q2

pruned
q4

q1

q3

qn

Fig. 4. The second question is dropped from the dialogue.

2.2

Soft Tangents

Soft tangents are unrelated questions that are from the same domain. Simply
put, these questions are not relevant to the current knowledge investigation,
but they are related to the overall domain in which the knowledge investigation
exists. Consider an example in the Concierge Domain where a person asks about
restaurants nearby. She might ask the concierge for a general list of nearby
restaurants. She would then reﬁne this list asking about cost, distance, speed of
service and possibly even inquire about speciﬁc dietary options. But suppose at
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some point, the thought of entertainment and museums occurred to her and so
she asked about art museums. This question about museums is certainly within
the concierge domain, however, it is irrelevant to her current goal of ﬁnding a
suitable restaurant. For this reason, it is a soft tangent.
2.3

Hard Tangents

Hard tangents are unrelated questions from an unrelated domain. Because hard
tangents are from an entirely unrelated domain, intuitively we can surmise that
they are easier to detect over soft tangents since soft tangents at least share a
similar domain. For hard tangents, we used questions from a political domain.
Questions in this domain ask about various global leaders, general practices
of democratic systems and laws. When considering our previous example of a
person investigating nearby restaurants, a hard tangent would have manifested
had she asked about the voting age, the number of senators in the senate or
results of the latest general election.

3

Similarity Measures

Ronin can use four diﬀerent ways of measuring similarity between text. Such
similarity measures are also used in case trajectory retrieval as described in [8].
The ﬁrst of these is Term Frequency Inverse Document Frequency which is a
statistical, bag-of-words approach. The second is Word2Vec which is a neural
network that generates vectors for a word by considering its surrounding words.
The third is called SkipThoughts and uses a neural network similar to Wod2Vec.
These vector representations can be compared to measure the similarity between
words and yield a similarity score when using cosine similarity. We will discuss
later how word vectors can be used to measure similarity between sentences.
The fourth measure uses a semantic net, along with corpus statistics and is an
algorithm based on the work done by which we refer to as NetSim. We will
discuss each similarity measure, their advantages and their drawbacks in the
remainder of this section.
3.1

Term Frequency Inverse Document Frequency

Term Frequency Inverse Document Frequency (TFIDF ) [26] requires a rich corpus of text for the bag-of-words approach to be eﬀective. For this, our system
relies on parsing the noun and verb phrases from each utterance and querying
the phrases to Wikipedia. This query usually returns a related page from which
our system extracts the ﬁrst three sentences. These sentences are added to the
original text of the question’s utterance to build a question document. This process is done for each utterance in the database and TFIDF is performed using
the resulting question documents instead of the utterances alone and allows us
to gain a better under-standing of conceptual terms in the question [11]. However, this process of querying Wikipedia introduces the issue of disambiguation.
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Sometimes, Wikipedia will return a list of possible results that are related to
the queried phrase instead of a single page. To disambiguate these results would
require a sophisticated algorithm or constant human supervision. Given the challenges of disambiguation and since our research focuses on retrieval, we default
to the result Wikipedia suggests is the best matching. Yet this is sometimes
incorrect.
3.2

Word2Vec

Word2Vec [16] is a neural network trained on a large corpus of textual data
collected by Google. This approach creates a vector representation for words that
considers surrounding words. When an utterance is provided, each word in the
string is converted into a vector [20]. After gathering the vector representations
for each word in the utterance, we averaged these vectors into a single vector
for the entire utterance. That is, given a vector for each individual word in a
sentence we compute the sum of all vectors divided by the number of words in
the sentence to form a sentence vector [22]. The main insight in this method
is to obtain the individual word embedding vectors in a question/sentence and
form a sentence embedding by averaging vectors. By using the cosine similarity
[14] between two questions vectors we calculate the similarity. We obtain each
word embedding from the Word2Vec skip-gram model which was pre-trained on
Google News vectors containing a corpus of 3 billion words. Word2Vec’s skipgram algorithm predicts whether a word belongs to the surrounding window
of words, from a three-layer neural network with one hidden layer while both
input and output layers being the unique bag of words thereby forming a word
embedding.
3.3

Skip-Thoughts

The Skip-thought model draws inspiration from the skip-gram structure in the
word2vec model. It consists of a neural network that is trained to reconstruct
the surrounding sentences that share syntactic and semantic properties [12].
This model is based on an encoder-decoder architecture where encoder maps
natural language sentences into ﬁxed length vector representations. Then given
the vector representation of a sentence, the encoder is built using recurrent neural
network layers, bi-directional recurrent neural network layers, or a combination
of both. This captures the temporal patterns of continuous word vectors. Hidden
states of the encoder are fed as a representation into two separate decoders. Again
each decoder uses another set of recurrent layers. These decoders share the same
look-up table with the encoder and then predict the preceding and subsequent
sentences.
3.4

NetSim

NetSim uses a semantic net along with corpus statistics to measure the similarity
between two sentences [15]. The semantic net factors into account two measures:
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semantic and syntactic similarity. Semantic similarity looks at the synonyms
words have in common, the distance from one word to an-other in the semantic
net and the depth of a word in the semantic net. Since depth of a word relates
to the specialization of a word, distance alone cannot be used. To understand
why depth is important, consider the following example. The word ‘human’ may
appear closer to the word ‘boy’ than the word ‘babysitter’ but a knowledge goal
about humans may be less relevant than one about ‘babysitters’. Since words
become more specialized as we go down the semantic net, depth is factored into
the similarity measure. Syntactic similarity for NetSim considers the position of
words in one utterance and the distance from related words in another utterance. Additionally, inverse document frequency (IDF) is used to establish an
information content of each word. This is a statistical measure where words that
are common in the corpus have a low information content and thus a lower IDF
score, while less occurring words have a higher IDF score. Finally, the semantic
and syntactic scores are multiplied by weights and added together yielding a
scalar value for similarity. The semantic and syntactic weights for our evaluation were set to 70% and 30% respectively. It should be noted that the use of a
semantic net has drawbacks since they only capture is-a relationships and while
similarity using NetSim is powerful, it is also bounded as we will see from the
evaluation.

4

Tangent Recognition Anomaly Pruning (TRAP)

We refer to Ronin’s ability to recognize irrelevant questions in the user’s dialogue
as tangent recognition. The goal of tangent recognition is not merely to represent
goal trajectories as a series of Bag-of-Word vectors, but to move beyond this and
represent the user’s knowledge investigation itself and reason about their goals
[21]. Tangents manifest as anomalies in a hyper-dimensional similarity space and
can then be pruned or removed.

Fig. 5. Shows dialogue D represented as a vector of questions.

The process begins by ﬁrst creating a vector representation for a dialogue
D as shown in Fig. 5. Converting each of the dialogue’s questions into a vector
yields a dialogue matrix that can then be used to recognize tangents and prune
anomalies. Each of the following four subsections correspond to the four major
functions called by TRAP shown in Algorithm 1.

102

V. B. Eyorokon et al.

Algorithm 1. Tangent Recognition Anomaly Pruning
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:

4.1

function QuestionVector(origQuestion, goalT rajectory)
questionV ec ← []
for each question ∈ goalT rajectory do
sim ← Similarity(question, origQuestion)
Append(questionV ec, sim)
return questionV ec
function DialogueMatrix(goalT rajectory)
dialogueM atrix ← []
for each question ∈ goalT rajectory do
questionV ec ← QuestionVector(question, goalTrajectory)
Append(dialogueM atrix, questionV ec)
return dialogueM atrix
function TangentRecognition(goalT rajectory, threshold)
dialogueM atrix ← DialogueMatrix(goalTrajectory)
i, j ← 0, 1
while j ≤ length(goalTrajectory) do
pairwiseCosineSim ← cosineSim(goalTrajectory[i], goalTrajectory[j])
if pairwiseCosineSim < threshold then
return [i, j]
increment(i,j)
return −1
function AnomalyPruning(goalT rajectory, threshold)
tangentF ree ← goalT rajectory
do
anomalies ← TangentRecognition(tangentFree,threshold)
Remove(tangentF ree, tangentF ree[anomalies[length(anomalies) − 1]])
while anomalies = −1
return tangentF ree
function TRAP(goalT rajectory, threshold)
tangentF ree ← AnomalyPruning(goalTrajectory,threshold)
return tangentF ree

Question Vector

Each question comprises an atomic part of the overall dialogue. Therefore, the
dialogue itself can be represented as a list of its comprising questions. Since the
dialogue, or goal trajectory itself can be represented as a list of questions, by
comparing a particular original question to each question in the goal trajectory,
we can get a sense of the original question’s relevance to the overall dialogue.
By measuring the similarity of the original question to each question in the goal
trajectory denoted as s, we create a question vector that represents that particular question’s relevance to the entire goal trajectory. See the QuestionVector
function in Algorithm 1 which returns such a representation as that shown in
Fig. 6.
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Fig. 6. Shows question q1 represented as a vector of similarity scores between itself
and each question in the dialogue (i.e., D from Fig. 5.)

4.2

Dialogue Matrix and Similarity Hyper-Space

This question vectorization process is repeated for every question in the goal
trajectory and returns in a symmetrical square n x n matrix where n is equal to
the number of questions in the goal trajectory. After we completing this question
vectorization process for all questions in the dialogue, we get a square dialogue
matrix where the number of columns and rows are equal to the number of questions in the dialogue. See the DialogueMatrix function in Algorithm 1 which
returns the dialogue matrix representation shown in Fig. 7. In such a matrix,
each question becomes both a sample and a feature. This matrix represents a
multidimensional space of similarity for its comprising questions. By modeling
the user’s goal trajectory in a multi-dimensional similarity space, tangents manifest as divergent points along the overall direction of the goal trajectory through
the similarity space.

Fig. 7. Shows the conversion of each question into a question vector to create a similarity matrix.

4.3

Tangent Recognition

To detect these diverging points, we calculate the pairwise cosine similarity values between row vectors in the similarity matrix. Cosine similarity yields a scalar
value between 0 and 1 corresponding to the similarity of the two vectors in this
multi-dimensional space where 0 is no similarity and 1 is perfect similarity. We
then compare this value against a tunable threshold. Any values less than this
threshold indicate that one of the two vectors is anomalous and represents an
oﬀ-topic question. See the TangentRecognition function in Algorithm 1.
4.4

Anomaly Pruning

Once a tangent has been recognized, we next need to identify the anomaly. The
challenge here is that cosine similarity represents a score between two vectors,
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but it does not tell us which vector is the anomalous or irrelevant question.
Additionally, the length of the pairwise cosine similarity vector is one less than
the length of our dialogue. For this we have chosen to make a simple assumption
which is one that allowed us to proceed with our evaluation and that we plan to
revisit at a later point.
Our assumption is that the ﬁrst question of the dialogue is never a tangent.
Therefore, when given a cosine score that is less than our threshold for determining tangents, the second question of the pair is always selected as the anomaly.
See the AnomalyPruning function in Algorithm 1. It should be clear that this
assumption lacks consistency in all scenarios as the ﬁrst question could also be a
tangent. For this reason we plan to explore more robust methods of identifying
anomalies like idealization which will be discussed in future work.
After the anomaly has been removed or pruned, the similarity space is
reduced accordingly by removing the row and column that corresponded to the
anomalous question. After reducing the similarity space, pairwise cosine similarity is recalculated and TRAP repeats until all tangents have been removed.

5

Empirical Evaluation of TRAP

To evaluate the TRAP algorithm within Ronin, we used existing dialogues/cases
from two separate domains: a concierge and a military domain. While TRAP
works in real-time, for our evaluation we used existing dialogues to approximate the eﬀect of a tangent in a dialogue to evaluate the TRAP algorithm. As
previously mentioned, in the concierge domain, Ronin took the role of a hotel
concierge who answered questions from various hotel guests as they inquire about
nearby entertainment, food, activities, safety and other assorted tourism related
themes. In the military domain, Ronin assisted analysts with answering intelligence questions. We took each dialogue and iteratively inserted hard tangents
from a political domain in the middle of the dialogue from one to three consecutive hard tangents. We evaluated TRAP’s performance with removing all
inserted tangents. The closer the accuracy was to 100%, the better TRAP performed. Conversely, the closer the false positive rate was to 0%, the better.
Here we evaluated the eﬀectiveness of four separate measures: Word2Vec,
NetSim, TFIDF and SkipThoughts when used in our TRAP algorithm. Each
dialogue in our evaluation was at least 5 questions long. In the middle of each
dialogue, we iteratively inserted one tangent until a total of three were inserted.
We refer to the number of tangential questions as the tangent length at the
time TRAP was performed and the tangent length appears on the X axis. We
performed TRAP using each similarity method and averaged the number of
the tangents caught across all dialogues of that iteration’s tangent length. This
averaged value for the tangent length is shown on the Y axis. We then recorded
the number of false positives for that iteration. The best any similarity measure
could do, was an average accuracy of 100% and a false positive rate of 0%.
In the military domain, 21 dialogues were used at 3 separate tangent
lengths for a total of 63 TRAP trials each for Word2Vec, NetSim, TFIDF and
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SkipThoughts. A grand total of 252 TRAP trials were performed in the military domain. In the military domain, TRAP with Word2Vec performed the best
with an accuracy of 100% with a tangent length of 1 as shown in Fig. 8. Similarly when TRAP used SkipThoughts, the performance resembled Word2Vec
on tangent length of one, but fell below Word2Vec as the tangent grew. TFIDF
performed the second best and NetSim consistently scored the lowest. Most generally worsened as the tangent length increased with TRAP’s performance when
using NetSim following an arc as it improved on tangent size 2.

Fig. 8. Shows the accuracy of TRAP in the military domain.

All similarity measures generally had similar false positive rates with the
exception of TRAP when using SkipThoughts. TRAP with SkipThoughts had a
consistently higher false positive rate than all other similarity measures. These
results are reﬂected in Fig. 9.
In the concierge domain, 19 dialogues were used at 3 separate tangent
lengths for a total of 57 TRAP trials each using Word2Vec, NetSim, TFIDF
and SkipThoughts. A grand total of 228 TRAP trials were performed in the
concierge domain. Figure 10 shows that TRAP with Word2Vec again performed
better than TRAP with TFIDF, NetSim or SkipThoughts with all generally
worsening as the tangent length grew. The exception to this again was TRAP
with NetSim which followed a similar arch in performance as it did in the military
domain.
The false positive rates for TFIDF generally fell as the tangent length grew
see Fig. 11. This could be because as the tangent length grew, TFIDF had fewer
cosine scores above the threshold thereby making catching fewer tangents but
also ﬂagging fewer non-tangential questions. When TRAP used Word2Vec, the
false positive rate grew with it’s highest score being 6% at a tangent length of 3.
TRAP with NetSim performed signiﬁcantly worse in the concierge domain with
the false positive rate being four times higher than in the military domain on a
tangent length of 2. TRAP with NetSim also had the highest false positive rates
on tangent sizes 1 and 2, but fell below TRAP with SkipThoughts on a tangent
of size 3.
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Fig. 9. Shows the false positive rate for TRAP in the military domain.

Fig. 10. Shows the accuracy of TRAP in the concierge domain.

Fig. 11. Shows the false positive rate of TRAP in the concierge domain.
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Related Research

The work done in [10] is relevant as the goal of identifying oﬀ topic answers
to questions with TRAP. Their work focuses on content vector analysis (CVA)
and unlike TRAP which uses cosine similarity and a hyperspace for tangent
recognition, CVA uses a variant of the inverse document frequency score and
cosine similarity to measure the relationship between the answer and the question. While both approaches use cosine similarity, TRAP uses a diﬀerent vector
representation that is determined by the surrounding questions in a dialogue.
In doing so, the number of dimensions grows as the number of questions in
the dialogue increases. CVA uses a vector representation that is based on the
content of the question and the answer supplied by the student. Furthermore,
the vector representation generated by TRAP is dependent on the similarity
measure used by TRAP. CVA as described by the paper, only uses a variant of
TFIDF. While TFIDF can be used with TRAP, so too can Word2Vec, NetSim
and Skip-Thoughts. The decoupling of the similarity measure and the algorithm
make TRAP more versatile and less susceptible to shortcomings of any one
similarity measure.
The work done in [23] is also relevant as the dialogue nature of telephone
speech is similar to the dialogue interface in Ronin. Their work focuses on a
machine learning algorithmic approach aimed at automating the identiﬁcation of
irrelevance within dialogues. In doing so, theyve built a classiﬁer that identiﬁes
important features of dialogues. Since their approach incorporates a series of
text over a period of time, this shares similarities to Ronins goal trajectory data
structure. Yet Ronins approach diﬀers in that Ronin neither uses a classiﬁer or
any other machine learning technique for detecting oﬀ-topic text.

7

Future Work and Conclusion

The issue of capturing a tangent where the anomaly is the ﬁrst question in the
dialogue has been a challenge for our evaluation. For this reason, we adopted
the simple assumption that the ﬁrst question was not a tangent. However, while
this assumption allowed us to proceed with an initial evaluation to gauge the
relevance and utility of TRAP, it is not robust or realistic. For this reason, we
are continuing to explore options for adding context to determine the substance
of the ﬁrst question. One such aforementioned approach is what we refer to
as idealization. This approach extracts the highest non-perfect score from each
column in the dialogue to create an ideal vector. In a sense this would be a
question that is highly related to all other questions in the dialogue if such a thing
existed and is therefore an ideal. By inserting this vector before the ﬁrst question
vector in the dialogue, we provide initial context in which to evaluate the ﬁrst
question. While this approach remains to be evaluated the underlying challenge
does underscore the non-triviality of capturing a tangent whose anomaly is the
ﬁrst question.
The degree to which a case-based reasoning system can assist a user in ﬁnding solutions to novel problems largely rests on the systems capacity to retain,
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retrieve, revise and reuse its experiences. Yet those experiences which the system has acquired through interactions with past users often contain the mistakes
their users also made. To maximize the positive impact a system has while minimizing it’s negative aﬀects requires a system to both recognize past mistakes and
prevent those mistakes from being repeated. Indeed, a system which accumulates
cases that routinely commit the same mistakes is a system that can be improved
to say the least. By modeling cases in the form of trajectories through a multidimensional space, these mistakes can manifest in diverging tangents. Therefore,
combining both tangent recognition and pruning of the anomalies which created
them leads to an overall better experience for users. TRAP combined with the
Word2Vec neural network has been shown to be eﬀective at removing tangents
from natural language dialogues while having a low false positive rate. These
features make TRAP suitable for processing error from cases to be eﬃciently
reused to ﬁnd future solutions.
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Abstract. In this paper we present an approach for combining Casebased Reasoning (CBR) and Complex Event Processing (CEP) in order
to classify network traﬃc. We show that this combination has a high
potential to improve existing classiﬁcation methods by enriching the
stream processing techniques in CEP with the capability of historic case
reuse in CBR by continuously analysing the application layer data of
network communication.
Keywords: Traﬃc classiﬁcation
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Introduction

Monitoring network traﬃc is a crucial part for planning and maintaining large
scale computer networks. Especially, classifying network traﬃc according to its
service is an important task with respect to traﬃc management and security
control. Traditionally, port-based methods were used to classify traﬃc where
the combination of source and destination ports are used to determine the traﬃc
class. However, many protocols, such as Voice-over-IP (VoIP) communications,
are able to use ephemeral ports negotiated during the session establishment and
thus prevent those techniques to reliably determine the kind of service class.
Also, many applications, like Instant Messaging services, oﬀering the possibility
to encapsulate their protocol into well-known protocols like HTTP in order to
prevent from being blocked by ﬁrewalls when using a custom port.
Moreover, due to novel Cloud services, like Content Delivery Networks
(CDNs), IP addresses cannot be reliably used for traﬃc classiﬁcation as well.
An application served through a CDN has a distributed architecture where the
This work was supported by the German Federal Ministry of Education and
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service is provided through geographically spread machines such that a user
communicates with the nearest instance of it. This way, contents can be served
with a high performance and a high availability as short communication paths
are used between the two endpoints. As a consequence, a particular application
may use diﬀerent IP addresses depending on where the service is used.
To improve the situation for classifying traﬃc in such highly dynamic environments, content-based techniques have been developed, e.g. Deep Packet Inspection (DPI) or heuristic techniques using statistical properties. These techniques
inspect the content of applications (i.e. OSI Layer 4 payloads) to reason about
the kind of service being used. However, this process is heavy weighted and time
consuming in contrast to port-based approaches as sophisticated algorithms have
to be used.
Event-driven stream processing techniques, like Complex Event Processing
(CEP), have proven to cope with such situations, where dealing with large
amounts of data transferred through computer networks are necessary to analyse traﬃc [6]. The CEP paradigm enables handling such traﬃc by means of
generating network events, where each packet produces an event which can be
gradually aggregated, combined and processed into higher-level events, until the
desired level of abstraction is reached to reason about the traﬃc.
While CEP is therefore suitable for the application in the ﬁeld of network
traﬃc analysis, it lacks the possibility of using historic data for reasoning about
a particular traﬃc ﬂow. The Case-based Reasoning (CBR) methodology has
sophisticated techniques to close this gap. As a knowledge-based system, it is able
to use historic cases for improving the reasoning task over the captured network
ﬂows to classify traﬃc. Also, CBR enables the possibility to continuously extend
parts of the system by including new measurements and functionality [14].
In this work, we discuss a prototypical implementation which combines CEP
and CBR for network traﬃc classiﬁcation. In a ﬁrst step, we use the CEP system
to aggregate captured network traﬃc and provide it to the CBR component.
The CBR component holds historic instances of aggregated traﬃc and gradually
learns changes within the payload to maintain a high degree of service matching
even though the actual contents of an application are subject to change over
time. Eventually, the CBR system is used to deﬁne pattern matching rules in
the CEP system in order to classify the network traﬃc according to its service.
The remainder of this work is organised as follows: after an explanation of
the related work used by this paper we give a brief overview of the fundamentals
of this work. Then we introduce the CEP part of the architecture, covering
the traﬃc capturing and processing within the CEP engine. Afterwards, we
discuss the CBR component by explaining our approach for solution ﬁnding,
learning new cases and providing feedback to the CEP system. Then, we show
in an experiment how our prototype behaves within a simulated network which
provides access to distributed services.
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Related Work

The Complex Event Processing paradigm has proven to work eﬃciently with
network traﬃc in large network environments. For example, in [7] the authors
presented an event hierarchy for determining network-based attacks, e.g. TCP
SYN-ﬂooding, and showed how CEP can be used to detect such kind of intrusions. Furthermore, based on the aforementioned work, in [5] the authors showed,
how event hierarchies and CEP can be used to well-perform in larger scale networks by discussing a distributed approach of their proposed data processing
techniques.
However, CEP currently lacks support of using background knowledge learnt
or provided by historical data for using it during the event processing [1]. To
circumvent this shortcoming, combining CEP with Case-based Reasoning is a
suitable approach. For example, Gay et al. [8] described a system which combines
both technologies to make use of historical data preserved in the CBR part of
the system and the real-time capabilities of CEP. They used the CBR part to
predict forthcoming events on the basis of recently occurred event patterns. The
predicted event in turn will then be raised in the CEP system.
With respect to network classiﬁcation techniques, port-based detection
approaches by means of using the IANA port number registry [9] is one of the
most common techniques for determining kinds of network traﬃc. It is still common to use for specifying ﬁrewall rules and therefore restrict the communication
between two networks. However, this kind of classiﬁcation has limitations, as
more and more applications are served over well-known protocols such as HTTP
and thus using port numbers which are not dedicated to the particular service.
To leverage this situation, novel techniques for network traﬃc classiﬁcation
have been developed. Deep Packet Inspection (DPI), for example, parses the
actual application payload often with the use of regular expressions for analysing
the protocol. However, those kinds of systems require an extensive base of definitions for recognising the syntax and semantics of a protocol and often suﬀer
from performance issues [11].
Furthermore, there are statistical approaches [2,3] which aim to circumvent
the expensive parsing of application payloads by using statistical properties of
the payload, such as packet lengths, number of packets, etc. In particular, Chung
et al. [3] describes a similarity function based on the cosine similarity of payloads.
In our experimental implementation we used this approach as similarity metric
for comparing payloads in order to classify network traﬃc. We will discuss the
function in the next section.

3

Fundamentals

Before we discuss our approach, we give a brief introduction of the CEP paradigm
as well as an overview of our chosen similarity function.
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Complex Event Processing

Complex Event Processing is a paradigm for processing information in form of
events which are produced by data sources [12]. Those data sources produce socalled “raw events” which are occurrences in the system that are of interest with
respect to the desired application domain. The raw events are consumed by the
CEP system—which is also referred to as CEP engine—as a continuous stream
of events. In essence, CEP enables analysing and processing those raw events by
extracting necessary parts and combining it with other events that occur in the
system. This enables the creation of higher-order, i.e. more meaningful, events,
which are derived from the aggregation of the event stream.
Within the CEP engine the processing includes extraction and ﬁltering of
information from events and combining the therefore aggregated data with
other events. The engine is instructed by using the “Event Processing Language” (EPL), a language which is based on the Structured Query Language
(SQL) extended with correlation capabilities [4]. Furthermore, an “event pattern” deﬁnes a complete statement expressed in the EPL. Besides the usual
SQL elements, e.g. “select”, “from” or “where”, the EPL has abilities to describe
sequences of events in terms of their temporal occurrence. For example, such a
sequence can deﬁne the matching of two events E1 and E2 , where E1 occurs
before E2 . Such an expression could be stated by the “followed by” operator →.
The corresponding pattern for the aforementioned events E1 and E2 can then
be expressed as E1 → E1 .
An EPL pattern can also be used to create a new, complexer event which is
produced of the aggregation of the events on the level below. These aggregations
can be expressed in an event hierarchy which shows the levels of abstractions of
each pattern application. An example for such an event hierarchy is depicted in
Fig. 1.

Fig. 1. Example event hierarchy

The example hierarchy has four layers which denote the abstraction levels
of the respective events. In this case, A is the raw event which is produced
by a system belonging to the application domain. With the occurrence of A
event B can be derived by processing the information contained in A. After
event B appears in the event stream, events C and D are again produced by
transformation steps deﬁned in the CEP engine.
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Similarity Function for Traﬃc Classiﬁcation

In our prototypical implementation we used the classiﬁcation metric discussed in
[3] as our similarity function for the CBR system. The authors thereby proposed
a classiﬁcation method based on the similarity between ﬂows of packets, i.e. the
similarity of certain properties within a complete protocol session.
In their paper, the authors use a Payload Flow Matrix (PFM) to represent
a complete traﬃc ﬂow for an application. Each row in the matrix represents a
network packet within the ﬂow and contains a term-frequency vector of counted
words within the payload, whereas a word is a sequence of overlapping bytes
within the payload.
Chung et al. determine the overall similarity between two PFMs by calculating the cosine similarity between each payload vector of the corresponding rows.
In their experiment, they use a exponentially decreasing weighting scheme for
the calculating global similarity.

4

Our Approach

Our approach entails a CBR system with the stream processing capabilities of
CEP by reusing historical cases of network traﬃc payloads and continuously
learning divergences of such payloads to constantly classify network traﬃc.
We use the CEP engine to aggregate network traﬃc—which is acquired
through traﬃc capturing on the low-layer network stack of a system—into events
representing entire and successful TCP sessions. Afterwards, this complex event
is used to form a query problem for the CBR part. The CBR system then reasons
about the kind of service contained in the TCP session and creates a corresponding EPL pattern for that particular service class. Also, as part of the reasoning
cycle, the CBR component learns the ongoing changes within the payloads by
creating new cases. Figure 2 shows an overview of the prototypical implementation we propose.
In the remainder of the section the functions of the two CEP-related parts
are discussed in detail.
4.1

Event Producers

In our prototype, event producers are systems which capture network packets
on the low-level networking stack of a operating system. This way, we ensure all
necessary information which is required for the further processing is available
and can be used during the forthcoming procedure. Each captured packet is
comprised of the stacked headers and payloads of the layers two to seven of the
ISO OSI network stack [10].
After a packet is captured, the producer forwards it to the CEP engine. It
therefore produces a continuous stream of network packets which are the raw
events consumed by the CEP engine. The producer forwards the captured traﬃc
in the order of their arrival, i.e. the order of the packets is preserved.
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Fig. 2. Overview of the prototype

4.2

Event Processing

The event processing takes place in the CEP engine. Raw events received from
the producers are consumed in a compound event stream, i.e. events are not
separately processed for each event producer. The entire processing within the
engine is comprised of several disjunct steps; each step is triggered by the occurrence of an event of a certain type, which is produced as a result of a previous
processing step. During the processing, the previously produced events are used
in order to combine and aggregate their information.

Fig. 3. Event hierarchy for a TCP session

In our approach, we use the event hierarchy shown in Fig. 3 which describes
the diﬀerent abstraction layers by means of a TCP session. The root of the
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hierarchy denotes the raw event NetworkPacket which is an incoming packet
from the event producers. This occurrence also acts as the ﬁrst processing step
of the event aggregation. Each raw event is aggregated into the next higher-order
event by extracting the IP addresses and ports, i.e. the ﬂow data, as well as the
application payload which consists of the header and the actual payload for a
given application. For determining the occurrence of a single TCP packet we
apply a ﬁlter for the corresponding ﬁeld in the IP header.
Downwards the hierarchy, each event type on a particular layer consumes
events of one or more event types of the layer above. Thus, each layer aggregates
information until the TcpSession event is produced, which—in our case—holds
the information of an entire TCP session. Thereby, on every hierarchy layer the
ﬂow data and application payload is preserved.
Besides the hierarchy of event types, the order of the occurring events has to
be taken into account when deriving higher-order events. E.g. for establishing a
TCP connection, the three-way-handshake has to be fulﬁlled in the proper temporal order. Therefore, the following EPL pattern has to match for a successful
established TCP connection:
TcpSessionEstablished = TcpSyn → TcpSynAck → TcpAck
In case of a TCP session, the pattern looks for the three consecutive events,
i.e. TcpSyn, TcpSynAck and TcpAck. Each event is raised if the corresponding
ﬂag or combination of ﬂags within the TCP header of an incoming TCP packet
are present which was processed on the layer below within the event hierarchy.
As soon as the pattern matches, the engine creates a new and dedicated data
window for recording packets belonging to the new TCP session. A TCP session
is closed if both parties send a FIN ﬂag and acknowledge the session closing.
A second pattern recognises this termination and raises a TcpSessionCompleted
event.
After a session completion has been recognised, the CEP engine raises a
TcpSession event which is also deﬁned as an EPL pattern. This event represents
the occurrence of a complete and successful TCP session of a service which
has been recorded. This event type aggregates all events of the aforementioned
data window containing packets belonging to the particular session and thus is
comprised of all parts of the application layer payload as well as the ﬂow data
of the connection.
The highest level of our hierarchy deﬁnes the service events. These events
denote the recognition of a service on the application level. Each service which
has to be classiﬁed has thus a unique event type. As part of our approach,
corresponding EPL patterns for matching the services are created from the CBR
system as the result of the reasoning cycle. We will discuss this in the forthcoming
section.

5

CBR System

In our prototype, we use a CBR-based approach to classify network traﬃc
according to the application layer payload. Chung et al. [3] developed a traﬃc
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classiﬁcation method based on the similarity of payload vectors. We enhance this
method by adopting it to a CBR approach for distinguishing diﬀerent kinds of
services within a protocol.
A reasoning cycle is started when a TCP connection has been successfully
completed. A query problem is therefore generated each time the aforementioned
TcpSession event is raised in the CEP engine of the system. When the event
appears, the system extracts the payload parts of the TCP session event and
creates the PFM according to its deﬁnition above. This PFM is used as the
query problem for the reasoning cycle.
Along with the actual query problem, the CBR system receives meta data of
the TCP session in question. This meta data is comprised of the destination IP
address and port from the initial TCP handshake of the session which is extracted
out of the TcpSession event. This information is used later on to deﬁne the EPL
pattern in the CEP engine.
5.1

Case Base and Case Design

The problem description of a case in our CBR system consists of a collected
PFM of a particular service. As part of the PFM, the payload vector of each
TCP packet contained in the session is included. The vectors are aligned in the
order they appear in the TCP stream, i.e. payload vectorn belongs to the nth
packet in the corresponding TCP stream containing application layer payload.
In the solution part, the kind of service is described as well as the corresponding IP address and port are stated (Fig. 4).

Fig. 4. Case representation

When the system is started (i.e. the system is used for the ﬁrst time) a
predeﬁned case base consisting of cases with recognised PFMs in the problem
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description on one hand and the corresponding kind of service in the solution
part on the other is initialised. As the system runs, new cases are deduced during
the learning step, which is described below.
5.2

Similarity and Case Retrieval

The similarity function is taken from the aforementioned work from Chung et
al. It calculates the cosine similarity between the PFM contained in the query
problem and each case from the case base and returns a value between 0 and 1,
whereas 0 means no similarity at all and 1 denotes a perfect match.
The retrieval function for ﬁnding the best solution for the query problem is
simple: the solution of the case containing a PFM which is most similar to the
PFM in the query problem is selected as the overall solution of the retrieval
function. The solution describes the kind of service of the TCP session.
5.3

Case Reuse and Learning

After the retrieval function returns a solution, the chosen case is reused in order
to adapt it to the query problem. As the adaptation rule we replace the IP
address and port within the solution part of the case with the meta data provided
by the CEP engine while maintaining the description of the kind of service. This
way, after the adaptation the solution represents the actual classiﬁcation of the
network traﬃc along with the IP address and port of the device which provides
the service.
By now, the adapted solution can be used to create a new EPL pattern within
the CEP engine in order to recognise the service in subsequent TCP sessions.
Therefore, we ﬁrst use the kind of service description of the solution as the name
of the newly derived event type. Then, the IP address and port is used as the
ﬁltering criterion for TcpSession events. This way, we now have a pattern that
produces a new event when it matches a TcpSession event which contains the
IP address and port of the adapted solution.
As the application layer payload and therefore the PFM of a service might
change over time, the similarity between cases of the initial case base and the
query problem eventually decreases. Therefore, a continuous learning of changed
PFMs is required to maintain a high similarity. In our CBR system, we learn
new cases when the similarity of a found solution falls below a certain threshold.
This way, we are able to keep a high service recognition rate.
The threshold in our current approach is taken from the results of our prototypical implementation described in the next section. In essence, the threshold
was determined by simulating our approach without the learning step in the
CBR reasoning cycle. We deﬁned the threshold by 95%, meaning new cases will
be learnt if the similarity of the chosen solution case and the query problem is
less than this threshold. Thus, if a solution case has less than 95% similarity
the adopted solution along with the PFM of the query problem forming the new
problem description is included as a case in the case base. As a result, reasoning
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cycle for a subsequent query problem containing an again changed PFM of the
same service will now select the newly created case.
We want to remark, that the reasoning cycle is done every time a TcpSession event is raised in the CEP engine, whereas the EPL pattern creation only
appears when there is no pattern registered which matches the service with the
corresponding IP address and port. On the other hand, the ongoing execution
of the reasoning cycle ensures a continuous learning of the changing payloads of
the services in the case base.

6

Experiment

In order to evaluate our proposed architecture, we simulated a Content Delivery
Network (CDN) which provides HTTP-based services. This way, we mimic a
HTTP-based service which is accessible through diﬀerent nodes within the same
network. We ensure the service uses a synchronised content container such that
all nodes providing a service share the same content database. In our test, we
use nine CDN nodes each of them providing one HTTP service, i.e. three nodes
for each service.
Furthermore, the contents served by a node continuously change on each
request from a client and therefore diﬀer between two connections. Between
each request, the content randomly changes by 5% from the one served before.
Thus, we force a variation of the application payload for each request and ensure
the learning capabilities of our system is used.
The nodes of the CDN are provided by virtual containers connected to a
dedicated virtual network which ensures we are able to capture the entire traﬃc.
The capturing process itself takes place on the host system where the prototype
of the CEP engine and CBR system runs on.
The HTTP-based services provided by the CDN are dynamically created
HTML pages with session tracking, i.e. a previous access of an HTTP client is
recognised in order to identify it across the simulation. Each session tracks the
current state of the dynamic HTML page by means of the delivered content
of the page. This way we ensure the aforementioned variation of the content is
consistent over all connections of a client. The sessions are synchronised across
all nodes of the CDN of a particular HTTP service and thus ensures a client is
identiﬁed throughout the entire CDN.
If a client connects to a service for the ﬁrst time, i.e. no previous session
exists, the CDN delivers an initial version of the HTML page which is the same
for all new clients. During the simulation, the delivered contents diverge for each
client as the changes of the HTML page are random.
Before the simulation of client accesses takes place, we initialise the CEP
engine and CBR system. In the Complex Event Processing component we set
up the aforementioned event hierarchy with their respective recognition patterns
for aggregating TCP sessions. The CBR component is set up with a initial case
base of three cases—one case for each service. Each case has a Payload Flow
Matrix containing payload vectors for one service in the problem description,
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which was captured prior to the simulation. In the solution part, the name
identifying the service is present as well as the IP address and the port of a
known service endpoint.

Fig. 5. Similarity without learning

For determining the threshold which leads to creating new cases, we run
the simulation without using the learning step of the CBR system. This way,
no new cases in case base appear and the similarity between the PFMs in the
query problem and the correct solution diverges as shown in Fig. 5. The chart
shows the similarities between the query problems and all cases in the case base.
In case of service 1 and 3 (Fig. 5a and c), at a certain point the similarity of
the correct case (i.e. solution case “Service 1” and “Service 3” respectively) falls
below the similarity of the case containing the PFM for service 2. In this case, the
solution of our retrieval function continuously returns the wrong kind of service.
We therefore chose to take a high threshold percentage of 95% to circumvent
this situation. Of course, using a constant and high threshold leads to a more
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frequent case creation. Likewise, while in our simulation the learning function
worked out well, we will considering in using more elaborated methods for more
precise thresholds.
For the simulation, each service was accessed 300 times and the CDNs of
a service were randomly chosen. We recorded the accesses by monitoring the
occurrence of events in the CEP engine. This way, we were able to track all events
of our event hierarchy, especially those produced by the EPL patterns of the
CBR engine. The results for the simulation with and without learning enabled
are shown in Table 1. The results show the false positive and false negative rates
between the selected solution of the CBR system and the correct service as well
as the overall accuracy as deﬁned in [3]. The false positive rate for service 1 and
3 without learning are both 0% whereas it is 61.3% for service 2. This reﬂects
the aforementioned decrease of the similarity of the correct service classiﬁcation.
The sum of the false negatives of service 1 and 3 is the false positive rate of
service 2 which shows service 2 is falsely chosen as the solution of the reasoning
cycle after the similarity rate decreases over time. Service 1 has a higher false
negative rate as service 3 due to the fact the wrong service classiﬁcation was
earlier chosen than for service 3.
Table 1. Results
Service name

Without learning

With learning

False positives

False negatives

Accuracy

False positives

False negatives

Accuracy

Service 1

0%

36.6%

63.4%

0%

0%

100%

Service 2

61.3%

0%

38.7%

0%

0%

100%

Service 3

0%

24.7%

75.3%

0%

0%

100%

The results indicate a drastic increase of the accuracy of the traﬃc classiﬁcation when the CBR system learns new cases. We explain the accuracy of 100%
with the choice of a high learning threshold of 95% which was determined by
running the simulation without the learning step as mentioned before. However,
since our simulation uses ﬁxed number of HTTP-based services, we expect variations of the accuracy when new cases of unknown services are included in the
system. Using real-world traﬃc data would therefore better allow to evaluate the
performance of our approach. However, labelled real-world traﬃc data of Content Delivery Networks is currently—to the best of our knowledge—not publicly
available.

7

Conclusion

In this work, we introduced an approach for an architecture which combines
Complex Event Processing with Case-based Reasoning in order to classify network traﬃc.
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We discussed the three parts of the architecture: traﬃc capturing, ﬂow recognition and traﬃc classiﬁcation. Network traﬃc is captured through event producers which operate on the low-level networking stack of the operating system.
The producer forwards network packets as raw events to the CEP engine, which
processes and aggregates the traﬃc. We showed the processing and aggregation
of TCP sessions as an example for our event hierarchy.
Afterwards, we introduced our CBR system where a reasoning cycle starts
every time a successful TCP session occurred in the CEP system. We measure
the similarity between two services by determining the cosine similarity between
the PFM of the query problem and the PFMs in the case base. The solution
of the cycle is comprised of the kind of service being used and the IP address
and port of the network node which provides the service. The CBR system then
instructs the CEP engine to create a new EPL pattern in order to recognise
forthcoming TCP sessions which access the service.
For maintaining a high recognition rate, we learn new cases by creating them
each time the similarity of a selected solution falls below a certain, currently
predeﬁned, threshold. We showed that this approach helps to minimise wrong
classiﬁcation of network services.
In our experiment, we discussed how the system behaves in a simulated
CDN with three HTTP services. We showed the problem of changing application
payloads which appear every time the service is accessed. As a result, the output
of the retrieval process chose the wrong case as the similarity between the correct
initial case the query problem diﬀered too much. We showed, that learning new
cases based on the current PFM instance of a service PFM increased the correct
retrieval.
We see this work as an initial step towards a more elaborated traﬃc classiﬁcation system. We claim that there is a high potential in our approach as the
combination of CEP and CBR with respect to network traﬃc analysis enables
new ﬁelds of research in that area. In particular, in our forthcoming work we will
investigate in more dynamic techniques for determine the threshold when new
cases are learnt as well as in maintaining the case base by means of forgetting
learnt cases and including unknown service deﬁnitions.
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Abstract. AI-Virtual Trainer (AI-VT) is an intelligent tutoring system
based on case-based reasoning. AI-VT has been designed to generate
personalised, varied, and consistent training sessions for learners. The
AI-VT training sessions propose diﬀerent exercises in regard to a capacity associated with sub-capacities. For example, in the ﬁeld of training
for algorithms, a capacity could be “Use a control structure alternative”
and an associated sub-capacity could be “Write a boolean condition”.
AI-VT can elaborate a personalised list of exercises for each learner.
One of the main requirements and challenges studied in this work is its
ability to propose varied training sessions to the same learner for many
weeks, which constitutes the challenge studied in our work. Indeed, if the
same set of exercises is proposed time after time to learners, they will
stop paying attention and lose motivation. Thus, even if the generation
of training sessions is based on analogy and must integrate the repetition
of some exercises, it also must introduce some diversity and AI-VT must
deal with this diversity. In this paper, we have highlighted the fact that
the retaining (or capitalisation) phase of CBR is of the utmost importance for diversity, and we have also highlighted that the equilibrium
between repetition and variety depends on the abilities learned. This
balance has an important impact on the retaining phase of AI-VT.
Keywords: Case-based reasoning · Intelligent tutoring system
Diversity · Capitalisation · Personalised learning

1

Introduction

We are interested in the issue of the personalisation of learning through training
sessions. For us, a training session is a list of exercises suited to each learner.
Motivation and repetition are key aspects in teaching. Nevertheless, repetition
causes learners to be bored and to turn themselves oﬀ. Consequently, teachers
must introduce originality and diversity and adapt the exercise level and nature
c Springer Nature Switzerland AG 2018
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to the learners’ acquired skills. Furthermore, teachers must propose varied exercises and consistent sessions while providing training for the same skill over a
given number of weeks. Thus, the elaboration of a cycle training session, suited
to one particular learner, is a reasoning based on analogy in which it is necessary
to introduce some kind of originality. Indeed, on the one hand, this elaboration
is based on the past experiences of the trainer as well as the exercises previously
proposed to the learner, and on the other hand, the exercises proposed to the
learner must not be always the same. As a consequence, a case-based reasoning
(CBR) system [11], based on analogy reasoning, is a good answer to these kind
of systems, but must be adapted in order to introduce diversity in the solutions
to be proposed (the training sessions). In addition, this diversity varies from
one domain to another. Indeed, the frequency with which an exercise must be
proposed to learners in the ﬁeld of sports is not the same as for learners in
the ﬁeld of algorithmics, for example. As a matter of fact, basic exercises will
be proposed often by sports trainers since the body must practise a lot before
integrating basic movements and attitudes. On the contrary, proposing an algorithmic exercise that the learner has already successfully completed twice will
bore the learner.

2

Related Works

This paper presents Artiﬁcial Intelligent - Virtual Trainer (AI-VT), a multiagent system (MAS) that uses CBR to provide consistent training sessions with
widely diﬀering progressions. CBR is widely employed in e-learning systems and
intelligent tutoring systems (ITS) [8]. Kolodner [12] distinguished two types of
CBR-inspired approaches to education: goal-based scenarios [19] where learners achieve missions in simulated worlds, and learning by design [13], in which
learners design and build working devices to obtain feedback. CBR is actually
well-suited to the latter type of system [10], as well as to other tools using artiﬁcial intelligence (AI) and distributed AI (DAI) systems, such as genetic algorithm
(GA) [2], Artiﬁcial Neural Network (ANN) [5] and MAS [21]. Baylari and Montazer focused on the adaptation of tests to obtain a personalised estimation of
a learner’s level [5]. They used an ANN in order to correlate learners’ answers
to the tests and the exercises proposed by teachers. The CBR- and GA-based
e-learning system proposed by Huang et al. also provides lessons taking into
account the curriculum and the incorrect-response patterns of a pre-test given
to the learner [9]. Rishi et al. designed an ITS based on agents and a CBR system [18] in which a Personal Agent is responsible for determining learner level.
A Teaching Agent then determines the educative strategy with the help of CBR
according to the description of the transmitted learner level. Finally, a Course
Agent provides and revises the lessons and exercises corresponding to the strategy proposed by the system with the help of a tutor. All these tools provided by
AI would therefore produce exactly the same exercises and lessons for training
a single given skill, or would propose a large set of exercises as an answer to
the diversity requirement and leave the teachers or the learners to choose the
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most adapted exercises themselves. In this particular domain, repetitive activities are a drawback, yet lesson planning is a process based on adaptation of past
experiences.
AI-VT tries to address the problem of balance between repetitiveness and the
variety of the solutions proposed. Indeed, even if the exercises must be selected
by analogy with previously proposed ones, the same exercise proposed too often
to one learner may bore her/him. Moreover, the number of propositions varies
according to the domain (algorithmic vs. sports, for example) and the level
reached by the learner. The problem of variety in CBR-systems is close to the
creativity one addressed in the literature [4,6,7,14,17]. Muller and Bergmann
proposed the introduction of novelty combining diﬀerent solutions during the
adaptation phase [17]. In their approach, source case solutions are decomposed
into elementary activities and elements and combined in original ways. This
approach allows introduction of diversity and novelty in the solutions proposed
by their system. Diversity is also addressed in applications dedicated to recommender systems [3,15,16,20]. These systems select products or services for
customers in electronic commerce. In these approaches, the systems select and
deliver a set of similar cases and their solutions. In this set, these systems also
integrate cases which present some dissimilarities with the described problem
part of the target case. The dissimilarities are computed according to diﬀerent
metrics, and the sets of cases are reﬁned successively. In our problem, dissimilarity is not suﬃcient since the level acquired by the learner must be taken
into account, as well as the ease with which each previously proposed exercise
has been solved by the considered learner. More recent works go further into
the introduction of unexpected results in order to surprise and retain attention.
Gero and Maher present the basis of a new approach based on Deep Learning in
order to introduce creativity [4]. Grace et al. went further with Deep Learning
and proposed creative and unexpected concepts which were then adapted to a
CBR-cycle process in order to generate original recipes [6,7]. This neural network is trained to introduce novelty (new ingredients) into a set of preferences
by the end-user in order to give recipes with new ingredients [14]. Actually, in
these approaches, creativity and originality are treated during the description
and adaptation phases of the target case, whereas AI-VT addresses this particular aspect during the retaining and adaptation phases, giving much importance
to these CBR-system phases.

3

Presentation of AI-VT

AI-VT is based on pedagogy which proposes repetition of exercises in order to
attain levels of capacities. Once a lack of knowledge is detected by the teacher
or the learner, she/he can decide to train for many weeks in order to reach this
level. Then, when the user asks the AI-VT for a training session on a particular
capacity with a speciﬁc duration, the system generates a session organised into
sub-capacities and proposes exercises with regard to each sub-capacity. We also
considered two diﬀerent domains of application: practical (sports - Aı̈kido) and
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Table 1. Examples of capacities and their associated sub-capacities
Domain

Sports - Aı̈kido

Algorithmic

Capacity

Using a grip

Design an algorithm

Associated sub-capacities Break the partner’s posture
Relax despite a grip

Find inputs and outputs
Give a formula for the calculus

Make the partner loose balance Associate a type with a variable
Pivote around a grip

Display a clear message

theoretical (computer science - algorithmics). As examples shown in Table 1, in
the ﬁeld of Aı̈kido, a capacity could be “Using a grip”, and “Relaxing despite
a grip” and “Pivoting around a grip” could be two associated sub-capacities.
In the ﬁeld of algorithmics, “Design an algorithm” is an example of capacity,
and “Find inputs and outputs” and “Associate a type with a variable” are two
sub-capacities which can be associated with it. In the ﬁrst part of this section,
we detail the session structure and the requirements of AI-VT. The distributed
architecture and the data ﬂows are presented in the second part. Finally, in the
third part, we examine how a session is designed.
3.1

Lesson Structure

In this sub-section, we describe the way a teacher elaborates a training session,
the parameters and the way this generation is done, and the behaviour AI-VT
should imitate.
We considered activities that guide each training session by reaching one
capacity [22] divided into sub-capacities. These capacities and their order of
appearance are decided at the beginning of each session. One speciﬁc skill can
consequently be assigned to some consecutive sessions. The chosen capacity is
then divided into elementary abilities (sub-capacities) that have to be mastered
by the learner. We considered that in sports in particular, each skill may be
shared by more than one capacity. In all the domains of application we considered
(in sports training like Aı̈kido and theoretical disciplines like algorithmics), the
mastery of each skill is a time-consuming process that is reached through the
repetition of exercises [1]. Some will learn faster than others, and thus the teacher
must adapt each session to the level of the learner.
AI-VT must (1) propose pertinent sub-capacities and exercises according to
the capacity decided and the level already reached by the learner, (2) ensure
that no exercise is proposed more than once during a given training session and
that the sessions in the same training cycle are varied, and (3) build a consistent
training session that begins with the simplest exercise and then continues with
a list of exercises that relate suﬃciently to the preceding and following ones.
3.2

System Architecture and Communication Model

Figure 1 presents the architecture of AI-VT modelled as a multi-agent system
(MAS). A MAS constitutes a paradigm designed to handle distributed systems.
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In a MAS, an agent is a physical or abstract entity having certain speciﬁc characteristics: perception of its environment (including itself and the other agents),
the capacity to act (upon itself or the environment) and autonomy in its decisions
and actions. In AI-VT, the choice of sub-capacities regarding a given capacity
takes place via an autonomous process, as does the determination of exercises
regarding a sub-capacity, or of any other exercises chosen and their priority levels.
The initial choice of exercises regarding a sub-capacity must be an autonomous
process: each agent’s autonomy ensures a wise and free selection of the most suitable exercises. These processes can be undertaken simultaneously, coming after
the determination of sub-capacities. In addition, each one must interact with the
other processes and take their choices into account: the solution proposed by one
agent inﬂuences the choices made by the others.

Fig. 1. Overview of AI-VT Architecture

As shown in Fig. 1, the system is composed of four types of agents: the
teacher, the learner, the capacity agent (CA) - which is responsible for choosing
the sub-capacities regarding a capacity requested by the teacher - and the exercise agents. Each of these agents is responsible for proposing the exercises best
suited to a given sub-capacity. CAs are directly connected to exercise agents,
and they can exchange messages. The CA sends the set of sub-capacities it has
chosen to one of the exercise agents. This ﬁrst-contacted exercise agent (EA)
endorses the role of coordinator between the CA and the other EAs. This EA
assumes responsibility for the ﬁrst-proposed sub-capacity, and then creates and
sends the list to another EA which assumes the second sub-capacity, and so
on. The EAs then communicate and share information in order to prepare the
requested training session. Each EA proposes exercises concerning its assigned
sub-capacity. Each EA takes into account the choices proposed by the other EAs:
for example, one of the system’s requirements is that each exercise is to be done
only once during the entire training session. Thus, the choices of the EAs are
shared. The referent version of the training session is transmitted from EA to
EA until it fulﬁlls all the requirements. Finally, the EA initially contacted by
the CA sends the referent version of the training session back to the CA.
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Determination of Sub-capacities

The CA is responsible for choosing the set of sub-capacities and their duration.
Once the training session has been chosen by the teacher, and after having
analysed any additional learner needs, the CA follows the CBR approach to
make these choices according to the sub-capacities already achieved and to the
learners’ degree of assimilation.
For the CA, a case is a set comprised of two parts: a problem and a solution.
Each problem part is composed of a capacity C, and the solution part of a
set of (SC, DSC,C ) where SC is a sub-capacity and DSC,C the duration required
to reachthis SC regarding C. Thus, formally, a source case s is expressed as
S
}). The durations DSC,C are initialised by the teacher at
s = (C, {SC, DSC,C
the beginning of the season and updated by AI-VT after the training session,
taking into account the evaluation of the learner’s acquired level. Since learner
levels of expertise rise, we can consider that durations decrease and thus call
them ‘remaining durations’. Indeed, if the teacher has considered that 60 min
of training is usually necessary in order to master one sub-capacity, and after
the learner has successfully trained herself/himself 20 min in this speciﬁc subcapacity, we consider the average learner will then (after this training) need
60 − 20 = 40 min during the next sessions for the considered sub-capacity.
First, all the sub-capacities associated with C are retrieved. The similarity between each
 source case s and the target case t is computed as follows:
1 if Ct = Cs
where Cs (respectively Ct ) is the capacity of s
SIMSC (t, s) =
0 if Ct = Cs
(respectively t).
In order to illustrate this phase, we can consider the cases stored in the case
base reported in Table 2. In this example taken from an Aı̈kido training session,
sub-capacities ‘Breaking the partner’s posture’, ‘Relaxing despite a grip’, ‘Making
the partner lose balance’ and ‘Pivoting around a grip’ have been associated with
the capacity ‘Using a grip’ by the trainer in the initial process or in previous
training sessions. Thus, if the capacity of t is Ct = ‘Using a grip’, the subcapacities of Source Case 1 are reminded by analogy, since SIMSC (t, 1) = 1 and
SIMSC (t, 2) = 0.
The adaptation phase consists of computing the duration of each subcapacity. We assumed that these durations are somehow linked to the importance of practising each sub-capacity. We also assumed that these durations
may depend at times on the given capacity. Indeed, one sub-capacity may be
associated with two diﬀerent capacities. And maybe, the considered sub-capacity
may have to be mastered in order to master one capacity and only be known
in order to master another capacity. As an example, “Give the types of simple
variables” must be practised often in order to master the capacity “Design a
simple algorithm”, and only revised once or twice during the practice of the
capacity “design object oriented algorithms”. Actually, this is more frequently
observed in sports training for which capacity progression is less linear than theoretical disciplines: in sports, capacities can be practised without a clear order
(“using a grip” can be practised before of after “breaking a grip” in the season)
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whereas in theoretical ﬁelds there is usually a clearer order for mastering the
capacities (“design simple algorithms” comes after “design object oriented algorithms”). Consequently, the adaptation module sorts the set of sub-capacities
according to DSC,C (descending order). Then, the proposed durations are calculated according to the number of sub-capacities the teacher wants to work on
and the duration of the entire session.
Following the training session, the teacher and the learner evaluate the
learner’s acquired level of mastery (mark and duration spent on each exercise).
Before the training session begins, each selected sub-capacity is transmitted to
one EA that will have to associate the corresponding exercises. After the training
session, each sub-capacity duration is modiﬁed in proportion to the evaluation
from 0 to 10 of the learner-s level for the proposed sub-capacity.
Finally, during the retaining (or capitalisation) phase, the system subtracts
the durations from all the durations of the source cases for which the practised sub-capacity appear. During capitalisation, the eﬀective time spent by the
learner to resolve the sub-capacity exercises may diﬀer from the resolution time
(estimated time to be spent by the learner on the considered sub-capacity) initially allocated by the teacher. Since this diﬀerence between time really spent
and time initially allocated gives information on the diﬃculties of the learner
and the integration of the sub-capacity, it has been taken into account into the
remaining time to spend on the sub-capacity.
The remaining duration of each worked sub-capacities is computed as follows:
DSC = DSC −

dalloc
MSC
× SC
,
10
dreal
SC

where MSC is the mark (out of 10) obtained by the learner, dalloc
SC is the predicted
duration allowed to ﬁnish the exercises of the sub-capacity and dreal
SC is the real
duration spent by the learner on the sub-capacity exercises.
Table 2. Example of modiﬁcations of durations after a training session.
Source
case

Capacity

Sub-capacities

Initial
duration
(min)

Teacher’s
Stored duration
mark (points) (min)

1

Using a
grip

Breaking the partner’s
posture

90

7/10

Relaxing despite a grip

90

3/10

Making the partner lose 80
balance

4/10

2

Breaking
a grip

7
90− 10
× 20
20 = 76
3
90− 10
× 20
20 = 84

4
80− 10
× 20
20 = 72

Pivoting around a grip

80

–

80

Breaking a single grip

90

–

90

Relaxing despite a grip

70

3/10

3
70− 10
× 20
20 = 64

Table 2 presents two source cases of the tests performed by one of the trainers
(an Aı̈kido teacher) who evaluated AI-VT. The trainer chose three diﬀerent subcapacities per training session and decided that the total duration of the training
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session must be 60 min. Since the trainer chose the capacity ‘The learner becomes
capable of using a grip’ for this training session, the CA recalled Case 1. The
adaptation process then sorted the sub-capacities according to their durations
and proposed the three ﬁrst sub-capacities, allocating DSC = 60
3 = 20 min to
3 each sub-capacity. In this example, the times really spent were all equal to
the times allocated. It was usual for sports training tests, but very unusual for
algorithm trainings. Consequently, after capitalisation, the new durations were
those reported in the last column of Table 2. Thus, the less assimilated subcapacities (‘Relaxing despite a grip’ and ‘Pivoting around a grip’) became the
most immediate ones. We also note that, as required for the system speciﬁcation,
when the same capacity (‘Using a grip’) was selected again, another set of subcapacities (composed of the less assimilated ones, and others) were selected.
Thus, as required, the proposed solutions changed even if the same capacity was
requested again later.
3.4

Selection of Varied Exercises

This subsection presents how the exercises are chosen regarding the selected subcapacities. At the allocation of its sub-capacity, each EA selects a set of exercises
according to the CBR-cycle. For each EA, a source case is noted:

σ
σ
, RDEX,SC
)}),
σ = (SC, {(EX, ADEX
σ
where ADEX
is the estimated duration that must be allocated to the learner
σ
, the estimated remaining duration
to resolve the exercise EX, and RDEX,SC
to spend on this exercise EX before reaching the sub-capacity SC. Each source
case σ contains the exercises possible regarding SC. Assuming Card(Solσ ) is
the number of exercises of the solution part of σ, the target case τi (i.e. the part
of the training session that will be proposed) taken into account by the EA EAi
is noted:

τi
τi
{(EXn , ADEX
, RDEX
)}).
τi = (SCi ,
n
n ,SCi
n∈{1..Card(Solσ )}

Each EAi then retrieves the source case corresponding to SCi .
The similarity between source case σ and target case τi is computed as
follows:

1 if SCi = SC
(1)
SIMEX (τi , σ) =
0 if SCi = SC
The adaptation phase orders the exercises of the training session. Selected
exercises for which the RD is the highest are proposed ﬁrst. If two agents select
the same exercise, the one with the highest RDEX,SCi prevails, and the one
with the lowest must be changed. Then, exercises are ordered according to their
complexity (ascending order). Finally, distances between consecutive exercises
are computed, and permutations between consecutive exercises may occur in
order to minimise these distances between one proposed exercise and the next
one. This ﬁnal adaptation step creates consistency for the training session.
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During the revision phase, the teacher and learner evaluate the answers (give
a mark between 0 and 10) proposed by the learner and give the real duration
spent on each exercise.
Table 3. Example of exercises initially retrieved by AI-VT.
Dist. with
next ex.

Complex. RD

EX6 : Retrieve the total price before taxe of
product using knowing its price including taxe
and taxe rate. Give the formula.

18

18

10

EX7 : Compute the fuel consumption of car
knowing the distance and its mean speed. Give
the formula

18

18

10

18

18

10

5

5

Sub-capacities/Exercises
− Sub-capacity SC3 : Give a formula

20

− Sub-capacity SC1 : Find inputs & outputs
EX2 : Retrieve the total price before taxe of
product using knowing its price including taxe
and taxe rate. Give the inputs & outputs

15

EX1 : Compute a rectangle perimeter. Give
inputs & outputs

Table 4. Example of exercises ﬁnally proposed by AI-VT.
Sub-capacities/Exercises

Dist. next Complex. RD

− Sub-capacity SC1 : Find inputs & outputs
EX1 : Compute rectangle perimeter. Give ...
EX2 : Retrieve the total price before taxe of product using ...

15
18

5

5

18

− Sub-capacity SC3 : Give a formula

5
10
20

EX6 : Retrieve the total price before taxe of product using ... 18

18

10

EX7 : Compute the fuel consumption of car knowing the ...

18

10

As an example, Tables 3 and 4 illustrate the adaptation of a training session
dedicated to algorithms. Table 3 shows the sub-capacities retrieved by AI-VT.
These sub-capacities are ordered by AI-VT according to their RD (descending
order). In this Table 3, the ﬁrst exercise (EX6 ) deals with economy and has the
highest complexity (18), the second exercise (EX7 ) deals with another context
and has the same complexity. The third exercise (EX2 ) deals with economy (like
EX6 ) and has a complexity of 18, and the last proposed exercise (EX1 ) deals
with geometry and is the simplest exercise (complexity is equal to 5). Thus,
this ﬁrst proposal begins with the most complex exercises and ends with the
simplest one, and the context always changes. As it can be observed in Table 4,
the adaptation process places the same exercises in a diﬀerent order: the adapted
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training session will begin with the easiest exercise (EX1 ) and the exercises that
deal with economy (EX2 and EX6 ) are grouped.
At the end of the CBR cycle, capitalisation will allow the system to prepare
the next training session. Indeed, even if the same sub-capacities are required
next, the system will have to propose a diﬀerent set of exercises. Thus, the
retaining phase of AI-VT is very important since it will give the history of the
performed exercises. Furthermore, if one exercise has not been understood or
successfully solved, or even solved but with great diﬃculty by the learner, the
system must have the possibility to choose this exercise again. Otherwise, if one
exercise has been successfully solved with no diﬃculty, AI-VT must not propose
it again in the case of a theoretical knowledge acquisition.
In addition, if an exercise has been done with much diﬃculty by an athlete,
the duration of practice must not change. On the contrary, for a theoretical
training, if the learner has spent a lot of time on an exercise and did not solve
it, this exercise should be proposed once again to the learner with a higher
resolution time.
Consequently, AI-VT must capitalise cases of theoretical-domain training
and cases of physical training diﬀerently.
In the case of physical training, only the RD is modiﬁed as follows:
σ
σ
= max(0, (RDEX,SC
−
∀SC, ∀EX, RDEX,SC

MEX
τ
× ADEX,SC
)).
10

In that case, the remaining duration of practise of the exercises are only decreased
from the time spent over it during the training session.
And in the case of training on theoretical skills, AD and RD are modiﬁed as
follows:
σ
σ
∀SC, ∀EX, ADEX,SC
= max(0, (ADEX,SC
−

Real
ADEX,SC
MEX
×
)),
τ
10
ADEX,SC

σ
σ
∀SC, ∀EX, RDEX,SC
= max(0, (RDEX,SC
× (1 −

Real
ADEX,SC
MEX
×
))),
τ
10
ADEX,SC

where MEX is the mark (out of 10) obtained by the learner for excise EX and
Real
the real time spent over this exercise. For these types of learning, we
ADEX,SC
Real
) can
considered that the time spent by the learner over an exercise (ADEX,SC
τ
diﬀer from the initial time allocated (ADEX,SC ).
In order to illustrate the performance of AI-VT, Table 5 presents the diﬀerent
durations (RD, AD and real time spent) of the exercises proposed in the last
training session and the durations of other exercises stored in the case base. We
can see that the retaining phase modiﬁes the priorities of the exercises stored in
the case base. Indeed, the RDs of the successfully resolved exercises fall to 0:
EX1 and EX2 will not be proposed next time. In addition, since EX6 has been
partially resolved (mark 5/10) with high diﬃculty (time spent 12 min instead of
8 min planned), its RD becomes inferior to other exercises in the case base: it
could be proposed another time, but other exercises of the same sub-capacity
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Table 5. Example of capitalisation proposed by AI-VT.

Exercises

Initial
AD

Initial
RD

Mark Real time
spent

Capitalised AD

10

5−

Capitalised RD

Ex. of SC1 :
EX1 (proposed)

5

5

EX2 (proposed)

5
5

5−

10
10
10
10

×
×

5
5
5
5

10
5
10 × 5 ) = 0
10
− 10 × 55 ) = 0

=4

5 × (1 −

=4

10 × (1

5

10

10

EX3 (case base) 5

5

–

–

5

5

EX4 (case base) 5

5

–

–

5

5

Ex. of SC3 :
EX6 (proposed)

8

10

5

12

8−

EX7 (proposed)

8

10

0

15

8−

EX8 (case base) 8

10

–

–

8

5
10
0
10

×
×

12
8
15
8

= 7 10 × (1 −
= 8 10 × (1 −

5
10
0
10

×
×

15
8 )
15
8 )

=3
= 10

10

will be selected ﬁrst for the next training session. Finally, EX7 has not been
resolved at all (mark 0/10), and the learner has spent much time on it (15 min
instead of 8 min planned). Consequently, its AD and RD stay the same, and it
will most probably be proposed next time with EX8 .

4

Results

AI-VT has been tested in two very diﬀerent contexts: sports training (Aı̈kido, a
traditional Japanese martial art) and algorithmics (computer science).
For the context of sports training, we asked seven Aı̈kido teachers to evaluate
10 consecutive training sessions for the same capacity. This corresponds to ﬁve
weeks of training, with two 90-min sessions per week. They evaluated the system
through two aspects: the consistency of the proposed training sessions, and the
diversity of the proposed exercises. It is important to note that all the trainers
had diﬀerent sessions and had initialised the system with diﬀerent sub-capacities
and exercise associations. Indeed, each trainer had his/her own way of teaching
Aı̈kido and a set of favourite techniques.
For the second evaluation, we proposed to seven learners of computer science
to use AI-VT for their training. These learners at our university (ﬁrst year of
studies) were having diﬃculties with algorithmics, and they were taking tutoring
sessions. We proposed to them to resolve the exercises generated by AI-VT over
four consecutive weeks for one 60-min session per week. After each training
session, we asked the learners to evaluate the session generated by the system
through the same aspects: consistency and diversity of the proposed exercises.
Since there were two methods of capitalisation, we ﬁrst compare and analyse
the diversities obtained, and then we present the evaluations of AI-VT made by
Aı̈kido trainers and university learners in algorithmics.
Table 6 presents the measures obtained for the diversity in both of the contexts of use. Since each Aı̈kido trainer asked for 10 training sessions and each
university learner asked for four training sessions, AI-VT proposed more exercises in the context of Aı̈kido than in the context of algorithmics. Nevertheless,
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Table 6. Measures of the diversities obtained
User

NB of EX Frequency User

NB of EX Frequency

Aı̈kido Trainer #1 19

3.16

Algorithmic Student #1 18

1.39

#2

37

1.62

#2

25

1.72

#3

39

1.54

#3

21

1.14

#4

34

1.76

#4

17

2.00

#5

22

2.73

#5

21

1.86

#6

24

2.72

#6

25

1.48

#7

26

2.31

#7

31

1.32

the diﬀerence is not so important: 28.71 exercises on average for Aı̈kido and 22.57
for algorithmic, whereas there are more than twice the sessions in Aı̈kido. This
is due to the diﬀerence between both of the retaining processes: in the context
of algorithmics, AI-VT ensures a greater turn-over of the exercises.
We observe that, in compliance with the requirements, an exercise is proposed
more frequently in the context of Aı̈kido than in the context of algorithmics.
Indeed, Table 6 shows that each Aı̈kido exercise was generally proposed 1.54
times (Trainer #3) to 3.16 times (Trainer #1), and each exercise was globally
proposed 2.26 times. In the context of algorithmics, each exercise was generally
proposed 1.14 times (Student #3) to 2.0 times (Student #4), and each exercise
was globally proposed 1.56 times.

Fig. 2. Consistency and diversity marks obtained by the Aı̈kido training sessions

Figure 2 presents the evaluations of the Aikido trainers obtained by the training sessions generated by AI-VT. The mean marks obtained for each trainer are
reported in this ﬁgure. The trainers were asked to give a mark from 0 to 10 for
the consistency of the successive generated training sessions: 0 if the trainer felt
that the exercises proposed in a session were not consistent at all with regard to
the capacity and the sub-capacities trained, and 10 if the trainer was satisﬁed
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with the exercises proposed. The mean marks are reported in this ﬁgure. Six
trainers considered the session consistencies between 7.2 and 7.8. Only the last
trainer considered the mean consistency of the sessions was about 6.4. This was
because AI-VT replaced many exercises with others deemed less important in
the eyes of this trainer in the two last sessions.
The mean marks for the diversities of the training sessions are also reported
in Fig. 2. Six of the trainers gave mean marks between 7.4 and 8 for this aspect.
There was only one mark of 6.8 for one trainer. This was due to the second
session generated for this trainer, in which most of the exercises were the same
as the ones proposed in the ﬁrst session. This was due to the initialisation of
the RD of the exercises and sub-capacities. Indeed, if these RD are too high for
some sub-capacities and exercises, AI-VT will propose them until other exercises
have a higher RD.

Fig. 3. Consistency and diversity marks obtained by the algorithmic training sessions

The mean marks obtained by AI-VT are reported in Fig. 3. The mean mark
obtained by AI-VT for consistency is 6.56. The consistency of the training session
was not very good because the learners were disappointed by the repetition of
exercises. Some of the learners also felt that the exercises were not adapted to
their initial level (particularly in the ﬁrst training session). Indeed, it would be
appropriate to evaluate the levels of the learners before the ﬁrst training sessions
in order to propose exercises with appropriate levels of diﬃculty before the ﬁrst
time a capacity is worked on. This is the main reason why there are so many
diﬀerences for AI-VT evaluations from one learner to another.

5

Discussion

The diversity of the AI-VT-generated solutions has been measured and evaluated by diﬀerent kinds of users. In the case of Aı̈kido training, AI-VT generally mixed 28 to 29 exercises over 10 training sessions, and each exercise was
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proposed two to three times in all the sets of generated training sessions. Six out
of the seven trainers who evaluated AI-VT were satisﬁed with the diversity and
the consistency of the generated solutions (the mean mark obtained by AI-VT
was 7.4/10). This proves the pertinence of the system for Aı̈kido training: in
the particular ﬁeld of sports training, the system can propose varied and consistent training sessions for many weeks even if the same capacity is requested
several times consecutively. The consistency of the set of exercises proposed for
each training session is guaranteed by the introduction of complexities and distances between the diﬀerent exercises. Hence, these distances allow the system
to propose exercises that were not initially chosen by the trainers and to sort the
exercises in each session. The diversity introduced by the system may sometimes
poorly inﬂuence the consistency of one session. Indeed, AI-VT may substitute
an exercise with a less appropriate one in regard to the performed sub-capacity
in order to satisfy the diversity requirement.
The performance of the system is less satisfactory for algorithmic training.
The measures obtained show that 22 to 23 exercises were proposed to the learners during the four sessions it was tested for, and each exercise was proposed,
on average, 1.56 times to each learner. This measure proves that the retaining
phase of AI-VT allows the system to propose the same exercise less often than
Aı̈kido. Nevertheless, as shown by the qualitative evaluation, we must develop
further the diversity of the training sessions proposed. In that particular ﬁeld,
even if the learners who tested AI-VT were globally satisﬁed, they were very
disappointed when the system proposed the same exercise twice or more. The
diversity felt by the learners did not match the measured one. As a consequence,
we will study some possible modiﬁcations for the formulas for the retaining phase
so that exercises that were partially resolved or even resolved with high diﬃculty
should not be proposed more than twice to the learners, and not proposed in
consecutive training sessions. Nevertheless, in algorithmics, all the training sessions were consistent, and all the proposed exercises were appropriate. Other
approaches like the one of Smyth and McClave [20] propose the introduction of
dissimilarity measures in the retrieved phase. That kind of approach is focused
on the extension of the scope covered by the set of retrieved cases, whereas ours
deals with the variety of the successive sets of retrieved cases. In AI-VT, the
dissimilarity is not suﬃcient; other parameters linked to the acquired level of
the learner, the fact that an exercise has already been proposed, and the ease
with which it has been solved are of the utmost importance and must be added
to the metrics used to select the cases.
AI-VT establishes a link between the adaptation and capitalisation of CBRsystems. Capitalisation is of the utmost importance in this system, which is
required to give varied and creative solutions each time. Indeed, we have designed
a way to use estimations of the levels acquired by users during the revision phase
(based on the marks and the times really spent by learners on each exercise and
sub-capacity) in order to enhance the accuracy of the adaptation process of CBRsystems. In addition, the introduction of remaining durations is of the utmost
importance since it allows AI-VT to build varied solutions by analogy and thus
to never propose the same session twice.
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In addition, the initialisation process of AI-VT is time-consuming for the
teacher. Indeed, the teacher has to organise sessions and exercises into capacities
and sub-capacities and give the distances and the complexity of the exercises
stored. In addition, the diversity of the exercises proposed in the training sessions
depends on the number of stored exercises. For that reason, we will study the
possibility of generating exercises and durations automatically and a way to help
the trainer to initialise the system.

6

Conclusion

We have designed a system based on case-based reasoning dedicated to the
generation of varied training sessions for learners. AI-VT meets one of the most
important requirements: its ability to generate varied training sessions. With
this implementation of AI-VT, we highlighted the importance of the retaining
phase of CBR for system diversity. Indeed, this retaining phase stores what
the learners have used, i.e. the training sessions and training exercises stored.
The process that stores these training sessions has an impact on whether an
exercise should be proposed once again or not. In addition, we proved AI-VT’s
ability to adapt the diversity of the training-session exercises generated to the
context of use. Indeed, the retaining phase of AI-VT is adapted to the context
and type of learning it is used for. The results obtained for sports training are
very diﬀerent from the ones obtained for theoretical learning, like algorithmics.
In the case of sports, learning can be based on repetition of the same exercises
time after time. Indeed, even if an exercise is proposed at the beginning of each
training session, it helps make certain actions automatic. On the contrary, being
confronted with the same algorithmic exercise twice or more is disappointing for
learners since they already have the resolution of the exercise stored somewhere
on their computers. As a consequence, even if the process of generating a training
session is based on analogy with past situations, an accurate balance between
repetition and diversity is proposed by AI-VT, depending on the learned ﬁeld.
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Abstract. When faced with an exceptional clinical case, doctors like to
review information about similar patients to guide their decision-making.
Retrieving relevant cases, however, is a hard and time-consuming task:
Hospital databases of free-text physician letters provide a rich resource of
information but are usually only searchable with string-matching methods. Here, we present a recommender system that automatically ﬁnds
physician letters similar to a speciﬁed reference letter using an information retrieval procedure. We use a small-scale, prototypical dataset to
compare the system’s recommendations with physicians’ similarity judgments of letter pairs in a psychological experiment. The results show
that the recommender system captures expert intuitions about letter
similarity well and is usable for practical applications.
Keywords: Case-based reasoning · Information retrieval
Recommender system · Clinical decision making
Psychological evaluation · Medical decision support system

1

Introduction

1.1

Motivation

Publishing and reading case reports of interesting patients is a popular pastime
among medical doctors. But as the scientiﬁc value of single case reports has
been questioned [20], the number of case reports has declined steadily for the
most prestigious medical journals. However, in response, several new journals
dedicated exclusively to case reports have emerged [12]1 and many people have
argued for the continued importance of case reports [8,24,27]. Case reports oﬀer
1

e.g., Journal of Medical Cases: http://www.journalmc.org/index.php/JMC/index,
British Medical Journal Case Reports: http://casereports.bmj.com/site/about/
index.xhtml, American Journal of Medical Case Reports: http://www.sciepub.com/
journal/AJMCR.
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practitioners an in-depth understanding of speciﬁc disease courses and provide
educational material for students [23]. Although case reports lack the validity of
large-scale experimental studies, medical doctors often strongly believe in their
usefulness and they report using past clinical records of similar patients to guide
problem-solving for their current patients. In particular, when faced with hard
or unusual cases, doctors seek information about similar patients from hospital
records. While this only shows that physicians think that reviewing similar cases
helps them in their work, research in cognitive science suggests that case-based
reasoning is indeed important for medical problem-solving.
Cognitive scientists have found that in speciﬁc experimental settings reasoning processes are clearly based on single examples [4,22] and these reasoning processes have also been studied in more real-world scenarios. For example,
Klein [13] reviews models for decision-making under real-world conditions and
ﬁnds that experts interpret a situation based on its resemblance to remembered
situations. Once a suﬃciently similar situation has been retrieved from memory,
experts apply the solution from the recalled situation to the current problem
in a thought experiment. They evaluate whether or not this solution strategy
will lead to success and adjust it, if necessary. In case no way to adequately
adjust the solution can be found, another situation is retrieved from memory.
This process is repeated until a suﬃciently good solution is found. Information
about similar cases should, therefore, aid doctors’ decision-making in an actual
clinical setting.
Research in cognitive science has also directly addressed the medical domain.
Elstein et al. [10] have concluded that for medical problem-solving reasoning
processes can be divided into two distinct categories. For cases perceived as
easy doctors apply a kind of pattern recognition based on the examples they
have encountered before and use solutions stored in memory. For harder cases,
however, doctors need to rely on a more elaborate reasoning process. They have
to consciously generate and eliminate hypotheses to be able to solve the problem.
It is plausible that hypothesis generation, as well as hypothesis falsiﬁcation,
is also guided by the doctor’s experience with earlier patients. From a more
theoretical perspective, Kolodner and Kolodner [14] have speciﬁcally argued that
“[i]ndividual experiences act as exemplars upon which to base later decisions”
in medical problem-solving. Their research was partially driven by the desire to
understand the way in which clinicians perform problem-solving but also by the
goal of building artiﬁcial systems that can aid in this process. They argue that
both humans and machines can learn from speciﬁc examples and use them to
reason about new problems.
Case-Based Reasoning (CBR) is, of course, the branch of Artiﬁcial Intelligence that developed from these ideas. Researchers have successfully built
systems—used in real-world applications—that reason from example cases [1]
and, not surprisingly, medical problem solving is one of the major applications
areas [2].
Given the practical, psychological, and theoretical reﬂections above, we
believe that it is, indeed, helpful for practitioners to be able to review cases
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of similar patients. One particularly well-suited source for the retrieval of relevant cases is a hospital’s records of physician letters. Physician letters provide
concise summaries of the speciﬁcs of a patient that matter in practice. Search
in these free-text databases is, however, often limited to string-matching and
therefore provides limited practical value for doctors. We, therefore, designed a
prototypical recommender system to automatically retrieve only relevant physician letters. We also evaluated this system in a psychological experiment.
Our approach diﬀers substantially from most CBR applications in that we
do not aim to fully automate medical problem-solving. The CBR workﬂow can
usually be described as a four-step process [1]. Retrieving the most similar cases,
reusing this information to ﬁnd a solution for the current problem, revising this
solution and retaining (part of) the solution for future problem-solving. In our
application, we aim to only automatize the ﬁrst step. All subsequent reasoning
is still done by the doctors themselves. We focus on supplying the physician
with relevant information instead of solving the medical problem automatically,
thereby making the system more acceptable for doctors. Tange et al. [26] experimented with a manual version of medical document search. They tested human
information retrieval performance when presenting free-text sections in diﬀerent
ways. Another approach to automatic retrieval of similar medical cases was pursued by Greenes et al. [11]. However, they did not work on free-text documents
but on structured medical information. Dı́az-Galiano et al. [7] used an ontology
to do query expansion to improve an information retrieval system for annotated
medical images. Our approach diﬀers from the others in that our recommender
system works on free-text documents, created without restrictions from our side.
1.2

Dataset

Physician letters are free-text documents written by doctors to keep record of
patients’ visits. They usually include information about a patient’s age, sex,
diagnosed diseases, therapeutical history, current complaints, and many more
medical details like blood counts, but also personal information like names and
birth dates. In the dataset used here, great care was taken to remove any personal
information from the letters. It was therefore not feasible to acquire a large set
of letters. The dataset comprises 286 letters of 269 individual patients of the
hematology and oncology department of the University Hospital Freiburg. For
17 patients two letters of two distinct points during therapy are included, which
we refer to as follow-up letter pairs.
1.3

Use Case Scenario

The recommender system we ultimately envision is built into the clinical workﬂow of doctors. During the visit of a patient, physicians write a new or modify an
existing letter. Already in this writing phase, the system should retrieve letters
of similar patients and present them on demand. Thereby, doctors’ decisionmaking processes can be guided by these similar cases if the doctor deems this
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necessary. The perceived suitability of the retrieved letters has to be exceptionally high as physicians’ time resources are usually very limited. Therefore, the
recommender system will only be used in practice if almost all recommendations
are considered useful.
In the following we will describe our recommender system and the information retrieval methods that were used in more detail. Then we present an
experiment and corresponding evaluation we conducted to understand the performance of the system. Finally, we discuss problems, but also future steps for
an implementation of the system.

2

Recommender System

For the purpose of retrieving similar letters from a database we make use of
information retrieval methods that represents every document as a vector in a
vector space. Document similarity is measured in this vector space and similar
letters can thus be retrieved.
2.1

Term Frequency-Inverse Document Frequency

The conceptually simplest vector space model of documents is the Bag of Words
Model (BOW) [19]. A set of documents is mapped to a set of vectors in the
following manner: First, the vocabulary V of the corpus (i.e. set of documents)
is identiﬁed. The vector space for embedding the documents has dimensionality
|V |. Every dimension of this space represents one word of the vocabulary. Every
document vector’s dimension represents the absolute frequency of a word (called
term frequency (TF)) in the document. Consider the two exemplary documents
d1 = “A minor disease” and d2 = “A major disease”. Their bag of words vector
representations vd1 and vd2 are:
⎛ ⎞
⎛ ⎞
1
1
a
⎜1⎟
⎜ 0 ⎟ minor
⎜ ⎟
⎟
vd1 = ⎜
⎝ 0 ⎠ vd2 = ⎝ 1 ⎠ major
1
1
disease
A common problem with the bag of words model is that some words or terms
appear frequently across texts in a corpus, i.e. have a high term frequency, yet
do not constitute a good feature for discrimination between texts. Therefore,
a scaling factor for the term frequencies is required that captures the intuition
that words that appear frequently in a few texts but rarely in others are good
discriminative features for those texts. Term Frequency–Inverse Document Frequency (TF-IDF) downscales the importance of frequent words, while upscaling
the importance of rare words.
Term frequency tf(t, d) of term t in document d is deﬁned as in the BOW
model. Inverse document frequency idf(t, C) of term t and corpus C can be
computed as

|C|
(1)
idf(t, C) = log2
|{d ∈ C : t ∈ d}|
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where |C| is the total number of documents in the corpus and |{d ∈ C : t ∈ d}| is
the number of documents in which term t appears at least once. Term frequency–
inverse document frequency tﬁdf(t, d, C) is then calculated as
tﬁdf(t, d, C) = tf(t, d) · idf(t, C)

(2)

TF-IDF can be used as a feature for the representation of the document that
is more robust to uninformative changes in the distribution of common words
and more expressive for rare words [19]. We therefore use TF-IDF, instead of
the vanilla BOW model, in our system.
The similarity of two documents can now be deﬁned as the cosine similarity
of the corresponding TF-IDF vectors
scos (v1 , v2 ) =

v1 , v2 
||v1 || · ||v2 ||

(3)

where v1 , v2  is the scalar product of v1 and v2 and ||v|| is the norm of vector v. Using this similarity measure, the recommender system can retrieve the
documents from the database that are most similar to the reference letter of the
current patient.

3

Experimental Evaluation

To measure the performance of the recommender system we conduct a psychological experiment with medically trained subjects. More precisely, we compare the
subjects’ similarity ratings of letter pairs to the cosine similarity of the TF-IDF
embeddings.
3.1

Experimental Setup

The experiment has 32 trials. In each trial subjects have to compare one socalled “reference letter” to ﬁve so-called “comparison letters”. More precisely,
we select 32 letters from our dataset as reference letters and ask subjects to rate
the similarity between the reference letters and ﬁve other letters each. Thus, we
collect ratings for 160 letter pairs. Half of the reference letters are selected such
that they have a follow-up letter in our database. The remaining 16 reference
letters are selected randomly among the letters without follow-ups present in
our dataset. Four of the ﬁve comparison letters of a trial are selected based on
the cosine similarity between the reference letter and all other letters in our
dataset. Having the highest cosine similarity, these four are the best matches
to the reference letter according to the TF-IDF recommender system. The ﬁfth
comparison letter is randomly selected from all other letters. The order of the
reference and comparison letters is random, but the same for all subjects. During
a trial, subjects are presented with one reference and one comparison letter at
a time. After rating the similarity of the pair, they are presented with the next
comparison letter. Having rated the ﬁve pairs the trial is completed and the next
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trial starts. Subjects have to give a rating in the range of 1 (very dissimilar) to
7 (very similar) for each letter pair. Trials with a follow-up letter as reference
letter are called “follow-up trials” and letter pairs of follow-ups are called “followup pairs”. The ﬁrst two trials are practice trials. Trial one is a follow-up trial
and trial two is a non-follow-up trial. These trials cover very similar and very
dissimilar pairs so that participants can adapt their numerical responses to the
full range of similarities in the experiment. Practice trials are excluded from the
analysis. Four experts (oncologists with at least ﬁve years of practical experience)
and two novices (medical students more than halfway through their study course)
participated in the experiment.
3.2

Inter-rater Agreement

We ﬁrst analyze the inter-rater agreement among participants. It is not trivial
for subjects to rate letter pairs for similarity because it is not obvious along
which dimension similarity is to be judged, a problem well known from the cognitive science literature [21]. One might, for example, judge similarity based on
diagnosis or based on therapy. Experts and novices (or students) usually base
their judgments on diﬀerent features. Experts generally have higher agreement
when categorizing stimuli than novices and usually use more abstract, less accessible features [5,16,17]. In line with these results, we ﬁnd that the inter-rater
agreement is higher among the experts than among the students (Spearman rank
correlation coeﬃcient [25] for expert agreement: 0.76; student agreement: 0.59).
As we are interested in expert judgments we discarded the student data and
only used the expert ratings for further analysis.
For the following analyses we furthermore exclude data of follow-up pairs,
except where explicitly stated otherwise. Subjects rate the similarity of these
pairs as very high and almost any information retrieval system will ﬁnd them
to be similar. Including them would positively improve correlation statistics in
our analysis, although retrieving them is useless in practice. We will show later
that our recommender can, however, easily distinguish them from non-follow-up
pairs.
3.3

Are Recommendations Better Than Chance?

The ﬁrst step of assessing the quality of the recommender system is to evaluate
whether the recommendations are better than chance. For this we compare the
average subject rating of the letter with the highest cosine similarity and the
random comparison letter for each trial. Figure 1 shows a histogram of the differences in subject rating of the most cosine-similar and the randomly selected
letter pairs. The ﬁgure also shows the mean diﬀerence and the 95% conﬁdence
interval (based on the standard error of the mean). As the mean and the whole
conﬁdence interval are well above zero, the recommendations of the system are
signiﬁcantly better than random recommendations.
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Fig. 1. Histogram of diﬀerences in rating of the “best” and the random comparison
letter for each trial. The mean and the 95% conﬁdence interval is shown.

3.4

Cosine Similarity and Subject Ratings

Next we analyze the relationship of the cosine similarity and the average subject
ratings of letter pairs more directly. We group the letter pairs by the subjects’
ratings and plot the mean cosine similarity of each group in Fig. 2. The data
show a positive, close to linear correlation (Pearson correlation: 0.96) of those
two variables, suggesting that the cosine similarity of TF-IDF vectors captures
at least some aspects of the participants’ perceived similarity.

Fig. 2. Averaged cosine similarity of all letter pairs that were rated into one of the
seven possible rating categories.

In Fig. 3 each letter pair is visualized as a point. The y-value is the average
rating (over subjects) and the x-value the cosine similarity of a pair. Followup pairs are marked as green circles, random comparison letter pairs as red
triangles, and all the remaining pairs as blue squares. The ﬁgure shows that
follow-up letters can easily be distinguished from other letter pairs as they have
a much higher cosine similarity. The randomly selected pairs mostly have a low
cosine similarity as expected. However, surprisingly, several random pairs are
still rated as being rather similar by the subjects.
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Fig. 3. Average subject rating versus cosine similarity of all letter pairs.

3.5

Considerations of Precision and Recall

The quality of an information retrieval system is usually evaluated by precision
and recall. All documents are classiﬁed as either relevant or irrelevant given a
current information need or query [18]. In our case, a query is a reference letter
and we analyze whether a comparison letter is relevant or irrelevant given this
reference letter. Precision is then a measure of the correctness of the retrieved
results. In probabilistic terms, it is the probability that a document is relevant
given that it is retrieved P(relevant|retrieved). Recall is a measure of completeness of the retrieved results and can be expressed as the probability of
being retrieved given that the document is relevant P(retrieved|relevant). Both
quantities usually exhibit an inverse relationship. One can trade higher precision
for lower recall and vice versa. We classify letter pairs with an average rating
of ﬁve or higher as relevant and the remaining ones as irrelevant. This threshold is somewhat arbitrary but was set after consulting with the contributing
physicians.
We can assess the precision of our system in diﬀerent scenarios. Recall, however, is impossible for us to measure. This is because we do not know the set of
relevant letters for a given information need (i.e. reference letter) and therefore
cannot compute P(retrieved|relevant). Precision is arguably the more interesting measure for our use-case anyway. For applicability and acceptance by doctors
in a clinical setting, it is crucial that a large fraction of recommended letters is
deemed useful. Recall on the other hand, is perhaps not as crucial. Doctors
will only have time to look at very few of the recommended letters and hence
ﬁnding a large fraction of all relevant documents is less important. However,
an interesting question, somewhat related to recall, is whether or not the most
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relevant letters in a database are retrieved ﬁrst. We will address this question
after examining precision ﬁrst.
In the scenario we envision, an implementation of the system could, for example, always retrieve the four highest ranking letters to a given reference letter.
Thus, we investigate what precision we can achieve when recommending the
“best” four or even fewer letters. Figure 4a shows the level of precision that the
system achieves when stopping retrieval of letters at a given rank. As shown, the
retrieval of the four best letters results in a rather low level of precision (precision
= 0.55). Unfortunately, reducing the number of letters to be retrieved does not
markedly increase precision (a maximal precision of 0.59 when presenting the
two letters with highest cosine similarity). Hence, only a little more than every
second retrieved letter is relevant. From Fig. 3 it is apparent, however, that we
can do better, when incorporating information about the absolute cosine similarity and not only the ranks of the letters. We can achieve a precision up to
1 if we present only letters with a cosine similarity higher than 0.4 (only letters with an average rating of at least ﬁve are retrieved in that situation). This,
in turn, means that only for a portion of the reference letters any comparison
letters are retrieved. In Fig. 4b we examine this relationship more closely. We
restrict the system to retrieve up to four letters (remember that we only have
human judgments for the top four) but only if their cosine similarity is bigger
than a threshold. We now plot the precision of retrieved letters as a function of
varying this cosine similarity threshold. Instead of labeling the x-axis with the
threshold we show the average number of retrieved letters per query or reference
letter. In this way we can visualize the trade-oﬀ between higher precision and
fewer retrieved letters. Increasing precision is thus easy to achieve. It comes at
the cost though of not retrieving any comparison letters for some reference letters. Unfortunately, it is likely that the recommender system will be of highest
value to doctors for patients with very rare diseases. In those cases, however, it
is least likely to ﬁnd other letters with a high cosine similarity in the database.
Therefore, a large corpus will be required to reliably retrieve relevant comparison
letters.
Next, we turn to the question whether the most relevant letters are retrieved
ﬁrst. This is hard to answer, since through our experiment we only know the
similarity of ﬁve comparison letters for each of the reference letters. We do not
know which similarity ratings participants would have assigned to the other
letters from our database. However, comparing the ranking computed by the
algorithm with the ranking by the experts can provide some insight into this
problem. The correlation between the algorithm’s and experts’ ranking on the
ﬁve comparison letters can be used as an approximate measure of the correlation between their ranking for all comparison letters. This correlation in turn can
provide insight into whether the most relevant letters are retrieved ﬁrst. Given
a high correlation it would be plausible to assume that the most relevant letters are often retrieved before less relevant letters. We compute this correlation
with the Spearman rank correlation coeﬃcient. Additionally we estimate the
95% conﬁdence interval for the correlation by a non-parametric bootstrap [9],
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Fig. 4. (a): Precision as a function of rank cut-oﬀ. (b): Precision as function of a
varying cosine similarity threshold. The x-axis shows the average number of retrieved
letters per reference letter at the threshold instead of the threshold itself. Note that
both plots (a) and (b) start at the same point, where all letters with rank four or
lower are retrieved, and share a common y-axis.

i.e. by randomly resampling with replacement the dataset at hand. The correlation between the ranking given by the average expert rating and the ranking of
the algorithm is 0.39 (95% CI: [0.22, 0.56]). While this is not particularly high,
it is still far better than chance (Spearman coeﬃcient of 0). The inter-rater
agreement among the experts when calculated accordingly (i.e. without followup pairs) is 0.71 (95% CI: [0.63, 0.79]). We also directly estimate the diﬀerence
between inter-expert agreement and algorithm-to-expert agreement. On average
the algorithm-to-expert agreement lies 0.33 below the inter-expert agreement
(95% CI: [0.15, 0.52]). While our system performs substantially worse than the
human gold standard, its ranking is well above chance. Therefore it seems plausible that the most relevant letters will be retrieved much earlier than expected
by chance.

4

Discussion

Facing challenging cases medical doctors are likely to beneﬁt from reviewing
information about similar patients. In this paper we have built a tool for automatic retrieval of physician letters similar to a reference letter. These similar
cases ought to help guide a physician’s decision-making. Our prototype uses the
Term Frequency–Inverse Document Frequency (TF-IDF) vector space embedding of texts, a standard tool from Information Retrieval, to compute the similarity between documents and to ﬁnd the most similar letters from a database.
The performance of this prototype was assessed in a psychological experiment
by comparing expert judgments of letter similarity to the cosine similarity of
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TF-IDF embeddings. Our evaluation showed that while there is room for further improvement of the system, useful recommendations can be made with the
help of TF-IDF recommenders.
One drawback of the dataset we used for the experiment is that patients
with several diﬀerent cancer types are included, potentially making it too easy
for the system to ﬁnd similar patients by just presenting only patients with the
same disease. To address this issue we are currently investigating the system’s
performance on a dataset of patients with one disease only. These results will
show more directly how useful the system is in practice as it is likely more
relevant to ﬁnd similar patients within one disease group than between disease
groups. Additionally, when considering the validity of our results, one has to
keep in mind that we conducted our experiment with four medical experts only.
It is important to note that even if a recommender agrees strongly with experts’
similarity judgments and practitioners ﬁnd such a system useful, only a clinical
trial can establish whether using such a system also improves clinical treatment
for patients.
In any case, while we ﬁnd a reasonable correlation between cosine similarity
and experts’ judgments, there is reason to believe that the recommender will
work even better on a larger database. In a much larger database there will be
more documents with a higher cosine similarity for each reference letter. And a
high absolute cosine similarity seems to be a much better predictor for a high
perceived similarity than the relative rank as shown in Fig. 4, which suggests
that using a larger database will directly improve recommendations.
To increase the performance of the system further one can imagine using
other embedding methods or a combined similarity measure created out of the
similarity measures of single embeddings. We already performed some experiments with three additional embedding methods: Latent Semantic Analysis [6],
Latent Dirichlet Allocation [3] and Paragraph Vector [15]. None of these methods outperformed the TF-IDF embedding but we got encouraging results when
using a combination of Paragraph Vector and TF-IDF embeddings. These two
methods seem to be suﬃciently dissimilar in their embedding procedure that
useful additional information can be gained by combining them.
As already described in the introduction, Klein [13] describes real-world
decision-making in the following way: Experts generate hypotheses for the current problem at hand based on examples of previous problems stored in memory.
The example-solutions are applied to the current problem and reﬁned or discarded if necessary. It is quite compelling to believe that the quality of decisions
will increase if more relevant examples are retrieved. In our application scenario,
the examples are provided by our algorithm rather than retrieved from memory
and we showed that our system indeed retrieves useful instances. We can thus
extend the physician’s retrieval memory to the whole database of the hospital.
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Abstract. Building predictive models is central to many big data applications. However, model building is computationally costly at scale. An
appealing alternative is bypassing model building by applying case-based
prediction to reason directly from data. However, to our knowledge casebased prediction still has not been applied at true industrial scale. In previous work we introduced a knowledge-light/data intensive approach to
case-based prediction, using ensembles of automatically-generated adaptations. We developed foundational scaleup methods, using Locality Sensitive Hashing (LSH) for fast approximate nearest neighbor retrieval of
both cases and adaptation rules, and tested them for millions of cases.
This paper presents research on extending these methods to address
the practical challenges raised by case bases of hundreds of millions of
cases for a real world industrial e-commerce application. Handling this
application required addressing how to keep LSH practical for skewed
data; the resulting eﬃciency gains in turn enabled applying an adaptation generation strategy that previously was computationally infeasible.
Experimental results show that our CBR approach achieves accuracy
comparable to or better than state of the art machine learning methods commonly applied, while avoiding their model-building cost. This
supports the opportunity to harness CBR for industrial scale prediction.
Keywords: Big data · Case based reasoning
Ensemble of adaptations · Locality sensitive hashing
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Introduction

Predicting future customer actions is integral to e-commerce competitiveness.
For example, the success of retailers is closely tied to predicting customer behaviors to maximize eﬀectiveness of the supply chain, inventory management, and
marketing. The standard method for such prediction is to abstract data into
mathematical models to apply to the prediction task (e.g., a ﬁrm might train a
logistic regression model to predict whether a customer will make an electronics purchase within the next month). The staggering growth of digital data has
c Springer Nature Switzerland AG 2018
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made a plethora of training instances available, increasing prediction opportunities but making model building computationally challenging. This challenge is
commonly addressed at two stages: First, by applying sampling methods to select
a manageable-size subset of the data to use as a training set (e.g., [26]), and second, by applying optimization techniques such as stochastic learning (e.g., [4])
or parallelization (e.g., [31]) to expedite the model-building process.
In contrast to model-based approaches, case-based reasoning’s lazy learning
approach skips the model building step entirely, to retrieve cases on demand
and predict directly from them. This avoids the cost of model building but
shifts cost to retrieval. Often retrieval costs are not a practical impediment [9].
However, successful industrial-scale CBR will depend on controlling them. A
rich current of CBR research develops methods for controlling retrieval costs by
compressing the case base (see Leake, Smyth, Wilson and Yang [18] for some
examples). However, applying even carefully-crafted competence-driven methods
(e.g., [30]) has two major drawbacks. First, deletion of cases may unavoidably
lose information. Second, compression can impose a considerable pre-processing
cost penalty [9]. Standard compression methods generally have O(n2 ) complexity
[30], making them prohibitively expensive to apply to case bases at scale.
In previous work [11] we argued that using retrieval methods from big data
frameworks can enable scaling up CBR without compression. That work introduced large scale case/rule retrieval and adaptation generation methods for
regression and classiﬁcation tasks, using Locality Sensitive Hashing (LSH) [10]
for eﬃcient approximate nearest neighbor retrieval, based on examining a subset
of candidate cases (those in the same hash bucket as the query) rather than the
entire case base. Evaluations supported that the methods were practical for large
case bases (tests included a case base of two million cases), but also revealed that
handling larger case bases would require going beyond those methods alone. It is
now common to deal with data sets with several hundreds of millions of instances
[1], and is not unheard of to handle billions of instances [19,23]. Consequently,
new methods are needed.
This paper discusses the primary challenges of extending the LSH-based casebased prediction approach to the next level, of hundreds of millions of cases, and
how we addressed them. The testbed domain for this work is an important ecommerce application: predicting the propensity of the users of an e-commerce
platform to engage with a marketing vehicle (e.g., to open a marketing email) or
to make a transaction within a certain set of departments over a certain period
of time in future. These tasks require predicting probabilities ranging from 0
to 1. The data in this domain is skewed and the labels are imbalanced. Skewed
data is a common problem in real-world domains and has been the subject of
considerable study in machine learning (e.g., [3,5]), but has received only limited
consideration in CBR (e.g., [20,21]).
This paper proposes and evaluates a set of case-based predictors able to
retrieve suﬃciently eﬃciently to handle case bases two orders of magnitude larger
than previously tested and to deal with skewed data. It proposes three new
methods for eﬃcient large-scale retrieval by LSH when handling skewed data,
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hierarchical LSH, prototype-based case retrieval, and capping the number of
cases within a hash bucket. It presents an CBR approach applying these methods,
Ensembles of Adaptations at ScalE (EASE), building from our previous work
using automatically generated ensembles of adaptations [11–13,15], and tests an
implementation for a sampling of variant methods.
The rest of the paper is organized as follows. First, it reviews existing work
on large scale case-based reasoning. Next, it introduces EASE. It then presents
an evaluation of four diﬀerent conﬁgurations of EASE, to identify the contributions of diﬀerent design choices, as well as evaluation of a new conﬁguration
of our ensemble-based adaptation learning/application method, enabled by the
new retrieval methods, exploiting much larger sets of automatically-generated
adaptation rule ensembles than in our previous work. The paper closes with a
summary of contributions and future directions.

2
2.1

Background: Retrieval Cost and Case-Base Growth
Speedup Through Maintenance

The CBR community has long been aware that case base growth can impair system eﬃciency, due to the utility problem as retrieval cost grows due to increased
case base size (e.g., [28]). This has led to much research on case-base maintenance methods for controlling case base size, such as selective retention of cases
(e.g., [24,27]) and competence-based case deletion/selection (e.g., [29,30,32]).
Retention strategies have also been developed to control growth of automaticallygenerated case adaptation rule sets [16].
However, even state of the art competence-based techniques cannot ensure
protection against knowledge loss from deleted cases or rules. As compression
increases competence loss can become severe (e.g., [30]). In addition, sophisticated competence-preserving deletion methods are computationally expensive—
overwhelmingly so for data at scale—and must be incurred each time the case
base is compressed [9]—which may occur routinely in the life cycle of a CBR
system. These issues with compression methods motivate replacing compression
by retrieval eﬃcient enough to handle complete case bases at scale.
2.2

Speedup by Big Data Methods

Recent work on applying big data methods to CBR provides a ﬁrst step towards
large-scale retrieval without knowledge loss, but has limitations. Some existing
methods enable rapid retrieval of exact matches, enabling eﬃciency and accuracy
to be achieved simultaneously when similarity-based matching can be sacriﬁced.
For example, Dumoulin [2] applied a MapReduce based retrieval method to
perform eﬃcient exact match retrieval on a case base of several million cases.
However, CBR normally requires searching for nearest neighbors of a case,
for partially-matching neighbors. In these scenarios, locality-sensitive hashing
(LSH) is a natural candidate for practical approximate nearest neighbor search.
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Locality Sensitive Hashing: Locality Sensitive Hashing (LSH) [10] is an eﬃcient
method for mapping data points into “buckets.” With appropriate parameter
settings LSH is likely to place similar points in the same bucket. LSH is often
used to speed up nearest neighbor search by narrowing down the search space
for a given query to a subset of cases—those in the bucket associated with that
query—rather than the whole case base. LSH is an approximation method; it
does not guarantee that all nearest neighbors of a case will be grouped into
the same bucket nor does it guarantee that all cases in the same bucket will be
similar to each other. However, LSH has been shown suﬃciently accurate to be
an eﬀective practical approach for ﬁnding nearest neighbors of a case [6], and
the trade-oﬀ between accuracy and eﬃciency can be tuned as needed (e.g. [17]).
Various schemes have been developed to improve its core method [6,7,17].
Integrating LSH with CBR: We began to explore LSH for similarity-based
retrieval in our work on BEAR [11], which applied LSH using p-stable hashing
[6] for retrieval for case-based numerical prediction (regression) tasks. BEAR
was tested on case bases with up to two million cases. We recently introduced
EACH [12], a locality sensitive hashing scheme for domains with both categorical
and numeric input features/target values, and used it as the basis of fast largescale retrieval in EACX, a scalable case-based classiﬁer. This work showed that
applying ensembles of adaptations to adjust the approximate nearest neighbor
solutions can help compensate for the lower retrieval quality of LSH retrieval
compared to full nearest neighbor retrieval [11,12].

3
3.1

Ensembles of Adaptations at Scale (EASE)
Foundations of EASE

The EASE method builds on succession of knowledge-light approaches for
improving CBR performance by automatically generating adaptation rules from
the case base and applying ensembles of those solutions for problem-solving
and classiﬁcation [11–13,15]. Experimental results support that these methods
signiﬁcantly increase accuracy over baselines. Here we summarize the two most
relevant variants for the prediction tasks of this paper: EAR (Ensembles of Adaptations for Regression) [15], which developed the basic approach, and BEAR (Big
Data Ensembles of Adaptations for Regression) [11], which scaled up the approach. However, the scaleup methods from this paper could be applied to the
classiﬁcation variants as well.
EAR uses the Case Diﬀerence Heuristic (CDH) [8] approach to generate
adaptations from pairs of cases in the case base. Each resulting rule has two
parts, a description of diﬀerences in the input features of the two cases and a
description of the diﬀerences between their solutions (here, values or labels).
EAR generates adaptations by comparing pairs of cases, selected by one of three
strategies:
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1. Local cases - Local neighbors: Generate adaptations by comparing every pair
of cases in the local neighborhood of the input query. Because this approach
considers few cases, it is practical for lazy generation of adaptation rules on
demand.
2. Global cases - Local neighbors: Generate adaptations by comparing every
case in the case base with its few top nearest neighbors.
3. Global cases - Global cases: Generate adaptations by comparing every possible
pair of cases in the case base.
EAR solves input problems by retrieving a relevant prior case or cases, according to a selection strategy, and applying ensembles of automatically-generated
adaptations to generate sets of solutions to combine.
BEAR scales up EAR by using LSH for fast approximate nearest neighbor
retrieval. For any retrieval task, the appropriate LSH method is dictated by the
input features’ data types in the underlying domain; BEAR used p-stable hashing. BEAR developed foundations for case-based predictors at scale, handling
millions of cases. However, it did not address the scale and skewed data issues
of our e-commerce domain.
3.2

EASE

EASE extends BEAR to handle arbitrarily large case bases, where the limitation
is only the storage capacity of the underlying big data platform—the expected
look up time remains constant as the size scales up, even for skewed data. To
reduce computation costs, EASE dedupes cases with identical input features and
uses collision handling methods to handle cases with non-identical but similar
features.
Case/Adaptation Deduping: In our e-commerce domain, cases often have
identical input features. For example, when predicting customer propensity to
engage with marketing emails, based on cases for past customer actions, it is
likely that many customers never opened or clicked a marketing email, yielding
identical features (here, zero opened or clicked marketing emails over any of a
range of time periods). EASE handles such cases through a deduping process,
separate from the skewed data process that applies to distinct cases/adaptations
whose similar input features result in their being hashed to the same hash bucket.
Deduping cases with identical input features serves two purposes. First, deduping improves eﬃciency. Cases with identical input features in the training data
have the same performance eﬀect on LSH as skewed data, because excessive
numbers of cases in the same hash bucket make nearest neighbor retrieval ineﬃcient within the hash bucket. Second, duplicate cases can degrade the accuracy
of prediction if there is high variation in their labels. For example, if there are
millions of such cases with numeric target values with very high variance, randomly selecting a few of these cases as the nearest neighbors of the input query
will result in high variance for predictions. In addition, if all nearest neighbors of
an input query have identical input features, then EASE’s automatic adaptation
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generation would generate the same diﬀerence vector for comparing the input
query with its nearest neighbors, which in turn would reduce diversity in the
adaptation rules to be applied and decrease the beneﬁt of ensemble adaptation.
Deduping in EASE is done at both training and solution building stages and
is applied to both cases and adaptation rules. At training, cases/adaptations
with identical features are grouped and form a prototype case whose solution
is a function of all participating cases’ solutions (e.g. the mean or median).
Techniques such as outlier removal could be used to generate a better estimate
of the prototype case’s solution in presence of noise.
Deduping during solution-building is done diﬀerently depending on whether
EASE is run in batch mode or to process streaming problems. In batch mode
all input queries are known to the system in advance. In the streaming mode,
input queries are introduced to the system successively and not known to the
system in advance. At the solution building stage, in the batch mode, only one
version of cases with identical features is retained. The calculated solution is
then replicated for all cases with identical input features. In the streaming mode,
the solutions for previously solved problems are stored and each new incoming
problem is looked up in the pool of previously solved problems.
Collision Handling: The main novelty of EASE’s approach is its collision
handling module. The collision handling module controls the number of cases per
hashing bucket with the aim of keeping the number of cases per bucket within
a desired range to ensure eﬃcient case/rule retrieval. We have identiﬁed two
families of methods for collision handling for EASE, one lossy and one lossless.
To the best of our knowledge, neither has been proposed previously.
Lossy Collision Handler: The lossy handler deletes cases in a bucket to keep
the number of cases below a threshold. This approach may seem incompatible
with EASE’s claim of avoiding the information loss associated with case-based
compression. However, case deletion in EASE is mainly targeting skewedness in
the data, with the premise that given many cases with similar input features,
keeping all those cases does not improve prediction accuracy. We propose two
types of lossy collision handlers, competence-based and sampling-based:
– Competence-based Collision Handler: Uses competence-based deletion methods to control the number of cases per bucket. For example, a footprint deletion policy [29], or—more relevant to the ensemble and adaptation-based
nature of EASE—adaptation-guided maintenance [16] could be applied.
– Sampling-based Collision Handler: Uses sampling methods to control the
number of cases per bucket. The most naive such method is random sampling. However, more advanced sampling techniques such as clustering or
density-sensitive sampling [25] could also be used. Random sampling has the
advantage of low time complexity compared to advanced sampling techniques
or competence-based alternatives. We note that an overly expensive collision
handling step could easily become a new bottleneck, nullifying speed gains
from EASE.
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Lossless Collision Handler: Another approach to deal with a high collision rate
is to keep all cases, but to further split the cases into new buckets to guarantee
the limit on the maximum bucket size. LSH controls the number of cases in each
bucket thorough the sensitivity of the chosen hashing functions. Increasing the
sensitivity increases the total number of buckets while decreasing the average
number of cases per bucket; decreasing the sensitivity reduces the number of
buckets and increases the average number of cases per bucket. For large case
bases with skewed data distributions, two conﬂicting factors pose a problem
for LSH. Increasing sensitivity results in a large number of buckets with few
cases per bucket, potentially making it unlikely there will be enough candidate
cases/rules for ensemble-based solution building by EASE. On the other hand,
decreasing sensitivity results in a manageable number of buckets, but a few of
these buckets will still contain a large number of cases. For cases hashed to those
buckets the retrieval process may have excessive computational cost. We address
this with a method we call Hierarchical LSH.
Hierarchical LSH: The main idea of Hierarchical LSH is to use a moderate
sensitivity to hash cases initially, and then to apply additional rounds of hashing
with higher sensitivity to buckets with high collision level (i.e. buckets with
large number of cases). This results in a density sensitive LSH that tunes the
sensitivity for diﬀerent subspaces according to their case distribution densities.
We note that adding more levels of hashing can potentially increase the look up
time, but practically speaking the time complexity should be comparable with
one level LSH. If there are i cases in a skewed hash bucket and if r, is the number
of cases per bucket considered manageable, then the number of required hash
levels will be O(logr i).
These collision handling methods apply to both batch and streaming scenarios. In streaming scenarios, reservoir sampling can be used for random sampling. Both footprint and adaptation-guided collision handling apply directly to
streaming settings. Because hierarchical LSH keeps all cases in the case base, it
requires no special treatment for streaming scenarios. However, because of cost
of competence-based maintenance, random sampling and hierarchical LSH are
the most promising collision-handling methods for very large case bases. The
following experiments test EASE with random sampling.
3.3

Adaptation Generation and Building the Solution

EASE uses two adaptation generation alternatives: Local cases - Local neighbors
(henceforth local-local), and Global cases - Local neighbors (henceforth globallocal). Because the extreme large size of the case base, Global cases - Global cases
would impose overwhelming computational costs. In terms of space complexity,
Local cases - Local neighbors requires constant storage, and Global cases - Local
neighbors requires storage of the order of the case base size.
Algorithm 1 summarizes EASE’s solution building process. First, the input
query is hashed, using the chosen hashing method, and assigned to a case bucket.
EASE then does nearest neighbor search among the cases in the same bucket as
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Algorithm 1. EASE’s basic algorithm
Input:
Q: query
n: number of source cases to adapt to solve query
r: number of adaptation rules to apply per source case
CB: case base
sample: whether or not to sample the training data
mode: rule generation mode (local-local or global-local)
Output: Estimated solution value for Q
//Begin Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
if sample then
CB ← StratiﬁedSampler(CB)
end if
HashedCaseBase ← LSH(CB)
if mode == global-local then
rules ← RuleGenerator(HashedCaseBase)
HashedRules ← LSH(rules)
end if
//End Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
if mode == local-local then
rules ← RuleGenerator(HashedCaseBase, Q)
HashedRules ← LSH(rules)
end if
CasesT oAdapt ← ApproximateNeighborhoodSelector(Q,n,HashedCaseBase)
for c in CasesT oAdapt do
RulesToApply ← ApproximateNeighborhoodSelector(HashedRules,c,Q)
SolutionEstimate(c) ← MajorityRuleVote(RulesT oApply, c, r)
end for
return MajorityVote(∪c∈CasesT oAdapt SolutionEstimate(c))

the input query. By comparing the features of the input query and its nearest
neighbors (here the source cases), EASE generates a set of diﬀerence descriptors.
These diﬀerence descriptors are hashed and assigned to the corresponding adaptation buckets. Nearest neighbor search is done within each adaptation bucket
and the top K nearest adaptation rules (for a pre-set K) are retrieved for each
diﬀerence descriptor. For each source case, the new values proposed by the adaptations are aggregated and used to adjust the source case values. The adjusted
values for each source case are combined to form the ﬁnal solution.
3.4

EASE Architecture

Figure 1 presents the EASE architecture, for the conﬁguration in which adaptations are generated by comparing each case with its top nearest neighbors
(global-local). The architecture for other variations of EASE is very similar,
with slightly simpler ﬂow.
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As a preprocessing step, cases in the case base are hashed into diﬀerent
buckets. The input query is hashed using the same mechanism to identify the
relevant bucket for the query. The “approximate nearest neighbor retriever”
selects its approximate nearest neighbors, whose solutions are adjusted and used
to build the ﬁnal solution. The collision handler module ensures that the number
of cases within each hash bucket does not exceed a pre-set threshold, to guarantee
acceptable run time. Adaptations are generated by comparing cases in the same
hash bucket and form the rule base.
As described in detail in Jalali and Leake [13,15], the EAR/EAC approach
automatically generates adaptation rules from cases, indexed analogously to
cases; this enables applying the same retrieval process to cases and rules. The rule
base is partitioned into diﬀerent buckets using LSH, and as for the hashed case
base, the collision handler ensures that the number of adaptations per bucket
does not exceed a certain limit. To generate adaptation rules, the input query
and source cases retrieved by the “approximate nearest neighbor retriever” query
are compared and their feature diﬀerences are generated and hashed. To generate a solution for an input query, the solution of each source case is adjusted by
applying an ensemble of adaptations addressing problems with diﬀerences similar to those between the input query and that source case. The ﬁnal solution is
built by combining the adjusted values of the retrieved source cases.

4

Evaluation

Our evaluations test the accuracy and eﬃciency of diﬀerent variants of EASE
and compare them to two classic machine learning approaches for industrial
big data, Logistic Regression and Random Forest. Speciﬁcally, the evaluations
address the following questions:
1. Comparative accuracy: How does the accuracy of diﬀerent variants of EASE
compare to each other and baselines?
2. Eﬀect of preprocessing sampling on performance: How sensitive is the accuracy of EASE to using the whole training data without any preprocessing
compared to preprocessing the data with stratiﬁed sampling?
3. Comparative execution time: How does the execution time of EASE compare
to baseline methods?
4.1

Experimental Design

We tested EASE for two data sets from real-world problems. The ﬁrst is the
Kaggle Real Time Bidding data set1 , which is publicly available and contains one
million cases. Kaggle data sets are posted as practical challenges for predictive
modeling and analytics competitions. The second is data for building propensity
models for Walmart.com, an e-commerce platform with hundreds of millions of
users. Because this data contains several hundred million cases, it far exceeds
1

https://www.kaggle.com/zurfer/rtb/data.
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Fig. 1. EASE architecture

the scope of previous CBR applications. We respect corporate practice by not
providing precise proprietary details such as the exact size or features. However,
because we report the relative performance of the tested methods compared to
baselines applied to the same data, comparative performance can be assessed,
and these relative results can be compared to the fully replicable results on the
Real Time Bidding data set.
Evaluation Tasks: The ﬁrst task is to predict whether a user will open a
marketing email within seven days from receiving it. We will refer to this task
as engagement propensity. The input features to predict engagement propensity
are mainly related to users’ previous interactions with marketing email, such as
how many emails they have historically received, opened or clicked. Each user
case includes tens of such features. The second task is to predict whether a user
will make a purchase within the health and beauty departments in the next 30
days. We refer to this task as purchase propensity. The input features to predict
purchase propensity are mainly related to user past purchases and browsing
behavior. Each user case includes hundreds of such features. The two tasks are
speciﬁcally selected to study EASE’s performance under diﬀerent ratios of label
values where the class imbalance issue is more severe for propensity prediction.
The third task is to predict whether a user will click on an ad (e.g. banner on a
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webpage). We refer to this task as click prediction. There are 88 input features
in the click prediction domain. The data is anonymized by Kaggle; PCA was
applied to the original features and 0.99 of the linear explanatory power was
retained. The original features included browser, operating system or time of
the day the user is online, etc. There are 1908 cases with label 1 and the rest of
the cases in this domain have 0 as their labels.
Evaluation Methodology: For engagement and purchase propensity models
we pick training labels from one week and one month of user activities respectively and evaluate the models on the activities of the users over the following
week and month. For click prediction we randomly split the data to 70% training
and 30% test. Because the tests deal with class imbalance, we use the area under
the Precision-Recall (PR) curve to evaluate diﬀerent methods rather than accuracy, AUC or other metrics. The PR curve is especially informative if propensity
predictions are used to pick customers to receive a marketing campaign where
the objective is to maximize the number of customers that convert (open an
email or make a purchase in a speciﬁc set of departments). In this case the PR
curve can give us the expected number of customers that convert at diﬀerent
recall levels which can be translated to segment sizes (i.e. number of recipients
of the marketing campaign).
Implementation: We implemented all EASE variations in Apache Spark and
used BucketedRandomProjectionLSH class from Apache Spark MLlib [22] for
LSH. We used 0.25 as the sensitivity of the LSH across all variations of EASE.
This was selected experimentally based on the bucket size distributions it yields
for the e-commerce data. We set the number of hash tables in BucketedRandomProjectionLSH to six; i.e., every case/rule is hashed using six hash functions. These two parameters (i.e. sensitivity and number of hash tables) could
be treated as hyper parameters, but in order to narrow down the search space
(for hyper parameter tuning) we picked their values experimentally. Spark MLlib
provides built-in functionality for grid search, which we used for hyper parameter
tuning. It also contains classic predictors such as Logistic Regression (LR) and
Random Forest (RF) which we have used in our evaluations. The hyper parameters we tuned for LR are the maximum number of iterations and the regularization parameter; for RF they are the number of the tress and their maximum
depth. In our evaluations we used entropy as the underlying impurity measure
in RF. The area under the PR curve is calculated using the BinaryClassiﬁcationMetrics class from Spark MLlib. We used random sampling within buckets
as the underlying collision handling method in our implementation of EASE. We
implemented and tested four variants of EASE:
1. EASE-Strat-Local: Uses LSH for approximate nearest neighbor search for
case and rule retrieval. It uses the stratiﬁed version of the case base as the
training set and generates adaptations from the local neighborhood of the
input query only. The hyper parameters of EASE-Strat-Local are: number of
approximate nearest neighbors to use, number of adaptations to apply, and
maximum number of cases per bucket.
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2. EASE-Full-Local: Diﬀers from EASE-Strat-Local in using the whole training
set rather than the stratiﬁed version of the training data.
3. EASE-Strat-Global: Diﬀers from EASE-Strat-Local in generating adaptations
by comparing each case with its approximate nearest neighbors, rather than
from the local neighborhood of the input query. In addition to the hyper
parameters listed for EASE-Strat-Local, EASE-Strat-Global requires tuning
the number of approximate nearest neighbors of cases to be used in adaptation
learning.
4. EASE-Full-Global: Diﬀers from EASE-Strat-Global in using the whole training set rather than the stratiﬁed version of the training data.
In addition to these variants, we used an extreme approximate predictor as the
baseline. This baseline uses LSH to hash cases in the training set and creates
prototype cases by averaging the input features of all cases in the same hash
bucket and averaging of their labels. The only hyper parameter for this baseline
is the number of nearest prototypes to use building the solution.
4.2

Experimental Results

Questions 1 and 2: Comparative Accuracy and Eﬀect of Preprocessing:
We conducted experiments to evaluate the accuracy (in terms of area under PR
curve) of diﬀerent variations of EASE, LR, and RF compared to the baseline
method. Table 1 shows the gain in area of these methods over the baseline.
Table 1. Gain in area under PR curve of EASE-Strat-Local, EASE-Full-Local, EASEStrat-Global, EASE-Full-Global, LR and RF over the baseline for engagement and
purchase propensity prediction tasks
Task name EASE
EASE
Strat-Local Full-Local

EASE
Strat-Global

EASE
LR
Full-Global

RF

Engagement 8.02%
propensity

7.42%

5.92%

5.17%

10.30% 12.02%

Purchase
propensity

19.13%

29.01%

49.94%

65.41%

20.58% 11.54%

Click
prediction

20.68%

39.72%

118.39%

145.86%

83.32% 72.30%

The experiments show the superior performance of EASE compared to other
methods under class imbalance settings. For purchase propensity, EASE-FullGlobal shows 65% improvement over the baseline method while LR and RF only
show 21% and 11% improvement over baseline respectively. For click prediction
EASE-Full-Global shows 146% improvement over the baseline while LR and
RF show 83.32% and 72.30% improvement respectively. The absolute values
of area under PR curve for EASE-Strat-Local, EASE-Full-Local, EASE-StratGlobal, EASE-Full-Global, LR and RF is 0.0027, 0.0031, 0.0049, 0.0055, 0.0041,

Harnessing Hundreds of Millions of Cases

165

and 0.0039 respectively. We hypothesize that the superior performance of EASE
using global-local adaptation generation (i.e. EASE-Strat-Global and EASEFull-Global) over EASE with local-local adaptation generation (i.e. EASE-StratLocal and EASE-Full-Local) arises because, when there are very few instances
with a certain label values in the case base (i.e. class imbalance), it becomes
less likely to have enough of these instances in the local neighborhood of the
input query and therefore, the generated adaptations will be more homogenous.
However, with global-local adaptation generation there will be more diversity in
the generated adaptations, providing more beneﬁt from ensemble adaptation. We
hypothesize that the superior performance of EASE over model-based machine
learning methods such as LR and RF for class imbalance follows from its lazy
nature, which enables considering the whole case base rather than abstracting a
portion into the mathematical models.
When class labels are more evenly distributed (i.e. engagement propensity
setting), the gap between EASE performance compared to classic machine learning models such as LR and RF is smaller and in fact LR and RF slightly outperform EASE but the diﬀerence is not drastic (compared to EASE-Strat-Local, 2%
for LR and 4% for RF). Among EASE variants, using the local-local method for
generating adaptations yields relatively better performance, as shown in Table 1.
We hypothesize that suﬃcient learning opportunities in vicinity of the input
query and lack of consideration of context in the global-local method (cf. [14])
are the main reasons for local-local method’s superior performance in this case.
The experiments also show that for engagement propensity prediction, there
is only a modest diﬀerence between using the stratiﬁed version versus using
the full the training data, with the stratiﬁed version showing relatively better
performance. In the purchase propensity task, the strong class imbalance setting, the non-stratiﬁed versions of EASE show better performance and this gap
is especially marked when the global-local method is used for generating the
adaptations. Overall, we conclude that pre-processing the case base with stratiﬁed sampling is not necessary for EASE. This can save time and computational
resources, and is made feasible in practice by the scalability of EASE.
Question 3: Execution Time: The execution time of diﬀerent methods depends
on the underlying technology used to implement them. We implemented EASE in
spark to be able to code everything ranging from LSH, to grid search, to evaluation metrics in the same environment. Benchmarking the performance of EASE
implemented in Spark versus in other technologies such as NoSQL databases is out
of the scope of this work; we only report results based on Spark execution times.
We ran Spark on an Apache Mesos cluster with hundreds of workers, several thousands of CPU units and Terabytes of memory. Preprocessing the case base of several hundreds of millions of cases and conducting stratiﬁed sampling takes tens
of minutes processing time and building a single model (characterizing a single
set of departments, e.g., health and beauty) usually takes a few minutes. Scaling
these up to a scenario in which more models are required for diﬀerent super department sets or engagement with diﬀerent marketing vehicles, the execution time for
the model-based approach can go beyond several hours. Using EASE makes it
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possible to avoid the preprocessing and model building steps and to save this time
and computational resources.
Building the solution for an input query usually takes several to several hundreds of milliseconds for model based approaches such as LR or RF depending
on the number of features and the complexity of the model. This value increases
to a few seconds for EASE’s implementation in Spark. However, we believe by
using NoSQL databases the run time of EASE can be reduced to a few lookups
and a few mathematical operations such as calculating the distance between
cases, picking the top nearest neighbors and taking the average of a few values.
Considering that a lookup only costs a few milliseconds in NoSQL databases,
we believe that the whole solution building process can be kept below a second
using the appropriate storage solution. We expect the result to be that EASE
will provide much shorter preprocessing time and comparable solution building
time to model-building methods.

5

Conclusion and Future Work

This paper introduced Ensemble of Adaptations at ScaleE (EASE), a case-base
predictor for industrial big data settings that can handle skewed data. A central
goal of this project is to scale up CBR to handle case base sizes far beyond those
of previous studies and make CBR methods competetive for large-scale big data
prediction tasks.
EASE uses locality sensitive hashing to perform approximate nearest neighbor search. LSH nearest neighbor sacriﬁces some accuracy for the sake of eﬃciency. However, the ensemble-based nature of EASE is able to compensate for
its accuracy loss. EASE uses deduping and collision handling to maintain eﬃciency for retrieval from arbitrarily large case bases. We evaluated EASE both
for a public real-time bidding domain with one million cases used for a Kaggle
challenge, and for building propensity models for an e-commerce platform with
hundreds of millions of customers. Experimental results showed superior performance for EASE compared to sample classic machine learning models under
class imbalance settings and showed comparable performances under more even
label value distribution scenarios. However, compared to other model-based predictors EASE saves time and computational resources by skipping the model
building and training data preprocessing step.
The future directions for this work include more extensive performance
benchmarking under diﬀerent levels of class imbalance and for implementations
using diﬀerent platforms such as Apache Spark, NoSQL or an index-based solution such as Elasticsearch. Another direction is adding contextual considerations
to adaptation retrieval when adaptations are generated from the entire case base
[14]. Yet another is to study the eﬃciency and performance eﬀects of our alternative proposed collision handling mechanisms such as hierarchical LSH.
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vol. 9343, pp. 181–196. Springer, Cham (2015). https://doi.org/10.1007/978-3-31924586-7 13
12. Jalali, V., Leake, D.: Scaling up ensemble of adaptations for classiﬁcation by
approximate nearest neighbor retrieval. In: Aha, D.W., Lieber, J. (eds.) ICCBR
2017. LNCS (LNAI), vol. 10339, pp. 154–169. Springer, Cham (2017). https://doi.
org/10.1007/978-3-319-61030-6 11
13. Jalali, V., Leake, D., Forouzandehmehr, N.: Ensemble of adaptations for classiﬁcation: learning adaptation rules for categorical features. In: Goel, A., Dı́az-Agudo,
M.B., Roth-Berghofer, T. (eds.) ICCBR 2016. LNCS, vol. 9969, pp. 186–202.
Springer, Cham (2016). https://doi.org/10.1007/978-3-319-47096-2 13

168

V. Jalali and D. Leake

14. Jalali, V., Leake, D.: A context-aware approach to selecting adaptations for casebased reasoning. In: Brézillon, P., Blackburn, P., Dapoigny, R. (eds.) CONTEXT
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Abstract. Case-based reasoning can resolve new problems based on
remembering and adapting the solution of similar problems. Before a
CBR system can solve new problems it must be provided with an initial
case base covering the problem space with a suﬃcient number of representative seed cases with solutions that are known to be correct. We use
a CBR module to recommend leisure plans in Madrid based on user preferences and contextual information. This paper deals with the problem
of how to build and evaluate an initial case base of leisure experiences in
Madrid for the recommender system.
Keywords: Case-based reasoning · Cold start
Context-aware recommender system · Knowledge acquisition

1

Introduction

Case-based reasoning (CBR) addresses new problems by remembering and
adapting solutions previously used to solve similar problems [18]. CBR is also a
theory of skill and knowledge acquisition that overcomes some of the traditional
bottlenecks of expert systems [30]. The main argument for using CBR in general
is that it does not need an extensive and deep domain model and relies instead on
experience-based, compiled knowledge, which humans are known to gather during and after problem solving [26]. Before a CBR system can solve new problems
it must be provided with an initial case base covering the problem space with
a suﬃcient number of representative seed cases with solutions that are known
to be correct. Populating the initial case base is a hard, domain-dependent and
time-demanding task. Although seed cases are typically provided by a domain
expert, there are approaches of (semi)-automated acquisition [2,9,19,24,25,32].
In fact, case acquisition from raw data is one of the challenges of the CBR
research [11].
Supported by the Spanish Committee of Economy and Competitiveness (TIN201455006-R, TIN2017-87330-R); the UCM (Group 921330) and the funding provided by
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The CBR system begins with this initial case base and then each experience
of solving a new problem becomes the basis for a new case and enriches the
experiential memory. These experiences are learnt for potential reuse in future
similar problems, despite the utility problem [28]. Thus, CBR favors incremental
learning from experience and acquisition of expertise rather than exhaustive
extraction of domain knowledge [11].
This paper deals with the problem of how to build an initial case base
of leisure experiences in Madrid for a contextual recommender system implemented as a CBR system. Contextual recommender systems have the capability
to appreciate its environment and assess the situation in which the cases are to
be recommended [1].
When a tourism recommender system is in cold start [15] the system could
compose a plan as a sequence of activities – Point of Interests (POIs) or events–
based on given composition rules. However, this kind of recommendation would
require speciﬁc domain rules to capture dependencies and intrinsic congruence
between the activities. Besides, it would be diﬃcult to adjust the plan to the
context restrictions. Another option to avoid the cold start situation is using a
set of prototypical routes provided, for example, from a tourism expert, with
the limitations described above. In this paper, we propose an approach taking
advantage of the wisdom of the crowd [33] where the case base is created from
a crowd of people. We use a pseudo-random method to generate the seed case
base and then let the crowd vote to select and ﬁlter the best cases using an
Elo test [10]. With this method we obtain a case base with diversity, congruence between the activities, and collective knowledge that is independent from
a domain expert.
The rest of the paper is organized as follows. Section 2 describes the structure
of the cases and an brief overview of the recommendation process. Next, Sect. 3,
explains the process to generate a large set of candidate cases, and the use of
the Elo test to obtain a ranking of the best cases. After generating and selecting
the initial seed cases, in Sect. 4 we describe how this case base is evaluated
using coverage measures. Section 5 details some related works about techniques
to acquire knowledge in recommender systems. Finally, Sect. 6 concludes the
paper.

2

The CBR Recommendation Process

The CBR module of the recommender system generates a personalized plan by
retrieving and adapting the most similar plans according to the user context
and preferences. In order to recommend suitable plans, the system case base
stores the plan details and the contextual information associated to its activities and points of interests (POIs). This contextual knowledge is useful to avoid
unavoidable plans (i.e. outdoor activities when raining). In this paper, we will
describe the case structure, and the retrieval stage of the CBR system. A complete description of the system is available in [14].
The cases in the case base are plans with the typical structure descriptionsolution, C = <D, S>. In the retrieval step the case description is compared with
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the query and the solution, that includes the details of the route and the sequence
of activities, events and POIs in the plan, is reused. The case description is
deﬁned using two groups of attributes. The ﬁrst group represents the activities,
events and POIs contained in the plan (da ). The second group of attributes
represents the contextual restrictions (dctx ) to perform the plan such as time,
transportation availability, budget, etc. Table 1 shows an example of a case in
our system. The list of attributes that deﬁnes the contextual restrictions listed
in Table 2.
Table 1. The information contained in a case
Attribute

Value

Time

11:05–16:35

Transport
First location
Estimated cost
Weather
Out/indoor

Public transport
(−3.709, 40.411)
25 e
Sunny
Outdoor

Description da
Act. categories

Categories

Park, Restaurant, Italian Food, Museum,
Art

Solution

Activities

Park “El campo de la cebada” (11:05–12:05)
Restaurant “Saporte di Pizza” (12:15–13:30)
Queen Soﬁa Museum (13:45–16:35)

Description dctx
context setup

These details of each plan are stored in the case solution (S). Basically, the
case solution is the list of activities contained in the plan. In addition, it contains
the time when the user started the activity and when she ﬁnished it.
The retrieval process is a k-NN algorithm using a weighted average to combine the local similarities between attributes. It calculates the average of the similarity of all attributes deﬁned in cases and the query. These similarity functions
are divided in contextual similarity (simctx ) and activities similarity (sima ).
similarity(C, Q) = α · simctx (dcctx , dqctx ) + (1 − α) · sima (dca , dqa )

(1)

The contextual similarity function simctx is the average of the contextual
attributes described in Table 2. Analogously, the similarity of activities, sima ,
compares the type of activities in the plan (museums, restaurants, cinemas,
parks, ...).

3

Case Base Acquisition

This section describes our approach to generate synthetically a case base that
captures certain wisdom of crowds knowledge [33] about the congruence and
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Table 2. Attributes representing contextual information in the cases.
Start-time

It contains the time when the user started the leisure plan

Duration

It is the time spent by a user to complete all activities of the plan

Location

This attribute deﬁnes the location where the user started to visit
the activities

Out/indoor It deﬁnes the type of location of every activity in the plan. The
location type values can be indoor or outdoor
Weather

It represents the weather requirements to perform the plan

Cost

It is an estimation of the cost to realize all the activities

Transport

It stores the transport used by the user when he/she visited the
activities. This transport type can be: walking, public transport or
car

Social

This attribute deﬁnes the social information associated with the
plan, i.e., what are the social conditions when the user did the
leisure plan. Its possible values are: alone, couple, family, friends
and business

common sense in the sequence of activities in a plan. This refers to social non
algorithmic knowledge associated to a touristic route, for example, leg fatigue,
crowed streets in certain seasons like Christmas, delays in big groups of people,
alternate between physical and quiet activities, the best lighting conditions for
visiting a POI, and others. Firstly, a large number of cases are pseudo-randomly
generated complying basic restrictions about distances, timetables, activities,
etc. Next, real users rank those cases according to their congruency with the
context and their global quality a as a plan. It is important to note that users
do not take into account their personal preferences when voting.
To perform this ranking we have used the Elo rating system [10], a well known
method for calculating the relative skill levels of players in zero-sum games such
as chess.
Following subsections detail the process. Firstly, we generate a large set of
cases synthetically. These cases are candidates for the initial case base. Then,
the next step uses the Elo test to obtain a ranking of the best cases.
3.1

Case Base Generation

The ﬁrst step consists on generating a large set of candidate plans from a dataset
of activities. These activities were obtained from the Madrid’s council Open Data
portal1 that contains a large dataset of leisure activities in Madrid. Concretely,
we used around 1000 restaurants, more than 300 POIs (monuments, buildings,
etc.) and nearly 1300 events.
From this dataset, cases are generated randomly but according to certain
restrictions, timetables, types of activities and distances. Cases are generated
1

https://datos.madrid.es.
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according to a simulated user context. A plan cannot contain two consecutive
restaurants, restaurants are scheduled at certain times, plans of the same context
start at the same POI, the maximum distance of the complete plan is limited
depending on the public transport in the area, or in the use of private car or
walking distance as indicated in the context. We generated randomly 30 diﬀerent
contextual setups. For each contextual setup we deﬁne concrete values for the
attributes presented in Sect. 2 and described in Table 2. For example, if the simulated context deﬁnes bad weather, the generated plan does not contain outdoor
activities. Although case generation was driven by the context, only some of its
attributes were used to select the activities of the plan as it is not possible to
model every possible restriction. This way, the generation stage returns a large
set of cases, syntactically correct but, may be, semantically incorrect. We will
use the Elo ranking, to ﬁlter these cases and select those ones that are good plans
and congruent with the context. At the end of this step we generated 10 plans
by contextual setup. In total, we generated 300 plans to evaluate as described
next.
3.2

Case Base Selection

The main goal of this second step is to capture good plans according to the
wisdom of crowd knowledge. To capture this knowledge we used a test based on
the Elo ranking, that is simple and does not require technical skills, like other
approaches such as Likert scales. This method allows determination of the best
plans faster than other methods because scoring is very simple. Given a context,
it just presents two options (plans) to the user and let her choose the best option
for this situation.
In the Elo ranking, each player’s performance in a game is modeled as a
normally distributed random variable. The mean of that random variable reﬂects
the player’s skill and is called the player’s Elo rating. If a player wins, her
Elo rating goes up, otherwise it goes down. The use of the Elo rating system
oﬀers many advantages: it is a simple and fast, it has only a small number of
parameters that need to be set, and it also provides comparable performance
to more complex models. This way, it has been used for diﬀerent purposes such
as eliciting user preferences [13] or ranking posts in online forums [7]. For our
concrete domain, the Elo ranking allows us to obtain cases that have a higher
diversity than those generated by an expert. And these cases are not biased
by the scorings of other users as they perform the Elo ranking independently
contributing with their own opinion. The Elo system aggregates their scorings
to obtain a global ranking that summarizes them.
A condition to apply the Elo ranking is that the scored items comply the
zero-sum property, meaning that each item’s gain or loss of utility is exactly
balanced by the losses or gains of the utility of the other items. Therefore, we
can apply the Elo ranking to score the quality of touristic plans if we assume that
this ranking is also a zero-sum game, in our case, that two plans cannot have
the same utility given a concrete context and user preferences. Therefore, for
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our CBR system a plan is always better than the others when being compared
to the query.
We applied this method to select the best cases according to their congruence
with the context and its quality as a leisure plan. To do that, we created a test
where every user selects the best plan between two options for the same contextual setup. For every couple of plans being shown to the user, the corresponding
context used to guide the generation of both plans is also described.

Fig. 1. Map and summary of contextual information for both plans

Figure 1 shows an example of voting using our implementation of the Elo
test. First of all, the test shows 2 buttons to vote the corresponding plan; and
in the middle of both it shows the contextual information to take into account
when choosing the best plan (transport availability, weather conditions, traveling
alone, with family, friends, ...). Next, the test shows a summary of each plan:
number of activities, total cost, total distance and ﬁnishing time. Below, the
system shows the route for each plan in a map. Finally, the system shows the
list of activities for each plan. Figure 2 shows an example of these lists. Both are
ordered according to the starting time of every activity. For each one, relevant
attributes are shown to the user: title, short summary and a set of tags that
describes the price, location (outdoor/indoor) and the category of the activity.
When a user reads and compares both plans, she selects one of them. Then,
the application shows another couple of plans and this process is repeated in
loop. Every time the user votes, our test calculates the Elo rating for both plans
using the method explained next.
The Elo method calculates a rating for each case (Rx ). This rating is updated
when 2 cases (A and B) are compared, i.e., the user has selected which case is
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Fig. 2. Detail of activities for each plan.

better. The ﬁrst step is to calculate the estimated score between them according
to their current position in the ranking. The sum of both values is 1 as we assume
the zero-sum property.
EA

=

EB

=

1
1 + 10(RA −RB )/400
1
(R
−RA )/400
B
1 + 10

(2)

where
EA + E B = 1
The next step is to recalculate the rating of both cases after the comparison
(Rx ). Elo ranking uses a constant K to adjust the lineal proportion between
the estimated points and the ﬁnal score. For chess players, this value changes
depending on the number of matches of the player. In our experiment, we choose
a value of 40 as an estimation of the average votes (both positive and negative)
that every case could get. The ﬁnal rating depends on the result of the vote (Sx ):
1 to the winner plan or 0 to the looser plan.

RA

=

RA + K ∗ (SA − EA )

(3)


RB

= RB + K ∗ (SB − EB )
where 
1 if x = “win”
Sx =
0 if x = “lost”

In the following section, we explain the results obtained by our experiment
where we collected 1705 votes from 71 users.

4

Case Base Evaluation

After running the experiment with users we obtained an ordered list of cases
according to their Elo rating. The next step consists on ﬁltering this list using
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the Elo scores that represent their congruency with the context and their quality
as a plan. The main goal of this step is to evaluate the case according to several
metrics to conclude if its global quality is similar to a case base that was not
synthetically generated. And therefore, if the approach presented in this paper
is valid to obtain the seed cases for a CBR system.
The Elo test had 1705 votes from 71 users. Firstly, we ﬁltered invalid votes,
for example, those votes that the answer time of the user is less than 5 s. After
applying this ﬁlter, we obtained 814 valid votes. In addition, some candidate
cases had not enough votes to be ranked properly. Therefore, we only considered
cases with more than 4 votes (positive or negative). At the end of this preﬁltering, there were 222 remaining cases in our case base. This is the initial case
base of our analysis, denoted as CB 0 .
We will analyze the case base using diﬀerent metrics. First, we will ﬁlter cases
according to Elo ranking. Next, we will analyze the similarity, and coverage of
the case base taking into account the contextual setups. And ﬁnally, we present
a global analysis of the case base as a whole.
All analysis explained in this and next sections, with the dataset and their
results, have been published in a public GitHub repository2 .
4.1

Elo-Based Similarity

The ﬁrst analysis in our evaluation was to calculate the Elo ranking based on
the user votes. The result of this ranking is shown in Fig. 3. As we can observe,
around the 50% of the evaluated cases has a positive Elo score. We can consider
these cases as good candidates to be in our initial case base. The leisure plans
contained in these cases are supposed to be good plans and congruent with their
context according to the opinion of the users.
The resulting case base once we have removed the cases with negative Elo
score has 116 cases. We will refer to this case base as CB 2 .
4.2

Similarity Analysis

The following analysis tries to evaluate the quality of the retrieval of cases. To
do so, we study the performance of the similarity function described in Eq. 1 and
detailed in [14].
Figure 4 shows the distribution of the pairwise similarity of every case in CB 1 .
This ﬁgure presents the results obtained for diﬀerent values of the α parameter in
Eq. 1. In this ﬁgure we can observe that similarity follows a normal distribution
and most of the cases have a low similarity (μ ≈ 0.2, σ ≈ 0.1). It is an indicator
of the sparseness and diversity of the case base. As our goal is to obtain the seed
cases for our CBR system, these values can be considered as positive because
seed cases should not be very similar in order to provide a higher coverage. This
2
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Fig. 3. Analysis of the Elo ranking of CB 0

Fig. 4. Distribution of the pairwise similarity distances in CB 1

conclusion will be also corroborated by the following analysis that evaluates the
coverage of the case base.
Regarding the impact of the α parameter, results do not show signiﬁcant differences. This can be interpreted as a positive indicator about the quality of the
similarity function in Eq. 1. Meaning that both components of the equation, the
contextual similarity (simctx ) and the activities similarity (sima ), compensate
to each other. This way, there is not a predominant component when comparing
cases: the context is as important as the plan itself.
We have also analyzed the pairwise similarities between cases according to
the 30 diﬀerent contextual setups that were used to generate them. Figure 5
shows a heatmap with the results. Every point represents the similarity of every
possible couple of cases in the case base from white (no similarity) to dark blue
(full similarity). Cases are organized according to the contextual setup, so we
can observe similar groups of points in the form of small rectangles. The blue line
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in the diagonal of the ﬁgure corresponds to the comparison of every case with
itself. And the (mostly) blue rectangles around the diagonal line represent the
similarities of cases from the same contextual setup. As expected, cases sharing
the same contextual setup have a high similarity.

Fig. 5. Distribution of the pairwise similarity distances in CB 1 segmented by contextual setups, from white (no similarity) to dark blue (full similarity). (Color ﬁgure
online)

Once we have analyzed the case base from the point of view of the similarity
metric, we can extend this analysis by using the coverage metrics as explained
next.
4.3

Coverage Analysis

The coverage metrics analyze the case base to ﬁnd out their capability to solve
new problems. These metrics have been extensively studied in the literature
[17,27]. We have chosen the method described in Smyth et al. [29]. This metric
is based on ﬁnding groups of cases and estimating their density, that averages
the intra-group similarity. Having a high density it is more likely to ﬁnd a proper
case to be reused. In our case, it is straightforward to adapt this group-based
metric to our case base, where cases are organized according to their contextual
restrictions.
The density of a group is the average of the case densities of each group,
where a group G represents a set of cases with the same contextual restrictions.
coverage(G)

=

1 
density(c, G)
|G|
c∈G

where
density(c, G)

=

1
|G| − 1


c ∈G−{c}

similarity(c, c )

(4)
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The blue line in Fig. 6 shows the coverage of each group deﬁned in our case
base CB 1 when using density to estimate coverage. As we can observe the coverage of some groups is really low. This result has two possible explanations: (1)
there are not enough cases per group, or (2) we are not taking into account the
adaptation stage of the CBR cycle.

Fig. 6. Group coverage of the case base CB 1 .

The probability that the same leisure plan could be repeated by another
user is really low. For example, some plans contain temporal activities like a
music concert or a football match. To reuse this plan, the system will change
this activity because, most probably, this event is not available at the moment of
the recommendation. Therefore, the adaptation stage is very important for our
CBR system and needs to be incorporated into the coverage metric as explained
next.
4.4

Enhanced Coverage Analysis

In our recommender system, the solution obtained by the CBR module needs
to be adapted. Dı́az et al. [8] describe the two main methods to transform a
case solution: transformational adaptation and constructive adaptation. The ﬁrst
method consists of modifying the solution of the most similar case. On the other
hand, the constructive adaptation creates a new solution by combining solutions
from the most similar cases. Here, the key issue is the similarity of the cases with
respect to the query. If cases are similar enough, the adaptation method would
ﬁnd a proper solution to the query. It is the basic assumption of CBR systems:
similar problems have similar solutions.
Actually, coverage metrics in the literature also include the adaptation when
evaluating the coverage. Therefore we redeﬁne the coverage of a case base as the
probability of being able to solve a new problem. And this probability can be
estimated using the similarity of the most similar cases. Thus, we can assume
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that a new problem would be solved if there are cases with a minimum similarity
threshold. It can be formulated as follows:
1 
coverage (G) =
resolvability(c, G)
(5)
|G|
c∈G

where 
resolvability(c, G)

=

1 if highestSim(c, G) >= θ
0 if highestSim(c, G) < θ

The highestSim(c, G) function returns the similarity of the most similar case
to c in G. As Fig. 6 shows, when including the adaptation in the coverage metric
the performance of the case base increases signiﬁcantly. Assuming that a solution
can be found when the most similar case has a similarity over 0.6 the coverage
improves up to 65% on average. Moreover, if we decrease this limit to 0.5 the
coverage is complete for almost every context.
Although we have analyzed the case base segmented by contextual setups,
we can also analyze it a as whole. Next, we will provide some insights about its
features when leaving aside the contextual restrictions.
4.5

Global Analysis

We can also analyze the case base as whole leaving aside the contextual setups.
This way, we can apply the coverage metric (Eq. 5) to CB 1 and study the
impact of the θ parameter. We have applied this coverage metric for diﬀerent θ
thresholds, from 0.5 to 1.0. The Fig. 7 shows the obtained results. As expected,
and according to the results shown in Fig. 6, the best coverage is achieved with
a minimum similarity threshold of θ = 0.5 (70% of coverage). It corroborates
our hypothesis about the relevance of the adaptation step. Consequently, the
coverage decreases when the similarity threshold grows.

Fig. 7. Case base coverage respect diﬀerent minimum similarities.
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The last analysis tries to ﬁgure out the impact of the ﬁltering according to
the Elo scores of the original case base CB 0 . Hypothetically, we could improve
coverage by adding those cases that were deleted because of their low Elo score.
We recalculated the coverage again but now we considered diﬀerent sizes for the
case base. We start to measure the coverage with the original CB 0 and repeated
it but removing one-by-one the cases with worst Elo rating. The results of this
experiment are shown summarized Fig. 8.

Fig. 8. Case base coverage respect diﬀerent minimum similarities and the size of the
case base.

These results show us that by using more cases we could improve the coverage
up to approximately 20% as the coverage with θ = 0.6 similarity threshold is
closed to 80%, and the previous results were 65%. However, it is important to
note that when including cases with low Elo scores, we are adding cases that do
not make sense to the users and do not represent congruent plans. Therefore,
we can conclude that a hypothetical maximum improvement of 20% does not
worth the loss of semantic quality in the case base. This way, we can conclude
that the ﬁltering of cases in CB 0 according to the Elo ranking that obtains CB 1
is justiﬁed.

5

Related Work

One of the main challenges in recommender systems is acquiring the knowledge
that is required to accurately recommend items [22]. Most of the research work
in this area proposes capturing this information automatically based on diﬀerent
resources.
The growth of online resources and social networks permits acquire knowledge
because they have a large amount of information. Aizenberg et al. [3] used the
information from online radio stations to create a collaborative ﬁltering recommender of music. In addition, Gottschlich et al. [12] proposed a decision support
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system for investment decision using the votes from online communities. Social
networks are used to acquire the knowledge used in recommender systems for
groups [6,21,23]. Other works use online resources to create the knowledge for a
recommender system like [4]. They created an ontology based on multiple taxonomies for proﬁling scholar’s background knowledge of recommender systems.
In the last years, there have been many approaches to acquire the knowledge
in context-aware recommender systems for tourism. Wang et al. [31] proposed
a demographic recommender system of tourist attractions. They trained diﬀerent machine learning methods to obtain the predicted rating and classify the
demographic features to provide recommendations. To do that, they used the
Tripadvisor reviews. Another similar work is proposed by Palumbo et al. [20]
who created a neural network based on the FourSquare data to create a recommender system for point of interests. Other works have created some questionaries to acquire the knowledge of recommender system for tourism. For example,
in [16] authors studied the inﬂuence of each context element in the recommendation of tourist items. A similar work is presented in [5]. They determined
which contextual attribute is the most inﬂuential at the time of scoring a tourist
activity.
All the works enumerated here need to train their systems to create the
recommendations. By contrast, the use of a CBR system based on experience
and learning avoids the training stage. Besides, our method deals with knowledge
acquisition for contextual systems.

6

Conclusions

Contextual recommender systems have the capability to appreciate its environment and assess the situation in which the cases are to be recommended. They
provide accurate recommendations that are better adjusted to a given situation
or context. We have designed a contextual recommender system for leisure activities in Madrid using a CBR approach, where plans are stored and reused for
similar situations. In this paper, we have discussed the knowledge acquisition
diﬃculties of the system and how to solve the cold start situation when we have
not plans to retrieve and reuse in a certain context. We have proposed a method
where we ﬁrst generate the candidate cases and then let the crowd vote to select
and ﬁlter the best cases using an Elo test. With this method we obtain a case
base with diversity, congruence between the activities, and collective knowledge
that is independent from a domain expert. We have evaluated the case base using
diﬀerent metrics. We have analyzed the similarity, and coverage of the case base
taking into account the contextual setups with and without adaptation, and
we have presented a global analysis of the case base as a whole. The proposed
method is generic, reusable and captures the wisdom of crowd method.
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Abstract. Due to the development of the global security situation, the
existence and implementation of security concepts became an important
aspect of public events. The deﬁnition and writing of a security concept
demands domain knowledge and experience. This paper describes an
approach for the automated retrieval and generation of security concept
templates based on reliable examples. We use ontologies for the conceptualization of textual security concepts, and we employ case-based
reasoning for the retrieval and generation of new security concepts.
Keywords: Case-based reasoning · Experience management
Knowledge management · SKOS ontology

1

Introduction

Recently, a number of terror attacks changed the international security situation of public events, such as festivals and Christmas markets. Consequently,
the implementation of security concepts for these events became an essential
prerequisite. The development of security concepts requires domain knowledge
and experience. Yet before, especially major events required sophisticated planning to minimize security risks. Therefore, a security concept is mandatory for
the oﬃcial approval of larger events. This paper describes the SECCO ontology
(SECurity Concept Ontology) for the modeling and the description of oﬃcial
security concepts for public events. Further, we show how this ontology can be
used for the retrieval and generation of security concepts by using case-based
reasoning. A security concept describes the parameters of an event in textual
form, i.e., how incidents can be avoided because of precaution and how to react
to an actual occurrence of incidents. At least in Germany, a general speciﬁcation
of a security concept with respect to structure and content does not formally
exist. However, several recommendations on how to write a security concept
were published. In this paper we present a general approach to structure security concepts for public events according to diverse recommendations. We present
an ontology-based framework to make relevant content of such concepts accessible, comparable, and ﬁnally interchangeable. Furthermore, we use case-based
c Springer Nature Switzerland AG 2018
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retrieval and adaptation for the generation of new security concepts appropriate
for a given event.
First, we introduce the domain of security concepts and give a general idea
of their characteristics. A security concept is a textual document most commonly published as an open text ﬁle or PDF-Document. The document length
ranges from one page to more than 100 pages. On the one hand, contextual
information like location-based data, individual-related data or data concerning
traditions and customs play a major role. On the other hand, there exist entangled abstract patterns which are very similar for every public event and thus
are transferable. Fire safety or means of escape, for example, are general concepts adaptable to diﬀerent applications. We developed a framework having the
actual textual document and its constituent parts as a core. The approach does
not provide a generic model for a public event. Also, (at this point of research)
it does not give deep semantic analysis of the documents to, e.g., automatically
ﬁnd the topic structure. As there are several recommendations how a security
concept should be structured [12,13,18] we selected one as a baseline for further
considerations. We chose a popular recommendation [18], which is published by
the German institute for standardization (DIN) [10], the major national authority in matters of standardization. Based on the DIN speciﬁcation we created a
master structure MST 1 for topics contained in security concepts represented as
a feature model [15] as shown in Fig. 1.
SC1

MST1

SC2

mandatory

requires

alternative

optional

excludes

or

Fig. 1. Subtree structures of a given master structure tree.

We transfer the general topics of the documents into a hierarchical conceptual graph structure, which is always a substructure of the master structure. The
hierarchical structure is deﬁned as a set C = {c1 , .., cn } of disjunctive real world
concepts linked by a generalization property. Nodes denote disjunctive concepts,
edges the hierarchical relation between these concepts. The graphs SC 1 and SC 2
show the structure of two real security concepts. The subgraphs are constructed
as follows. Given C SC1 a subset of C, for each (ci , cj ) ∈ CSC1 , an edge is inserted
when (c i , cj ) has an edge in MST 1 . As seen in SC 2 , nodes may not necessarily be linked and the inherent logic needs not to be fulﬁlled necessarily. The
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subgraph is then incomplete and incorrect. This can be solved by deleting conﬂicting nodes and virtually inserting missing nodes and relating them until the
next existing concept is reached and the nodes of the tree are fully connected.
Similarly, CSC1 can be arranged according to another master structure MST 2 .
That way, we are able to dynamically adapt to diﬀerent recommendations found
in an analogous space of concepts. Additionally, the previous eﬀorts lead to a
higher formalization [6] of the knowledge encoded in a security concept. As a
result, the formalization gives the option to deﬁne characteristics of a security
concept like connectivity, completeness, grade of detail, and simplicity. It helps
us to answer the question of how “well” a security concept is built up concerning
quality and quantity.

2

Ontological Representation of Security Concepts

A security concept describes highly interdependent and linked content. It has
to be shareable and diverse stakeholders need to formally agree. To achieve
more ﬂexibility, we chose an ontology-based approach for the representation.
The creation of a security concept follows a general workﬂow [18]. The four
steps of the workﬂow are depicted in Fig. 2.

Event
Classification
(ECLA)

base for

Risk
Management
(PERM)

identify

Security
Incidents
(SECRI)

create

Security
Concept
(SECCO)

case-based approach

Fig. 2. The elements of the security concept development workﬂow.

Based on the event classification the risk analysis (Public Event Risk Management) estimates the overall risk potential of the event and points out possible
threats in detail. Threats are organized in the third partition security incidents
(SECurity Relevant Incidents). The security concept itself is deﬁned in step four.
The security concept should cover precaution tasks to avoid identiﬁed threats of
step two and three, and it should give action advice in case of the occurrence
of a threat [18]. Furthermore, the concept should mention basic information
about the event as well as other subject areas. All this information is formalized
hierarchically. This paper presents a way to abbreviate the workﬂow by the use
of case-based techniques to generate security concepts directly from the event
classiﬁcation via adaptation of existing concepts.
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The Security Concept Ontology (SECCO)

Since a security concept aggregates and hierarchically organizes event-related
knowledge, we used the SKOS ontology (Simple Knowledge Organization System) [23] as an upper-ontology. The security concept ontology models the actual
security concept in OWL2 [22]. The class secco:SecurityConcept is deﬁned as a
subclass of a secco:Document, and merges the textual and conceptual character of
a security concept. Therefore, secco:Document is a subclass of skos:Concept and
prov:Entity [24] in order to interlink the semantics of this concepts as depicted
in Fig. 3. This clariﬁes that we consider a real document (prov:Entity) but also
a hierarchical concept within a formal knowledge system (skos:Concept). The
PROV ontology [17] provides access to model documental information and document provenance in a standardized manner. A security concept has one or
more authors (prov:Agent) and a ﬁnal version developed step by step releasing
intermediate versions through modiﬁcation (prov:Activity). The document substructure is reﬁned by secco:Chapter as a subclass of skos:Concept. This enriches
the document by the conceptual hierarchy according to a given master structure
as explained in the introduction. We now are able to model a document made
up of several concepts but also other corresponding documents.

skos:Concept

prov:Entity

secco:Chapter

secco:Document

secco:SecurityConcept

Fig. 3. The hierarchical structure of security concepts.

The domain-speciﬁc hierarchy shown partially in Fig. 4 is modeled by the
property secco:partOf, a sub property of skos:broader. In a ﬁrst step, we model
the hierarchy consistently by the relation partOf (what equates using exclusively
optional edges in the feature model) [15], even if there were more speciﬁc relations
ﬁtting better in special cases.
Nevertheless, we use speciﬁc relations (not included in SKOS) for additional
purposes, for instance to model a mandatory, causal or sequential relation. Having in mind, that there are diﬀerent recommendations, the presented ontology
may be reﬁned by using sub-properties of secco:partOf. For instance, the property secco:partOfBavarianGovRecommendations reﬁnes the partOf relation with
respect to a recommendation of the Bavarian Government (state in Germany)
as can be seen in Fig. 5.
To explicitly deﬁne a security concept for a given public event, an instance of
every class of the master structure is created if covered by the security concept.
The property secco:hasAnnotation allows to link each concept with speciﬁc parts
of the textual document.
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secco:MedicalPassengerTransportation
partOf
secco:DeterminationOfENI
partOf
secco:SecurityConceptExcessiveNumberInjuries

partOf

secco:ENIParameters

partOf
secco:MedicalEquipment
partOf
secco:Location

partOf
partOf

secco:SecurityConcept

secco:SecurityConceptPublicAssembly

partOf
secco:EventDescription

partOf

secco:SecurityConceptScope
partOf
partOf

secco:SecurityConceptGeneral

secco:SecurityConceptActors

partOf
partOf

secco:SecurityConceptProgram

secco:SecurityConceptSchedule

Fig. 4. Excerpt of the SECCO ontology master structure (14 of 278 concepts).

skos:narrower
rdfs:subPropertyOf
secco:hasPart
rdfs:subPropertyOf

skos:broader
owl:inverseOf rdfs:subPropertyOf

secco:hasMandatoryPart

secco:partOf
rdfs:subPropertyOf rdfs:subPropertyOf

skos:related

secco:mandatoryPartOf

secco:partOfGermanGovRecommendations

rdfs:subPropertyOf
secco:coveredByConcept

rdfs:subPropertyOf
secco:partOfDINRecommendation

rdfs:subPropertyOf
secco:partOfBavarianGovRecommendations

Fig. 5. Properties linking concepts.

2.2

Event Classification (ECLA)

The classiﬁcation of public events is encapsulated in a separate package with the
preﬁx ecla. The architecture follows a similar pattern as used for modeling the
security concept. That way, the event classiﬁcation may either be used standalone, but can also be integrated into the security concept by using the property
secco:partOf. The class ecla:Component is deﬁned as a subclass of skos:Concept.
The top-level class of the event classiﬁcation is ecla:EventClassification; itself a
subclass of ecla:Component.
The hierarchical structure linking event classiﬁcation components is implemented by using the property ecla:partOf. Its inverse property ecla:hasPart is
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ecla:Urban
ecla:partOf
ecla:Environment

ecla:partOf

ecla:Rural

ecla:partOf
ecla:partOf
ecla:EventClassificationLocality

ecla:Location

ecla:Indoor
ecla:partOf

ecla:partOf
ecla:LocationType

ecla:partOf

ecla:Outdoor

ecla:partOf
ecla:PublicOrganiser
ecla:partOf
ecla:partOf
ecla:EventClassification

ecla:partOf

ecla:EventClassificationAuthority

ecla:Organiser

ecla:partOf

ecla:PrivateOrganiser

ecla:partOf
ecla:Operator

ecla:partOf
ecla:partOf

ecla:PublicOperator

ecla:PrivateOperator

Fig. 6. Excerpt of the event classiﬁcation hierarchy (16 of 136 concepts).

used to directly assign abstract classiﬁcation components to an instantiated
ecla:EventClassification. This simpliﬁes the instantiation of concrete events.
2.3

Security Relevant Incident (SECRI)

Security relevant incidents are deﬁned in a distinct namespace (secri ) and thus
can be also used separately. A special use case during the modeling is the deﬁnition of preventive measures and actions taken for considered incidents which
is a subpart of the actual security concept (Fig. 7).

secri:Intrusion
partOf
secri:Sabotage
partOf
partOf
secri:Incident

partOf

secri:Crime

partOf
partOf

secri:SexualHarassment

partOf

partOf

secri:Theft

secri:Vandalism

secri:Drugs

partOf
secri:DamageToPersons

secri:SicknessOfFewPersons

partOf
partOf

secri:SicknessOfManyPersons

secri:DeathOfManyPersons

Fig. 7. Excerpt of the event classiﬁcation hierarchy (16 of 136 concepts).

The formalization of incidents allows for the inclusion of external ontologies,
that structure incidents (e.g. DO4MG [14]) or to extend these structures when
appropriate.
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Case-Based Retrieval and Generation of Security
Concepts

The proposed CBR approach combines textual and structural case representations [8]. It further bases on the assumption that a similar event classiﬁcation
should lead to a similar security concept for the given event.
SC1
hasAnnotation ”page 1”

SC1
Security Concept
Event 1

hasAnnotation ”page 3, line

17”

”page 16, line 5”
hasAnnotation
4, line 8”
hasAnnotation ”page

hasAnnotation ”pa
ge 4, line 8”

C15
C21
C37

Fig. 8. Semantic annotation of a textual security concept.

The textual document (the concrete security concept) is annotated by
instances of the hierarchical master structure of concepts. The annotation process A(SCi ) for a security concept SCi of an event i is described by a relation
Ri ⊆ C × A, C = set of all concepts, A = set of all annotation elements. For
instance {(c21 , a43 ), (c37 , a43 ), (c15 , a34 ), (c15 , a35 )} ∈ R1 are mapping concepts
of the SECCO hierarchy to one or more annotation elements made for SC 1 as
depicted in Fig. 8.
Example 1. In Fig. 8 the concept c 15 =FireSafety is linked to a 34 =“page3,
line17” and a 35 =“page16, line5”, but it is also possible that diﬀerent concepts have the same annotation e.g. c 21 =Audience, c37 =Artists are linked to
a 43 =“page4, line8”.
Each event is classiﬁed manually according to the event classiﬁcation hierarchy previously mentioned. A case ci = (di , li ) is then deﬁned by the event
classiﬁcation as problem description di and its solution li = (SCi , A(SCi )) the
concrete textual document with annotations for the public event i. The problem description is a conjunction of a unique identiﬁer and elements of the set
of event classiﬁcation parameters for instance d1 = P ublicEvent1 ∧ Outdoor ∧
P ublicOperator ∧ F reeAdmission ∧ StreetF estival. The case base is the collection of all cases ci for security concepts SCi . A query q to the case base is a
conjunct subset of the event classiﬁcation parameters. For instance, a company
wants to organize an indoor sport event SportEvent2 and searches for security
concepts describing an indoor sport event hosted by a private organizer, then
the query is qSE2 = P rivateOrganizer ∧ Indoor ∧ SportEvent. To retrieve
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cases, we either search the case base for problem descriptions di exactly matching the query or if this is not possible, then ﬁnd most similar cases. At this
point the model is built exclusively using symbolic attributes. Thanks to the
ontological structuring process, numeric attributes are yet mapped to symbolic
classes. For instance, the number of visitors is represented by ﬁve classes like
AttendanceBelow5000 meaning less than 5000 visitors. To deﬁne a similarity
function, we divided the event classiﬁcation into n parts. One part would be,
e.g., the EventLocalityClassification shown in Fig. 6. Each part is then processed
by a local similarity measure. The local similarity measures are aggregated by an
aggregation function to form a global similarity measure. Therefore, each local
similarity function of two security concepts k, l is weighted (ωj ) and summed
up as depicted in the following equation:
Simglob (SCk , SCl ) =

n


ωj ∗ Simj (SCk , SCl )

(1)

j=1

For the local similarity calculation, the symbolic types are sorted according to
the hierarchy represented by the event classiﬁcation structure. Each concept is
assigned with a likelihood symbolizing the similarity of its sub-concepts. The
similarity of the leaf-node-concepts is set to 1. The similarity of the root is 0
and the similarity increases with depth d of the concept in the hierarchy and is
calculated by simd = 1 − 1/2d [4]. An example of the event type classiﬁcation
with similarity values is shown in Fig. 9.
EventType (0)

SportEvent (0.5)

Running (1)

MartialArts (1)

MusicEvent (0.5)

Motorsport (1)

Rock (1)

Festival (0.5)

Classical (1)

StreetFestival (1)

ChristmasFair (1)

Fig. 9. Excerpt of the event type taxonomy.

Please note that this only holds for sticking to one master structure. If concepts are rearranged to ﬁt an alternative master structure the likelihood values
of the concepts have to be adjusted. We emphasize the two classiﬁcation parameters real-world location and the number of visitors. The real-world location is
not subject to an abstract event classiﬁcation hierarchy but to location-based
data. We also take into account that public events taking place on the same
event location have much in common themselves. All factors inﬂuencing the
security concept caused by the event location are the same. The number of visitors (attendance) is separately treated as well because the number has direct
legal consequences and the classes are derived from an integer value and should
thus have an order and a diﬀerent similarity than implemented by a taxonomy.
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Using Case-Based Adaptation to Generate Security Concepts

The generation of new security concepts can become necessary for the following
reasons: First, someone wants to host an event and needs to deﬁne a security
concept from scratch. Second, someone already wrote a security concept and
wants to improve the concept with respect to new requirements. As textual cases
are diﬃcult to adapt [8], we use the annotations with descriptive information of
the structural concepts.
Generation of New Security Concepts. To generate a completely new security concept the user speciﬁes the event according to the event classiﬁcation
structure (see Sect. 2.2). Then, the case base is queried with those parameters
to ﬁnd the most similar security concept. The retrieved security concept is a
draft for the new one. The user does the actual transformational adaptation
via revision of the textual document and manual adaptation to his needs. The
user is supported in his decisions by the explanatory content of the knowledge
description in the ontology and has to replace context-based information in the
retrieved security concept by the information of his own context. The cost of
leaving out parts of a retrieved security concept is lower than self-reliant adding
topics. With this regard a more satisfying adaptation strategy would be a compositional adaptation of several retrieved security concepts, e.g., the three most
similar ones. The structure of those concepts is merged to a new structure as
depicted for two merged concepts in Fig. 10. Concepts covered by both merged
security concepts (black nodes in SC N EW ) seem to be more “important” and
the user is advised to elaborate those parts with more care. Additionally, all
elements of the event classiﬁcation have a signiﬁcant impact on the security concept. If a retrieved case misses one or more classiﬁcation parameters, then this
may yield incompleteness. This can be resolved by retrieving a suitable number
of cases, so that all speciﬁcations of the query are covered in at least one retrieved
case description and subsequently in the compositional adaptation. This strategy
needs to be proven manually against the logic of the feature model MST 1 . The
usage of, e.g., graph operators makes it possible to automate the process [21]
what we leave to future work.
SC1

SC2

Adaptation

SCNEW

Fig. 10. Generation of a new security concept from two existing concepts. In SC N EW
black means SC 1 and SC 2 cover the node, dark grey SC 1 and light grey SC 2 .
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The user may decide for each topic between the diﬀerent annotations, skip
those he/she does not ﬁnd adequate and adapt those ﬁtting his event. After the
event has taken place, the security concept is annotated and retained in the case
base together with the event classiﬁcation speciﬁed in the beginning making up
a new case.
Adapt Existing Security Concepts to New Requirements. The second
scenario of improving an existing security concept is more complex. For each
concept covered in the old security concept the author has to make the decision
if it is still required in the new security concept.
Example 2. In Fig. 11 a security concept SCOLD shall be adapted because the
event location changed from outdoor to indoor. To generate the new security
concept SCN EW the following strategy for adaptation is suggested:
1.
2.
3.
4.
5.
6.
7.

Adjust the event classiﬁcation and thus query to new user requirements
Retrieve x most similar cases according to Simglob mentioned before
Add concepts found in more than y of x most similar cases
Delete concepts only found in less than z of x most similar cases
Insert missing edges and nodes according to MST 1
For each concept: ﬁlter out cases that do not cover the concept
Among remaining cases present the annotation ranked by the similarity of
the case as decision support.

This strategy may be adjusted by the parameters x of retrieved security
concepts taken into account and the threshold 0 ≤ y < x of adding and 0 < z ≤ x
of deleting nodes. With increasing number y for given x this strategy integrates
less concepts into the new security concept and deletes more from the old one
with increasing z (in the example: x = 2, y = 0, z = 1 ). This strategy implements
a kind of common sense. What many people do is ok, what nobody does isnt’
necessary.
SC1

SC2

SCNEW

SCOLD
Adaptation

Fig. 11. Adaptation of SCOLD , In SCN EW black symbolizes remaining nodes, dark
grey new nodes and dashed lines symbolize deleted nodes.
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Case Study

We started the case study by analyzing the DIN recommendation [18] of security
concepts for public events. The informal knowledge encoded in this recommendation was extracted and formalized in order to make up a hierarchical master
structure for the case-based processing of security concepts. Subsequently, we
collected and analyzed real world security concepts. The most evident facts were
the document length, the city, the author, and the type of event described. With
this insight to the domain knowledge an ontology was implemented. The development of the ontology builds on the W3C standards SKOS and PROV, that
were extended to ﬁt the domain-speciﬁc requirements. For the construction and
maintenance of the ontology the semantic wiki KnowWE [7] was used. The application provides an environment for the distributed development of ontologies,
with eﬃcient editing functionalities, SPARQL querying, visualization plugins
and debugging.
In total, 30 real world security concepts were collected (all in German language). A data pool was created by manually annotating (the most meaningful)
15 of the 30 security concepts of diﬀerent events, for instance Christmas markets, carnival parades, and city festivals. The coverage of 278 domain speciﬁc
characteristics where annotated. The major part of the topics as well as their
hierarchical structure were derived from the DIN recommendation previously
mentioned. For each characteristic, the annotation declared whether a topic was
covered by the concept and roughly where this characteristic was mentioned in
the document, referencing to a page number and the area on that page. At a ﬁrst
glance, the similarity of the documents is clearly depending rather on the origin
(e.g. author or city), than on the type of event. From a knowledge managementoriented point of view, the type of event should be the base to develop a security
concept. The DIN recommendation provides an event classiﬁcation model which
is also represented in the ontology. This event classiﬁcation model was instantiated for each of the 15 annotated security concepts. The classiﬁcation of one
event together with the ontological representation and the text document deﬁnes
one distinct case. The case base of the corpus ﬁnally contains 15 cases representing the 15 selected events. As a technical platform for the case-based part the
application myCBR [5] was used. The tool is an environment for eﬃcient and
intuitive development of case-based reasoning applications. To develop a sound
similarity measure for the usage in case-based reasoning the event classiﬁcation
was split into parts. For the case-based retrieval and adaptation, we transferred
the ontology and security concept corpus from KnowWE into myCBR (Fig. 12).
The case-based model was evaluated and reﬁned by a post-mortem analysis.
The classiﬁcation of each of the 15 security concepts was used as a query to the
case base. For each of these 15 queries the results were analyzed by 3 domain
experts to reﬁne the case model and similarity functions. The results using the
developed basic model are shown in Fig. 13. Besides the similarity values the
document length in pages is shown as well as the percentage of 278 concepts
covered by the particular security concept. The underlying case model divides
the event classiﬁcation into six parts (attendance, authority, locality, spatial,
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KnowWE
Ontology
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Domain Experts
similarity

SC

SC

SC
SC

myCBR
post mortem

SEMANTIC
ANNOTATION

SC

KnowWE
Annotation

export

myCBR
Cases

Evaluation

retrieve

Fig. 12. Case study workﬂow

type, visitors). For the attribute attendance the similarity values were set individually. All other attributes were built as taxonomies as subtrees of the event
classiﬁcation ontology. The taxonomy was set to allow multiple values and inner
nodes as values. The similarities of the nodes were set as mentioned in Chap. 3.
The model does not involve location-based information. The weights were set
to w = 2 for the attributes attendance and type and to w = 1 for all other
attributes. This setting respects the importance of the number of visitors and
the obvious inﬂuence of the type of event. The model yielded satisfactory classiﬁcation results. For example, the instance ecla5 is a carnival parade in a city;
the most similar cases are another carnival parade, a music parade and a city
festival which are indeed the most similar events. Additionally, case 8 covers
twice as many concepts as case 5, which gives a good chance of improving the
security concept of case 5 through adaptation of case 8. Having costs in mind
then again case 5 may also help to lighten the security concept of case 8. The
cases 13 and 14 are not rated very similar to the remaining cases: Here, the
arena and the university campus are indeed very diﬀerent to all other events
and event locations, respectively.
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Fig. 13. Results of the post mortem analysis for event classiﬁcations.
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To further evaluate the post mortem analysis of the developed case model the
domain experts were asked to estimate for each event which were the three most
similar cases among the remaining ones. Figure 14 shows how well the manual
retrieval of the domain experts matched the case-based retrieval.
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Fig. 14. Evaluation results comparing automatic vs. manual domain expert ranking.
0 = cbr, 1 = domain expert 1, 2 = de2, 3 = de3.

The domain experts were completely informed about the event parameters
and that they should estimate the similarity regarding to the writing of a security concept for those events. For the case-based part it was not always possible
to cut the three most similar cases because of equal similarity values. We decided
to extend the threshold in those cases and consider all cases with equal similarity. This leads to a slightly better performance of the case based evaluation.
The proposed similarity of two event classiﬁcations is symmetrical. What we
can see is that the domain experts sometimes do not rate symmetrically (e.g.
ecla7/ecla8, ecla9/ecla11, ecla13/ecla14 ). Additionally we can observe that the
domain experts are more conformable, when there is another event of the same
type. For instance ecla1 is related by all to the other wine event ecla2. Precision
and recall [19] show how well the intuitive manual measure matches the objective
measure. For the calculation we merged the evaluation of the three experts into
one by neglecting multiple classiﬁcations and just considering whether an event
was rated by one of the three experts as depicted in Fig. 15. As recall and precision just switch when we want to estimate how well the case based classiﬁcation
matches the manual classiﬁcation we did not depict this information.
The domain experts were interviewed how they came to their decision.
They had informed themselves about the events via the events websites. They
described a rating based on several factors similar to the event classiﬁcation but
furthermore admitted that they had handled the task intuitively. We see this as
a main reason for the divergence of the analyzed security concepts and as a validation of the need for more formalization in the domain. At this point of work
we estimate the presented case-based approach as capable of giving satisfactory
decision support even to people with deep domain knowledge and experience.
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Fig. 15. Precision and recall of the evaluation, 0 = cbr, 1 = aggregated domain experts.

What we do not see at the moment is the capability of replacing a team of
experts elaborating a sophisticated security concept going through the complete
workﬂow of Fig. 2.

5

Conclusions

In this paper, we introduced an ontology approach for the representation of security concepts. We implemented case-based reasoning for the generation of new
security concepts based on existing ones and the adaptation of existing security concepts motivated by changed requirements. In a case study we demonstrated the plausible use of the approach and compared the automated results
with the results of a manual domain expert rating. We see two ﬁelds of related
work to the presented work. The ﬁrst ﬁeld is subjected to the formalization
and hierarchical structure of knowledge according to a master structure. The
second ﬁeld describes the domains public events, mass gatherings, and security
incidents either by ontology or case-based representations. The work of RothBerghofer et al. [20] towards case acquisition from text inspired the presented
overall workﬂow and shows how this work can be further extended to automatic
case acquisition. Very similar to the presented approach, Delir Haghighi [14]
introduces the ontology DO4MG (Domain Ontology for Mass Gatherings), that
describes mass gatherings and case-based reasoning to give decision support
for medical emergencies. The author mentions the problem of not having oﬃcial standards in the domain of mass gatherings. This problem is mitigated by
a uniﬁed vocabulary covering synonyms to improve case retrieval. The approach misses the capability of adaptation either in the ontological as well as
in the case-based part. Khaled and Lu [2] developed an ontology-based CBR
system for mobile-based emergency response. They address the issue of needing
a uniﬁed vocabulary but are also giving no information about adaptation. For
the deﬁnition and interchange of vocabularies there exist thesauri for diﬀerent
domains. For instance, EuroVoc [11], the multilingual thesaurus of the European
Union and in the agricultural domain AgroVoc [1] a thesaurus maintained by the
United Nations. Both build up on the SKOS standard. Maintaining a thesaurus
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is promising in our approach to improve decision support via building a uniﬁed and thus adaptable vocabulary. Assem et al. [3] provide substantial advice
on how to transform a thesaurus into SKOS. How the basic SKOS standard
may be extended to special needs can be seen for instance in the work of Cotton
et al. [9], who developed an extension of SKOS to be capable of describing statistical classiﬁcation. They uncovered limitations of the standard. Similar to their
approach we also reﬁned the properties for domain-speciﬁc linkage of concepts.
There exists various work towards the similarity of hierarchical structures in
general. For instance, Lakkaraju et al. [16] propose a way to calculate document
similarity based on a concept tree distance. In the future, we are planning a
number of extensions of the presented approach. Not only event classiﬁcation
can be a base for case deﬁnition but also the classiﬁcation of security incidents.
We are expecting that its implementation is feasible in an analogous way and
yields improvement to the case retrieval but also adaption step. In general, this
would result in the merge of diﬀerent case deﬁnitions into one case-based system. The development of a conversational case-based approach would be also
promising. It could be generated automatically from the ontology structure by
bringing the concepts into a question and answer form. We also want to interlink
the thesaurus structure in the future, e.g., to model time, causal relations, and
process information. In the next step we want to use this information for further
improvements of the case retrieval and adaptation.
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Abstract. Case-base maintenance research has extensively studied strategies for competence-retaining case base compression. Such
approaches generally rely on the representativeness assumption that current case base contents can be used as a proxy for future problems when
determining cases to retain. For mature case bases in stable domains, this
assumption works well. However, representativeness may not hold for
sparse case bases during initial case base growth, for dynamically changing domains, or when a case base built for one task is applied to crossdomain problem-solving in another. This paper presents a new method
for competence-preserving deletion, Expansion-Contraction Compression
(ECC), aimed at improving competence preservation when the representativeness assumption is only partially satisﬁed. ECC precedes compression with adaptation-based exploration of previously unseen parts of the
problem space to create “ghost cases” and exploits them to broaden
the range of cases available for competence-based deletion. Experimental results support that this method increases competence and quality
retention for less representative case bases. They also reveal the unexpected result that ECC can improve retention of competence and quality
even for representative case bases.
Keywords: Case base maintenance · Competence
Knowledge containers · Representativeness assumption

1

Introduction

Much case-based reasoning research focuses on how to develop compact, competent case bases (e.g., [1,2,7,19,27,34,38]. The desire for compact, competent
case bases arose from retrieval eﬃciency concerns (e.g., [9,32,35]). Such eﬃciency
concerns remain an issue for CBR applied to big data, and case base compression
remains important for other reasons as well. Compact case bases are easier for
humans to maintain, and compact case bases may facilitate knowledge sharing
c Springer Nature Switzerland AG 2018
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and reasoning about the competence of other agents in distributed case-based
reasoning [30].
Many methods have been developed for controlling case base growth. Because
case deletion may result in unrecoverable knowledge loss, a central focus has
been selective deletion aimed at maximum competence preservation, starting
with seminal work by Smyth and Keane [33] and continuing with many other
methods (e.g., [19,20,27,34]). Retention methods generally estimate the competence contribution of each case, to prioritize retention decisions according to
maximum competence contributions. Estimating the future competence contributions of a case is diﬃcult because it depends on predicting the problems a
CBR system will encounter. Smyth and McKenna proposed addressing this with
the representativeness assumption [34] that the prior problems are representative of the problems to be encountered in the future. Under this assumption,
the future competence contribution of a case can be estimated as its competence
contribution in the existing case base. Although the assumption may not always
hold, Smyth and McKenna advanced a compelling argument for its appropriateness for CBR systems: Because CBR is based on the assumption that future
problems will resemble previous problems (problem-distribution regularity [23]),
domains for which the representativeness hypothesis fails would be ill-suited for
CBR.
Case-base compression relying on the representativeness assumption has been
shown eﬀective in many domains. However, in domains for which only a small
part of the problem space has yet been encountered, or in which concept drift
shifts the problem distribution [5], representativeness may not hold, and in turn,
competence may suﬀer [26]. Likewise, if a case base generated for one task is
applied to a new task for cross-domain problem-solving [21], there is no guarantee
that the problems of the ﬁrst space will be representative of problems in the
second.
A well-known strength of CBR is that it can draw on multiple knowledge
containers whose contributions overlap, in the sense that strengths in one can
compensate for weaknesses in another [31]. This paper investigates how a CBR
system can draw on adaptation knowledge to handle experience gaps when building a case base. By adapting cases already in the case base, a CBR system can
pre-populate sparsely populated regions of the case base—transferring some of
the knowledge of its adaptation component into the case component to expand
the set of cases. This in turn enables the system to generate the compressed
case base from a set of candidates larger than its retained experience. This can
be seen as shifting from maintenance that only exploits existing experiences,
to maintenance that explores the space of future problems. Combining case
base exploitation with problem space exploration is a novel step for case-base
maintenance.
To combine exploitation and exploration for case-base compression, this
paper proposes the new method expansion-contraction compression (ECC). ECC
adapts existing cases to generate additional candidate cases, which we call “ghost
cases,” providing a more diverse set of cases for compression to consider. In ECC,

204

D. Leake and B. Schack

the union of the case base and ghost cases is then provided to the condensed
nearest neighbor algorithm (CNN) [11] in order of competence contribution.
This provides competence-based deletion with a wider set of cases from which
to select that can include cases from unseen but solvable parts of the problem
space. If case adaptation is considered suﬃciently reliable, the result of ECC
can be used as-is. Otherwise, the selected ghost cases can become targets for
veriﬁcation, e.g., by asking a human expert in an active learning process, or
provenance information [22] about the origin of ghost cases could be used to
predict conﬁdence when they are used.
This paper presents an evaluation of ECC for four standard data sets manipulated to enable controlled comparisons with CNN for case bases with varying
representativeness. We hypothesized that ECC would provide better competence retention than CNN as representativeness decreased and observed this in
the results. We also hypothesized that ECC would not provide beneﬁt for standard case bases and would even impose a competence penalty, due to ghost cases
increasing the coverage density for non-representative problems at the expense of
coverage density for representative problems. Surprisingly, however, ECC often
improved competence retention even for standard case bases. We attribute this to
the addition of ghost cases providing CNN with more extensive choices, enabling
it to select a more eﬀective mix of cases.

2
2.1

Background
Compressing the Case Base

A primary early motivation for case-base compression was the swamping utility problem for CBR (e.g., [9,32,35]). As the case base grows, case retrieval
costs generally increase, while case adaptation costs tend to decrease due to
the increased similarity of retrieved cases. The swamping utility problem occurs
when the increased retrieval cost swamps the adaptation cost savings. Recent
arguments propose that current computing resources and limited case base sizes
for many tasks can make this less important in practice [14]. However, CBR for
domains such as big data health care (e.g., [13]) and large-scale e-commerce,
for which customer data can measure in the hundreds of millions of cases will
continue to face challenges (cf. [15] for an alternative approach to addressing
the utility problem, based on big data retrieval methods). Likewise, provenance
capture for e-science can result in extremely large provenance cases [4] making
case-base compression potentially important for sheer case size. In addition, controlling size can be important even without extreme size, if maintenance requires
manual intervention or if the case-bases will be transmitted or replicated, as possible in distributed CBR.
2.2

Knowledge Container Transfer

The relationship of the four CBR knowledge containers—vocabulary, similarity
measure, case base, and adaptation knowledge—has given rise to much research
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on knowledge container transfer, such as improving adaptation knowledge by
transfer from cases [10,16,17,28,29,36], and from adaptation knowledge to similarity [18]. Whenever a case-based problem-solver adapts a previous case and
stores the result, it can be seen as transferring some of its adaptation knowledge
into the case base, in a lazy manner, on demand. ECC, which generates ghost
cases by adapting existing cases and adding them to the case base, can be seen
as performing eager knowledge transfer from the adaptation component to the
case base.
2.3

Exploration of the Problem Space Versus Exploitation of Cases
in the Case Base

The notion of exploration versus exploitation concerns how an agent should
allocate eﬀort between exploiting existing resources versus exploring in search
of others. The explore/exploit trade-oﬀ has proven a useful framework in many
ﬁelds [12]. In traditional case-base maintenance, all maintenance eﬀort is focused
on exploitation of existing cases; the ECC process of generating ghost cases using
adaptation knowledge explores the space of potential cases. ECC provides both
existing cases and the fruits of exploration to CNN to select those cases expected
to be most valuable in the compressed case base.
Contrasts Between Ghost Case Generation and Adaptation on Demand: Both
ECC and normal CBR do adaptation, but the eﬀect of ECC is diﬀerent from
simply compressing the original case base and adapting the retained cases to
solve new problems. For ECC, the system selects new problems to solve. This
could potentially be guided by trend detection, to hypothesize areas in which
additional case coverage is especially important. For example, the system could
note shifts in the types of problems the system is solving [37] to focus ghost case
generation there.
When a CBR system adds ghost cases to the case base, it must do so without
beneﬁt of the feedback that often enables CBR systems to detect and repair
solution ﬂaws. Consequently, the solutions of ghost cases are not guaranteed to
be correct. However, because the ghost case is generated in advance, there is an
opportunity to seek conﬁrmation of its solution to avoid future failure. (Note
that even if the solution proposed by the ghost case remains unveriﬁed, and if
later application of the ghost case results in an erroneous solution, the same
failure would have occurred if the case had been adapted on the ﬂy.)
Benefits of Exploration: Augmenting the case base with ghost cases prior to
compression has four primary potential beneﬁts:
1. Potential to improve competence preservation: We hypothesize that for less
representative case bases, ECC will enable increased compression for a given
competence retention level. We test this hypothesis in Sect. 6. (We expect
results to depend on the representativeness of the original case base and on
the density of the original case base: If the original case base covers only
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a small region but all problems fall within that region, adding ghost cases
for problems outside that region might exact a penalty as relevant cases are
“crowded out” by the ghost cases.)
2. Potential to improve adaptation eﬃciency: If ECC applies a performancebased criterion for case retention that reﬂects not only competence but also
adaptation cost [24], an ECC-compressed case base could enable more eﬃcient problem-solving, by adding ghost cases useful for decreasing expected
adaptation cost. Where adaptation is not fully reliable but reliability can
be estimated by similarity distance, such ghost cases can be chosen to reduce
expected average similarity distances, and, consequently, to increase expected
solution reliability.
3. Potential to focus active learning/external pre-veriﬁcation of adaptations: If
case adaptation is unreliable, the quality of ghost cases is not guaranteed.
However, by selecting useful ghost cases, ECC identiﬁes good candidates for
external case acquisition/veriﬁcation. For example, an expert could be asked
to provide the solutions to these problems, or to review system-generated
solutions (this may be easier than solution generation, e.g., verifying the
routing of pipes in the design of a house is easier than ﬁnding a routing).
4. Potential to extend the reach of adaptation: Many CBR systems restrict the
adaptation of any problem to a single adaptation step, limiting the problems they can solve (cf. [6]). When ghost cases are generated by applying an
adaptation, future adaptations can start from that adapted state, eﬀectively
enabling two-step paths for adaptations going through that case. Generating ghost cases from longer adaptation paths further extends the range of
problems and decreases adaptation costs.

3

The Expansion-Contraction Compression Algorithm

The ECC algorithm is described in Algorithm 1. Inputs to the algorithm include
the maximum length of adaptation paths for generating ghost cases (ghostSteps)
and the criterion for whether a case can be adapted to solve a given problem
(coverageCriterion), which we implement as a similarity threshold. ECC ﬁrst
expands the case base by adapting selected cases, according to an adaptation
procedure which selects adaptations to perform.
Because ECC performs adaptations in the absence of a speciﬁc problem to
solve, many strategies are possible for choosing the adaptation, e.g., selecting a
random adaptation, selecting a high conﬁdence adaptation, selecting an adaptation expected to produce the greatest diﬀerence between old and new solutions,
etc. Also, when generating a ghost case, ECC must adjust not only the solution,
but also the problem description of the case, to keep the new problem and solution consistent. The adjustment is derived from the problem description part of
the chosen adaptation rule—if the rule normally addresses a given diﬀerence D
between an input problem and a retrieved case, the problem part of the ghost
case should be the problem of the current case, adjusted by D.
After generating ghost cases, ECC then compresses the expanded case base
by CNN, presenting cases in order of decreasing coverage (other ordering criteria,
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such as relative coverage [34], could be used as well). If the resulting case base
size is below the size limit, ECC “ﬁlls out” the additional capacity by adding
cases up to the size limit, prioritized by estimated competence contribution.

Algorithm 1. The ECC Algorithm
Input:
caseBase: The case base to compress
ghostSteps: the maximum number of adaptation steps for generating ghost cases
from the case base.
targetSize: the target number of cases in the compressed case base
coverageCriterion: test for whether a case can be adapted to solve another case
Output: Compressed case base
expandedCaseBase ← caseBase
ghostCases ← ∅
for ghostLevel = 0 to ghostSteps do
for all case in expandedCaseBase do
ghostCases ← ghostCases ∪ adapt(case)
end for
expandedCaseBase ← expandedCaseBase ∪ ghostCases
end for
expandedCaseBase ← sort(expandedCaseBase, coverage, descending)
contractedCaseBase ← cnn(expandedCaseBase, targetSize, coverageCriterion)
additionalCases ← limit(expandedCaseBase − contractedCaseBase,
targetSize − size(contractedCaseBase))
contractedCaseBase ← contractedCaseBase ∪ additionalCases
return contractedCaseBase

4
4.1

Evaluation
Experimental Questions

To evaluate expansion-contraction compression, we considered ﬁve questions. For
the ﬁrst four, because our tests used standard domains without associated adaptation knowledge, we modeled adaptation based on similarity. Our experiments
considered eﬀects of compression on both competence (measured by number of
test problems solved) and solution quality (average similarity between problems
and the cases retrieved for them):
1. How does ECC aﬀect preservation of quality compared to conventional
competence-based compression, for varying levels of representativeness?
2. How does the ECC aﬀect preservation of competence compared to conventional
competence-based compression, for varying levels of representativeness?
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3. How does the number of steps in the adaptation path to generate ghost cases
aﬀect competence retention of ECC, and how does competence compare to
CNN?
4. How does sparsity of the initial case base aﬀect the relative preservation of
competence of ECC and CNN?
We then tested ECC in a standard domain augmented with automatically generated adaptation rules, to examine:
5. How does ECC aﬀect preservation of competence, quality, and accuracy when
applying generated adaptation rules?

5

Experimental Design

Data: The evaluation used ﬁve data sets: Houses, with 781 cases and 8 features,
from the Datasets Wiki of the California Polytechnic University Computer Science Department [3], and four from the UCI Machine Learning Repository [8]:
Iris, with 150 cases and 5 features, Wine, with 178 cases and 14 features, Car
Evaluation, with 1,728 cases and 7 features, and Wine Quality, with 1,599 cases
and 12 features.
Generating the Case Base and Problem Stream: Each trial partitioned each case
base into three random subsets of equal size: (1) training cases (33%), (2) testing
cases (33%), and (3) potential ghost cases (33%). Because of the random selection of the subsets, initially the training cases have normal representativeness
for the data (the eﬀectiveness of standard competence-based compression suggests that these are reasonably representative). To test the eﬀect of decreased
representativeness, one of the experimental conditions modiﬁes the case bases
to place a gap in a region of the case base (as might exist, for example, if cases
reﬂected seasonally varying outcomes and no problems had yet been encountered
for a particular season). The gap generation process picks a random case as the
starting point for the gap, and then removes all of the problems from the training case base within a given similarity threshold (the gap radius). The testing
cases and potential ghost cases remain in their original distribution, without an
added gap.
Modeling Adaptation and Generating Ghost Cases: None of the data sets include
adaptation knowledge. The ﬁrst four experiments simulate adaptation-driven
generation of ghost cases as follows. The experiment repeatedly picks a random
case in the training data and ﬁlters the set of potential ghost cases for cases
within a similarity threshold (the coverage criterion) required for adaptability
from the selected training case. Those cases are then treated as the result of
an adaptation and stored as ghost cases. This simulates deriving new cases by
applying adaptation rules of limited power to the training case base. To test the
eﬀects of more powerful adaptation, additional experiments apply this process
recursively, with selection of sequences of successive cases to simulate applying
chains of one, two, or three adaptation steps.
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Generating Adaptation Rules: For the ﬁfth experiment, we applied the case
diﬀerence heuristic approach [10] to automatically generate a set of adaptation
rules from the data. These rules were then used to generate ghost cases by
adaptation, rather than drawing on potential ghost cases as in experiments one
through four.
Our rule generation approach repeatedly selects two random cases, ascribes
the diﬀerence in their solutions to the diﬀerence in their problems, and forms
a rule to apply the same diﬀerence to a solution. The rule is applied when the
input problem and the problem of the retrieved case have a diﬀerence similar
to the one from which the rule was generated. Given a problem and retrieved
case, the single rule for the most similar diﬀerence was applied. For similarity,
categorical features in problem descriptions were only considered to match if
identical. The rules adjusted the solution values by the proportional diﬀerence
of the solution values of the cases from which they were generated.
Experimental Procedure: Compression by condensed nearest neighbor [11] was
compared to compression by ECC. For comparisons with CNN, we use a version
of CNN that, like ECC, “ﬁlls out” the case base up to the size limit, so that
both methods have access to the same number of cases.
For both ECC and CNN, cases were sorted in descending order of coverage. Compression was done in steps of 10% from 100% to 10% of the size of
the uncompressed case base. Each level of compression starts from the uncompressed case base (not the result of the previous level of compression). Each
experiment runs for ten trials with diﬀerent randomly chosen partitions, with
results averaged over those runs.

6

Experimental Results

Q1: Relative preservation of quality for diﬀerent representativeness
levels: Figure 1 compares the absolute quality between CNN and ECC strategies
for the Houses case base. The coverage criterion for deriving ghost cases and
solving testing problems is 5%. Each of the four graphs in Fig. 1 uses a diﬀerent
value for the gap radius. When there is no gap, this value is 0%, a small gap
is 5%, a medium gap is 10%, and a large gap is 20%. The size of the gap is
measured not in the number of cases that the experiment can remove but in the
similarity distance to the most diﬀerent case that the experiment can remove.
The horizontal axis shows the proportionate case base size of the compressed
case base, ranging from 100% to 10% in steps of 10%.
In all four graphs of Fig. 1, ECC uses adaptation paths with a maximum
length of two steps. The vertical axis shows the quality of the compressed case
base. Note that similarity of a retrieved case counts towards the average quality
even when the coverage criterion is not met. Quality can fall anywhere in the
range from 0 to 1, inclusive. The top and bottom graphs use diﬀerent scales for
the vertical axis (0.91 to 0.97 on the top, and 0.87 to 0.95 on the bottom) in
order to “zoom in” on the diﬀerence between the strategies.
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Fig. 1. Absolute quality for condensed nearest neighbor and expansion-contraction
compression on House data set, for four diﬀerent gap sizes in the training data.)

When the training case base has no gap (top left), CNN outperforms ECC
from 100% to 80% of the size of the original case base. However, from 70% to
10% size, ECC leads. Because neither the set of training cases nor the set of testing problems has a gap, the training case base is expected to be approximately
representative of the testing problems. Therefore, in this graph, we believe that
the addition of ghost cases cannot be improving quality by improving representativeness, and must be doing so simply by providing a wider pool of cases from
which CNN can select alternatives. This was a small eﬀect, but the beneﬁt of the
increased choice is an interesting result that contradicted our initial hypothesis.
The Question 2 results show a similar but more dramatic eﬀect on competence.
When the training case base has a small gap (top right), CNN outperforms
ECC only at 100% of the size of the original case base. Thereafter, from 90%
to 10%, the expansion-contraction strategy leads. For the medium (bottom left)
and large gap (bottom right), ECC dominates CNN throughout. Overall, as the
size of the gap increases, and the training case base less represents the testing
problems, the quality diﬀerence increases between CNN and ECC. This suggests
that part of the beneﬁt comes from the choice of additional cases for retention
(as with the no-gap graph in the top left), and that part of the beneﬁt comes
from correction for nonrepresentativeness.
Q2: Relative preservation of competence for diﬀerent representativeness levels: Figure 2 compares the relative competence between CNN and
ECC. The results are based on using the Houses case base and a coverage cri-
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terion of 5% both for deriving ghost cases and for solving testing problems. As
for Figs. 1 and 2 includes four graphs showing diﬀerent sizes for the gap in the
training case base, and the horizontal axis shows the size of the case base. However, in Fig. 2, the vertical axis shows the relative competence, the ratio of the
observed competence to the maximum competence observed with any strategy
and any case base size (intuitively, the maximum competence might be expected
to be at maximum size, but this need not always hold). The top and bottom
graphs use diﬀerent scales for the vertical axis (60% to 100% on the top, and
20% to 100% on the bottom) in order to “zoom in” on the diﬀerence between
the strategies.

Fig. 2. Relative competence for condensed nearest neighbor and expansion-contraction
compression on Houses data set with four diﬀerent representativeness levels

As shown in the no gap (top left) and small gap (top right) graphs, CNN
outperforms ECC at 100% and 90% of the size of the original case base. Thereafter, from 80% to 10%, ECC leads over condensed nearest neighbor. For the
medium gap (bottom left) and large gap (bottom right) graphs, ECC dominates
CNN throughout all case base sizes. The amount of the diﬀerence between the
strategies increases as the size of the gap increases.
Question 3: Eﬀect of length of adaptation path for generating ghost
cases: Figure 3 presents the relative competence using CNN and ECC for the
Houses case base. The gap radius for this ﬁgure is 20% (a large gap). The coverage criterion for deriving ghost cases and solving testing problems is 5%, i.e.,
simulated adaptations can adapt solutions to address problem diﬀerences of up to
5%. Therefore, an adaptation path could require up to four steps to cross the
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gap. The horizontal axis shows the relative size of the case base decreasing from
100% to 10% in steps of 10%. Each of the lines shows a diﬀerent upper limit
to the number of adaptations in the adaptation path to derive ghost cases. No
adaptation, which is equivalent to CNN, is the baseline strategy.

Fig. 3. Relative competence for condensed nearest neighbor and expansion-contraction
compression on Houses with three diﬀerent lengths of adaptation paths

The vertical axis shows the relative competence of the compressed case base.
For all adaptation path lengths and case base sizes, ECC dominates CNN. The
largest diﬀerence in relative competence between CNN and ECC with one step
of adaptation is 15% at 30% of the size of the original case base. The smallest
diﬀerence between these two strategies is 5.1% at 100% size. The relative competence for each adaptation path length varies consistently, with longer paths
associated with greater competence retention. The largest diﬀerence in relative
competence between CNN and ECC with three steps of adaptation is 27% at
40% of the size of the original case base. The smallest diﬀerence is 17% at 10%
size.
Question 4: Eﬀect of case base sparsity: Figure 4 compares the relative
competence between CNN and ECC with a sparse case base; the sparse case
base models a case base in the early phases of case base growth. The basic
presentation of results follows Fig. 2, but the underlying experiment uses diﬀerent
proportions for the partitions for training, testing, and ghost cases. As described
in the experimental design (Sect. 5), the partitions for Figs. 1, 2, and 3 are equal
thirds, but for Fig. 4, the proportions are 10% training, 70% testing, and 20%
potential ghost cases. The competence trend resembles Fig. 2 but decreases more
steeply because the case base begins with fewer cases.
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Fig. 4. Relative competence for condensed nearest neighbor and expansion-contraction
compression on Houses with a sparse initial case base and four diﬀerent representativeness levels

Table 1 shows the relative competence diﬀerence between CNN and ECC on
ﬁve diﬀerent case bases, each modiﬁed by adding a medium gap in the training
data, making it non-representative. For all ﬁve, the gap radius is set to twice the
coverage criterion (for House, this corresponds to the lower left graph in Fig. 2).
ECC outperformed CNN on four of the ﬁve case bases (Houses, Iris, Wine, and
Wine Quality), but not on Car Evaluation. This suggests that the expansioncontraction strategy might beneﬁt compression across many domains and raises
the question of which factors determine whether it will be beneﬁcial.
Table 1. Diﬀerence in relative competence between ECC and CNN on ﬁve diﬀerent
case bases
Case base

No compression 33% compression 67% compression

Houses

6.6%

11.2%

15.8%

Iris

1.2%

7.6%

7.0%

Wine

2.8%

9.6%

13.4%

Car evaluation

−3.5%

0.0%

−8.0%

13.4%

14.9%

Wine quality (Red) 9.4%
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Question 5: Eﬀect of ECC on competence, quality, and accuracy
for sample adaptation rule sets:
Experiments with adaptation rules used the Houses data set, with a gap
radius of 20% (corresponding to a large gap in the previous experiments), a 5%
coverage criterion, and 40 automatically-generated rules for each trial. ECC used
the adaptation rules both to generate ghost cases and to adapt solutions. Figure 5
shows the average preservation of competence and quality during compression by
ECC and CNN. ECC outperformed CNN in both dimensions at all compression
levels. Thus ECC was beneﬁcial both for modeled adaptation and adaptation
with generated adaptation rules.

Fig. 5. Competence and quality for ECC and CNN on Houses data with adaptation
rules.

7

Future Work

In our experiments, ghost case generation is an unguided process, generating
ghost cases from randomly-selected cases using randomly-generated adaptations.
In addition, ghost cases are generated within neighborhoods of existing cases,
making ghost cases most likely to be added near regions that are already densely
populated. Ghost cases can be useful there, for example, as spanning cases [33],
bridging two competence regions. However, such placement may not help to
populate a distant sparse region. Identifying and targeting sparse regions on
which to focus ghost case generation might increase the beneﬁt of ECC. On the
other hand, populating such regions might be detrimental if representativeness
generally holds. Thus determining guidance strategies for ghost case generation
and assessing their eﬀects is an interesting area for future study.
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For example, areas to target for ghost generation could be selected by dividing
the case base into regions and applying Monte Carlo methods to assess case base
density [25]. Another interesting direction would be to develop maintenance
strategies that tracked, reasoned about, and responded to expected future case
distributions, to explicitly determine the expected utility of exploring areas of
the unseen case space.

8

Conclusion

This paper proposed a new approach to case-base compression, ExpansionContraction Compression (ECC), aimed at achieving better competence retention when the representativeness assumption may not hold. The ECC approach
contrasts with previous approaches, which focus on how best to exploit the cases
in the case base, in going outside problems addressed by the case base to explore
the larger problem space as licensed by case adaptation knowledge. ECC can
be seen as applying a knowledge container transfer strategy: It uses adaptation
knowledge to generate new case knowledge, ghost cases, which are then added
to the pool of cases available to the compression algorithm. Chosen ghost cases
can be retained as-is or can be used to guide veriﬁcation or active learning of
new cases. Experiments support the expected result of ECC improving competence retention for less-representative case bases. Surprisingly, ECC also often
improved competence retention even for standard case bases. Thus the ECC
approach appears promising. Interesting questions remain for studying factors
aﬀecting ECC performance and guiding ghost case generation to maximize the
eﬀectiveness of ECC.
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Abstract. Nowadays, security forces are challenged by a new type of
terrorist propaganda which occurs in public social networks and targets vulnerable individuals. The current volume of online radicalization
messages has rendered manual monitoring approaches unfeasible, and
eﬀective countermeasures can only be adopted through early detection
by automatized tools. Some approaches focus on mining the information provided by social users in the form of interactions and textual
content. However, radical users also tend to exhibit distinctive iconography in their proﬁle images. In this work, we propose the use of local
image descriptors over proﬁle images to aid the detection and monitoring
of online radicalization processes. In addition, we complement this approach with an interaction-based formula for risk assessment, so candidate
proﬁles can be selected for image-analysis based on their interaction with
conﬁrmed radical proﬁles. These techniques are combined in the context
of a Case-Based Reasoning framework which, together with the feedback provided by the end-user, enables a continuous monitoring of the
activity of radical users and eases the discovery of new proﬁles with a
radicalization agenda.

Keywords: Image analysis
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Introduction

In the recent years, several terrorist groups have started to make an intensive
use of the Internet and various online social networks to spread their message
and radicalize vulnerable individuals [8]. Their goal involves encouraging others,
especially young people, to support their terrorist organizations, to take part
in the conﬂicts of Middle East and even to commit acts of violence in western
countries when traveling is not possible. For this reason, terrorist propaganda
c Springer Nature Switzerland AG 2018
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targets young western individuals and adopts their channels of communication
and language. In this context, security forces are in charge of detecting and
monitor ongoing radicalization processes, which often take place publicly, in
social networks such as Twitter. Unfortunately, eﬀective countermeasures can
only be taken through early detection, which is not always possible due to the
growing amount of information to be analyzed [6]. Motivated by this challenge,
several researchers have turned their attention towards the problem of automatic
detection of online radicalization processes and extremist proﬁles. In addition,
several studies have been conducted trying to provide insight into the habits and
language patterns used by radical proﬁles to spread their radical ideology.
In this paper, we focus on the task of radical user sub-network detection and
monitoring in Twitter. In this scenario, a number of related radical social network
proﬁles are manually identiﬁed, and the system must monitor their activity in
the social network in order to (1) identify other radical proﬁles who share their
radicalization agenda and (2) identify vulnerable users surrounding the subnetwork of radical proﬁles who might be in risk of radicalization. Therefore, the
input of the system is a set of conﬁrmed radical users along with a reference
image of the corresponding radical iconography, and its output is a prioritized
list with suggestions of new radical users, which evolves as the monitored radical
users interact with adjacent proﬁles in the social network and new proﬁles are
added to the monitoring system after their extremist nature is conﬁrmed by an
human expert. As discussed later, this cyclic process of radical proﬁle suggestion,
conﬁrmation by the human expert and automatic monitoring can be naturally
modeled as a Case-Based Reasoning (CBR) methodology. This early detection of
radicalization processes and new extremist proﬁles seeks to enable security forces
to adopt countermeasures in a timely manner, while also reducing the amount of
time human experts have to spend manually monitoring the activity of radicals
in social networks. In particular, our proposed framework is based on two types of
techniques; namely an interaction-based candidate proﬁle selection process and
an image-analysis mechanism to prioritize candidate proﬁles. Our experimental
results focus on comparing diﬀerent image-description algorithms in the context
of radical iconography detection. In addition, we provide an example case study
with a group of ISIS-supporting accounts.

2

Related Work

With the emergence of the online-radicalization phenomenon, several researchers
have turned their attention towards the problem of automatic detection of online
radicalization processes and proﬁles. Particularly, several studies have been conducted trying to provide insight into the habits and language patterns used by
radical proﬁles to spread their radical ideology. For instance, in [7] the authors
manually identiﬁed a set of radical Youtube proﬁles and used diﬀerent social network and natural language processing techniques to analyze the messages they
published in the social network. This study revealed signiﬁcant gender diﬀerences
in the language and habits of radical users. Other authors have focused on the
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automatic detection of radical proﬁles. Most of these proposals focus solely on
the textual content of individual publications, rather than analyzing the social
interactions between conﬁrmed radical users and users in risk of radicalization.
For example, in [2] the authors adopted a machine-learning classiﬁcation approach to detect ideologically extremist tweets based on linguistic and stylistic
text features. However, in the recent years it has become apparent that, in order
to fully characterize the behavior of radical social network users, it is necessary
to consider not only the textual content of messages but also the patterns in the
interactions between social users. It has been shown that users in social networks
interact in a homophilic manner [10]; that is, they tend to maintain relationships
with people who are similar to themselves, as characterized by age, race, gender,
religion and ideology. For instance, in [12] the authors analyzed diﬀerent community detection techniques to cluster users according to their political preferences,
showing that users in the social network Twitter tend to form very cohesive networks when talking about political issues.
More recently, researches have started to focus on the potential of mining visual content from social networks and proﬁle images speciﬁcally [14]. For
instance, some researchers suggest that proﬁle images can even be used to estimate the intelligence of users [16]. Other authors have proposed using image
analysis to detect bullying in image-centered social networks such as Instagram
[17]. While image analysis might not entirely replace text and interaction-based
methods, it has become increasingly clear that proﬁle images contain a lot of
information which can be key for many automated social network analysis tasks.
Regarding the use of a CBR methodology, several authors have proposed
applying this methodology to deal with terrorism-related issues due to its adaptation capabilities and the importance of learning from past experiences in this
domain. Some examples include the use of a case-based approach for modeling
and simulating terrorist decision-making processes [15], or to support emergency
decision makers in the event of a terrorist attack [4].

3

Proposed Framework

As mentioned before, the goal of our Case-Based Reasoning (CBR) framework
is to produce a dynamic list of possible radical users, which must be revised by
human experts in order to conﬁrm their radical nature. This list of suggested
users is generated and updated over-time based on a set of conﬁrmed radical users
who are monitored by the platform. Figure 1 shows the overall architecture of the
proposed framework. As shown in the schematic view, the core of the framework
is the Interaction Case-Base. Essentially, the Interaction Case-Base stores the
most recent publications made by the set of monitored radical users, along with
their proﬁle meta-data which includes their lists of followings and followers.
As opposed to the standard CBR workﬂow, where the retrieve stage is triggered by the arrival of a new case which must be solved, the CBR phases in
our framework are executed periodically, as new information is added to the
Interaction Case-Base. In particular, the system works is the following manner:
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First, the human expert provides the framework with an initial set of radical
users to be monitored, and a reference image displaying the typical iconography
associated to the target radical ideology. With this information, the system initializes the interaction Case-Base by extracting all the available publications of
the monitored users from Twitter’s API. Then, the CBR stages are triggered for
the ﬁrst time. More details about the role of each stage are provided in the following sections, but essentially the retrieve and reuse stages use the Interaction
Case-Base and image analysis methods to provide the human expert with a set
of possible radical users somehow related to the ones currently being monitored.
In the revise and retain stages, the human expert decides whether the suggested
proﬁles should be incorporated into the group of monitored users. In addition, a
periodical update mechanism keeps the Interaction Case-Base updated by downloading the latest publications of the monitored users. The Retrive and Reuse
stages are also executed periodically, so the list of suggested candidate proﬁles
for the human expert is updated dynamically as the monitored users engage with
other proﬁles and exhibit new interactions.
Apart from generating the list of candidate radical proﬁles, the information
stored in the Interaction Case-Base can be used to produce diﬀerent visualizations which provide insight into how radical users behave in the social network,
their publication rates, relationships, etc. In addition, it is possible to create
alerts to notify the human experts managing the system when the monitored
users publish a message containing a certain keyword.

Fig. 1. Architecture of the proposed CBR framework. The primary goal of the system
is to provide the human expert with a dynamically updated list of possible radical
proﬁles, based on the set of conﬁrmed radical proﬁles being monitored and a reference
image.

Dynamic Detection of Radical Proﬁles in Social Networks

3.1

223

Retrieve Stage

As mentioned before, our framework deals with the task of monitoring a set of
conﬁrmed radical users with the goal of identifying new radical users or users
under an immediate risk of radicalization. In this context, our system works
under the assumption that new radical proﬁles can often be discovered by looking
at the proﬁle images of adjacent1 users. However, trying to analyze the proﬁle
images of all the users who have interacted in some manner with one of the
monitored radical proﬁles is too ineﬃcient. Consider that, very often, Twitter
proﬁles have thousands of followers. Furthermore, we are not only limited by
the computational power required to analyze the proﬁle images but also by the
rate-limits of Twitter’s API, which imposes a maximum number of requests per
hour. For this reason, our framework applies a prior stage to image analysis where
a number of candidate proﬁles are selected based on their interaction with the
monitored radical users. Conveniently, once the information about the monitored
users (i.e., their followers, tweets, followings, etc.) has been downloaded and
stored into the Interaction Case-Base, the candidate adjacent proﬁles can be
identiﬁed without any further query to the social network’s API.

Fig. 2. Contents of the Interaction Case-Base represented as a directed graph with
diﬀerent types of arcs and nodes.

Formally, at a particular point in time the Interaction Case-Base consists of a
set of monitored user proﬁles {u1 , u2 , · · · , un } for which their followers, followings
and tweets have been extracted from Twitter’s API. The tweets published by
the monitored users are analyzed, identifying re-tweets {RT1 , RT2 , · · · , RTr } and
mentions {M1 , M2 , · · · , Mm } (see Fig. 2). Then, the prioritized list of adjacent
users is generated by scoring each user proﬁle which has interacted with the
monitored users according to the following formula:

1

In this context, adjacent proﬁles are social users who have recently interacted with
the set of conﬁrmed radical users under monitoring (e.g., their followers, mentioned
users, users who retweet their posts, etc.).
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Note that the contribution of mentions to the overall score is weighted by the
absolute value of the automatically estimated sentiment of the mention’s text.
This reﬂects the informal observation that mentions with a strong sentimental
load (either positive or negative) may indicate a more personal interaction. To
estimate the sentiment of mentions sentiment(Mi ) ∈ [−1, 1] our framework uses
the automatic sentiment analysis tool SentiStrength2 , which is compatible with
a variety of languages [13]. As mentioned before, the major advantage of this
scoring approach is that, once the information of the monitored users has been
extracted form Twitter, the score of adjacent users can be computed without
any further query to Twitter’s API.
Once the list of users which have interacted with the group of monitored
radical proﬁles has been sorted according to the above described score, the k
top candidate users are selected for further analysis. In general, increasing k will
improve the chances of detecting new relevant proﬁles. However, the number
k of proﬁles which are forwarded to the following processing stages must be
selected taking into consideration Twitter’s API rate limits and the available
computational power. Our interaction-based scoring approach guarantees that
the k candidate proﬁles analyzed by the subsequent stages are the ones which
exhibit a more intense interaction with the monitored proﬁles, thus maximizing
the chances of discovering new radical proﬁles. The ﬁnal step of the retrieve stage
consists of querying Twitter’s API users/lookup endpoint to obtain the proﬁle
images of the k selected candidate proﬁles.
3.2

Reuse Stage

The reuse stage of the proposed CBR framework is in charge of sorting the k
candidate proﬁles selected in the retrieve stage based on the presence of radical iconography in their proﬁle images. To achieve this, our framework uses a
local feature description algorithm to compare candidates’ proﬁle images with
a reference image provided by the human expert using the system. Over the
years, numerous local feature descriptors have been proposed. Some of the most
popular alternatives include:
– Scale-Invariant Feature Transform (SIFT), introduced in [9], is arguably one
of the most eﬀective and widely used local image descriptors. The major
drawback of this algorithm is its computational cost, being signiﬁcantly slower
than alternative methods.
2

http://sentistrength.wlv.ac.uk/.
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– Root-SIFT, popularized by a 2012 paper [5], is a simple extension of the SIFT
descriptor which can potentially boost the results by simply L1-normalizing
the SIFT descriptors and taking the square root of each element.
– Speeded Up Robust Features (SURF), proposed in [11], was conceived as a
faster alternative to SIFT which sacriﬁced little or none of the accuracy of its
predecessor. Nowadays SURF is almost as popular as SIFT, and the results
for both methods are comparable with the exception that SURF is thought
to be slightly faster.
– Oriented FAST and Rotated BRIEF (ORB), introduced more recently [11],
is a computationally eﬃcient alternative to SIFT and SURF. In addition, as
opposed to SIFT and SURF, ORB is not patented so it is free to use. The
major diﬀerence with SIFT and SURF is that ORB uses binary descriptors
to achieve its remarkable eﬃciency.
– Accelerated-KAZE (AKAZE) was proposed as a faster version of KAZE [3]
seeking to emulate the eﬃciency of methods like ORB while reducing the
eﬀectiveness gap with SIFT and SURF.
In Sect. 4, we present experimental results suggesting that among these local
feature descriptors SIFT is the best performing alternative, with the possible
drawback of being computationally demanding. Nevertheless, they can be used
interchangeably since they all work in an analogous way. Essentially, the reuse
stage of our framework performs the following operations:
– First, each proﬁle image of the candidate users is analyzed to detect the keypoints. These are points in the image with a characteristic visual appearance
than can be useful to detect similar images. In this regard, each compared
descriptor has its own key-point detection strategy and more information can
be found in the corresponding references.
– Secondly, a feature descriptor is generated for each key-point. The descriptors
are vectors of ﬁxed-length whose contents describe the appearance of the
previously detected key-points.
– Then, to determine the presence of the selected radical iconography in a proﬁle
image, the descriptors of both the reference and the proﬁle images are compared ﬁnding the best matches in terms of Euclidean distances (or normalized
Hamming distances for ORB) between the descriptors. Valid matches are determined using the ratio test proposed by Lowe in [9] with a 0.8 threshold.
– The candidate proﬁles are sorted according to the number of valid matches. A
threshold can be set to determine which proﬁle images contain the reference
radical iconography.
Figure 3 shows the result of the above described matching process on a reference and target image. The red polygon of the image on the right side shows the
estimated position and perspective of the detected iconography. This is achieved
by computing an estimated homography matrix for the point matches between
the reference and the target image. Note that this is only computed to improve
the explainability of the recommendations of the system, since the candidate
proﬁles are prioritized simply based on the number of matches. For more details
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Fig. 3. Example matching of a reference image (left) with a real-world image containing
radical iconography (right). The matches found with the SIFT algorithm are depicted
in green. The red polygon corresponds to the automatically estimated position of the
reference image (found using homography estimation from key-point matches). (Color
ﬁgure online)

about the homography calculation process see [1]. After executing these steps,
the reuse stage provides the human expert with a prioritized list of twitter users
whose proﬁle images contain radical iconography.
3.3

Revise and Retain Stages and the Periodical Update Mechanism

Once the human expert receives the prioritized list of candidate proﬁles, he can
manually revise the suggested proﬁles to determine whether some of them should
be incorporated into the set of monitored radical users. The proﬁles selected
to be incorporated into the monitoring process by the human expert are forwarded to the retain stage, which emits a series of queries to Twitter’s API
statuses/user timeline endpoint, extracting their published tweets and incorporating them into the Interaction Case-Base.
As mentioned before, a very important feature of the proposed framework
is its ability to keep an updated record of the Interactions generated by the
monitored users in the social network. This is achieved by periodically polling
Twitter’s API for updates and new published tweets by the monitored users.
The new tweets and meta-data are then incorporated to the Interaction CaseBase, so they are taken into consideration during the next execution of the CBR
stages, possibly altering the list of suggested radical users.

4

Experimental Results

To evaluate the accuracy of the diﬀerent image descriptors considered in the previous section, we collected a dataset of real-word occurrences of radical iconography. In particular, we selected three radical groups with characteristic iconography. Namely the Islamic State (ISIS), Golden Dawn (GD) and “Hogar Social
Madrid” (HSM). First, we selected a representative image for the iconography of
each group. These are the images that the human experts might provide to our
tool as the reference. The selected reference images are shown in Fig. 4, alongside
with their detected key-points (SIFT).
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Fig. 4. Reference images for Golden Dawn, Islamic State and “Hogar Social Madrid”
(left to right), and key-points as detected by the SIFT algorithm (second row).

After selecting the reference images, we collected a database with real-world
occurrences of the corresponding radical symbols. In total, we collected 300
images distributed over 50 GD images, 90 ISIS images and 90 HSM images.
Additionally, 70 images were collected containing no occurrence of the reference
symbols. These 70 images were selected from a variety of topics to account for
the inherent variability of online images. Figure 5 shows some sample images
from each category. To evaluate the diﬀerent feature descriptors discussed in the
previous section, we computed the descriptors of each of the reference images,
and then used them to try to retrieve all the images with the same iconography
from the collected dataset by executing the steps described in Sect. 3.2. In each
experiment, the images containing iconography of the same group as the reference image were considered as positive, while images containing iconography
of other groups were considered as negative together with the images containing no iconography at all. For each experiment, we computed the ROC curves
(Fig. 6) and the corresponding AUCs (Table 1). Another important aspect to
consider when selecting the feature description algorithm is the computational
eﬃciency. In this regard, Table 2 provides the time required by each algorithm
to process the 300 images in our dataset, along with the average number of keypoints detected per image. Surprisingly, SURF was slower than SIFT, while it
was originally proposed as a faster variant of SIFT. The reason for this might be
that, in this case, SURF detected 26% more key-points on average than SIFT,
so more descriptors had to be computed. In addition, it has been suggested that
the implementation of SURF in the OpenCV library we used could be further
optimized3 .

3

http://boofcv.org/index.php?title=Performance:SURF.
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Fig. 5. Some sample images for each category in our evaluation dataset.

Table 1. ROC AUCs and FPRs at 0.8 TPR for diﬀerent radical groups and image
description algorithms.
Group ROC AUC
FPR at 0.8 TPR
SIFT r-SIFT SURF ORB AKAZE SIFT r-SIFT SURF ORB AKAZE
GD

0.866 0.817 0.878 0.770 0.800

0.330 0.280 0.244 0.441 0.399

ISIS

0.951 0.947 0.751 0.781 0.908

0.035 0.010 0.348 0.457 0.141

HSM 0.958 0.984 0.823 0.814 0.871

0.015 0.015 0.303 0.510 0.205

Table 2. Execution time of local feature descriptors on 300 images and average number
of key-points detected (OpenCV implementation running on an Intel Core i5-4460).
SIFT r-SIFT SURF ORB AKAZE
Time (s)

68.86 69.32

Avg. key-points 3503

3503

77.23

4.57

40.28

4427

493

2370
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Fig. 6. ROC curves for the detection of radical iconography of GD, ISIS and HSM
groups.

5

A Case Study with ISIS Supporters

To provide further insight into the eﬀectiveness of the proposed framework, we
present an illustrative case study with ISIS supporting Twitter proﬁles. In this
case study, the system was provided with four manually found ISIS-supportive
Twitter proﬁles (see Fig. 7). The reference image in this case was the same ISIS
ﬂag used in our previous experiments. After the ﬁrst execution of the CBR
stages, our system produced a list with eight candidate radical proﬁles. In this
case, no false positives were registered, and all the suggested users did exhibit
ISIS’s ﬂag in their proﬁles. Note that the three suggested proﬁles which do not
exhibit a variation of the ISIS ﬂag in their proﬁle image (i.e., @Sracp 1, @ssds03
and @KMjahd) do exhibit it in their banner or proﬁle-background image which
is also analyzed by the latest version of our system.
To assess whether our system had neglected any adjacent users exhibiting
ISIS’s ﬂag, we manually checked every following/follower of the monitored users.
In total, the monitored users had 1.403 followings and followers. After manually
inspecting all these proﬁles, we identiﬁed 7 new users displaying ISIS’s ﬂag either
in their proﬁle images or banners, which had not been detected by our system.
However, in all these cases the ﬂag appeared in a very small region of the image,
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D. López-Sánchez et al.

Fig. 7. Example Case Study with ISIS-supportive Twitter users. The monitored users
are shown on the left side, and the list of suggested radical proﬁles is shown on the
right side.

Fig. 8. Some sample proﬁle images with radical iconography which were not detected
by the proposed framework due to the low quality, size or distortion of the images.

with a notably poor quality, or partially blended with other images. Figure 8
shows some examples of these proﬁle images where the system failed to recognize
the radical iconography.

6

Discussion and Future Work

The experimental results presented in the previous section evidence the potential of local feature descriptors in the task of detecting radical iconography in
unconstrained real-world images. Looking at Fig. 6 we can see that the retrieval
accuracy was signiﬁcantly greater for HSM and ISIS than for GD. We believe
this is a consequence of the low visual complexity of the iconography associated to GD. The absence of distinctive visual features makes it harder for all
the descriptors evaluated to retrieve the correct images. In addition, our results
show that except for the case of GD, SIFT greatly outperformed SURF and ORB
descriptors. This suggest that SIFT might be the best option to detect iconography of extremist groups in online images, as long as its computational cost is
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admissible in the speciﬁc application case. Regarding the comparison between
SIFT and Root-SIFT, no conclusive results were found, and further experimentation is required to determine whether Root-SIFT out-performs SIFT in this
context.
During our experiments, we have also identiﬁed some possible drawbacks of
the described approach. For instance, some of the images containing the ﬂag
of ISIS were actually of Iraqi soldiers holding the ﬂag upside-down as a sign of
victory after recapturing Mosul. In this case, users sharing this image are unlikely
to be ISIS-supporters. However, as the image descriptors applied are rotation
invariant, this image is detected as a positive match by our approach (see Fig. 9).
This type of particularities require a certain degree of expert knowledge to be
decided and shall probably be left to the judgement of the human expert whose
work is being assisted by the automatic system. This highlights the potential
of the proposed CBR framework, where the machine automatizes most of the
tedious, repetitive work and the human expert provides their expertise to make
decisions in hard cases like the one described above.

Fig. 9. ISIS’s ﬂag detected in a picture of Iraqi soldiers holding it upside-down as a
sign of victory after recapturing Mosul. Human expert knowledge is necessary to clarify
this case.

As for future research lines, we intend to evaluate the proposed framework in
a real application scenario. While our experimental results evidence the potential of image analysis to detect radical iconography in unconstrained images and
provide insight into the performance of the diﬀerent algorithmic alternatives,
further evaluation is required before the system can be put into production.
We also intend to explore the role of reciprocity in social interactions for radicalization risk assessment. For instance, mentions from conﬁrmed radical users
to proﬁles who never answer them and have a signiﬁcantly higher number of
followers might not be indicative of possible ongoing radicalization processes.
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Abstract. Image segmentation is a hot topic in image processing
research. Most of the time, segmentation is not fully automated, and
a user is required to guide the process in order to obtain correct results.
Yet, even with programs, it is a time-consuming process. In a medical
context, segmentation can provide a lot of information to surgeons, but
since this task is manual, it is rarely executed because of time. Artiﬁcial
Intelligence (AI) is a powerful approach to create viable solutions for
fully automated treatments. In this paper, we deﬁne a case-based reasoning (CBR) that can enhance region-growing segmentation of kidneys
deformed by nephroblastoma. The main problem with region-growing
methods is that a user needs to place the seeds in the image manually.
Automated methods exist but they are not eﬃcient every time and they
often give an over-segmentation. That is why we have designed an adaptation phase which can modify the coordinates of seeds recovered during
the retrieval phase. We compared our CBR approach with manual region
growing and Convolutional Neural Networking (CNN) to segment kidneys and tumours of CT-scans. Our CBR system succeeded in performing
the best segmentation for the kidney.
Keywords: Case-based reasoning · Convolution Neural Network
Segmentation · Cancer tumour · Healthcare imaging
Artiﬁcial Intelligence

1

Introduction

Nephroblastoma, also called Wilms tumour, is the abdominal tumour most frequently observed in children (generally 1- to 5-year-old boys and girls). This
cancer disease represents 5 to 14% of malignant paediatric tumours. As indicated by its name, this type of tumour is situated in the kidney. Most of the
c Springer Nature Switzerland AG 2018
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time, its initial diagnosis is based on imaging. Generally, ultrasound observations are planned ﬁrst in order to conﬁrm its existence and approximate its
position. Then, a medical scanner provides its position, and the healthy tissues
and organs are reached with a higher accuracy. Radiologists and surgeons need
3-Dimensional (3D) representation of the tumour and the border organs in order
to establish the diagnosis, plan the surgery (estimated quantity of blood, specialized equipment needed, estimation of the duration of the surgery, etc.), and
also in order to guide the actions of the surgeon during the surgery.
Segmentation is one of the key steps of the construction of this type of 3D
representation. During this process, each pixel of every scan has to be aﬀected
to one, and only one, region. radiologists and surgeons must guide and verify
the segmentation of more than 200 scans manually, which is out of the question
in practice. Our ambition is to introduce a process based on the knowledge and
experience of experts in order to guide the segmentation process. This paper
presents a case-based reasoning (CBR) system which can enhance segmentations
of kidneys deformed by nephroblastoma.
The originality of the present approach resides in the way our CBR system
adapts the solutions of past situations. The principle of region-growing segmentation consists of placing seeds on diﬀerent points of the image that must be
segmented, and then verifying if the pixels around these seeds have grey levels
close enough to be integrated into the same region following a local threshold
(diﬀerence between the candidate pixel and its neighbourhood) and a global
threshold (diﬀerence between the candidate pixel and the regional mean). This
algorithm makes each region grow until each pixel of the considered picture
belongs to one and only one region. The main problem with the region-growing
method is that a user needs to place the seeds in the image manually. Automated
methods exist but are not eﬃcient every time and often give over-segmentation.
Our idea consists in using a CBR system, which places the seeds at the correct
places, and then performing region-growing segmentation. In addition, our system can modify the position of a seed during the adaptation phase in order to
choose a pixel which matches the expected/average grey level of a kidney better.
After this introduction, this paper presents the CBR system we have designed
in order to compensate the unpredictability of tumoural kidney shapes: its case
representation and all the phases of the system, emphasising the adaptation
phase. The third part of this paper presents the performance of our method, and
these results are then discussed regarding the general purpose of the project.

2

Related Work

There is a lot of research relative to segmentation enhanced by AI in literature.
In [8] CBR is used with a watershed algorithm to segment pictures. Litjens
et al. [18] wrote an survey for Deep learning in medical applications which is
a mark of the popularity of Deep learning for segmentation. Other techniques
are also availables: genetic algorithm [10], knowledge stored in ontologies [26] or
Random Markov Fields [15]. Deep learning (like Convolutional Neural Network
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(CNN)) is one of the most eﬃcient and promising tools, and it is widely used.
CNN were used in order to perform segmentation of healthy kidneys [3,25].
Nevertheless, they did not try to perform segmentations of kidneys with tumours,
which introduces a diﬃculty. Actually, convolutional networks must be ﬁrstly
trained to recognize the shapes of these organs. Since these two works focused
on healthy organs, their shapes and areas are more or less the same from one
subject to another. On the contrary, our work aims at performing segmentation
of tumoural kidneys with unpredictable shapes and positions from a patient to
another. Even if deep learning seems to give the most accurate results in recent
studies, this technique requires a lot of data in order to be trained. By contrast,
CBR takes advantage of knowledge and enriches itself following its experiments
[16]. A large number of CBR systems designed for Health Science (CBR-HS)
can also be found [2,6,13,14,20,22,24]. In particular, Perner designed a system
for segmentation of brain images with a cut histogram method [23] and Frucci
et al. adapted and improved this system with a watershed method [8]. We chose
to implement a CBR system with a region growing method but, to place seeds
at the optimum position, we need an adaptation phase.
Many adaptation strategies can be found in the literature. Adaptation using
Adaptation Rules [21] consists of computing a solution for a target case by
applying a function that takes the target case as parameters, a source case
that presents some similarities, and its solution. Diﬀerential Adaptation [9] is
based on evaluation of the variations between the source and target cases: an
approximate solution of the target case is computed by applying the variations
between the two cases to the solution for the source case under consideration.
Conservative Adaptation [17] is based on the Revision Theory, which considers
knowledge updates. This kind of adaptation consists of minimising the modiﬁcations to be applied to knowledge, and has been applied to the resolution of
spatial and temporal problems [7] as well as in oncology [5]. A. Cordier et al.
[4] used inﬂuence functions that link variations in problem descriptors to those
in solution descriptors. In the CBR-HS EquiVox, an adaptation based on rules
deﬁned by experiences by experts and Artiﬁcial Neural Networks (ANN) has
been implemented and enhanced by a precision combination vector [11,12]. In
this work, the neighbourhood of the seeds are explored in order to match the
desired grey levels as much as possible. Consequently, our adaptation is a kind
of Conservative Adaptation lead by rules.

3

Materials and Methods

This part of the paper presents the CBR system deﬁned for image segmentation
with the region-growing method, summarized in Fig. 1. All the CBR phases are
explained below. Our system comes from a CT-scan and looks for the closest
stored image already segmented in the case base. It calculates a similarity value
for each stored case and extracts the source case with the highest similarity during a retrieval phase. Then, extracted parameters of segmentation are adapted
to the current case through an adaptation phase. These adapted parameters are
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used to perform a new segmentation. Finally, the result is evaluated by an expert
and stored in the case base as new source case if segmentation is relevant.

Fig. 1. Overview of our CBR system

3.1

Case Model Approach

A case is composed of two parts: the Problem and the Solution. The Problem
part describes the characteristics of the problem to be resolved, and the Solution
part gives the way to solve it. The case model of the CBR is discribed in Fig. 2.
In our study, the Problem part has to describe the CT-images, i.e. some
descriptors that provide information about the structure or the statistics of the
image. The Solution part should give the locations of seeds and the thresholds
for the region-growing algorithm.
Like [1,2], the Problem part of our cases is composed of:
– meta-data representing the information for the patient: sex, age, height and
weight;
– statistical image information: mean, kurtosis, skewness and variance;
The Solution part of our cases contains the values of the thresholds (local and
global) for each structure to segment, a list of positions for the seeds, and a list of
pre-treatments (giving the order of the ﬁlters to apply and their parameters). We
use three diﬀerent pretreatments in order to enhance the contrast of the images:
histogram equalization, median ﬁlter and unsharp mask. Each image has its own
characteristics, thus it is necessary to add pre-processing to the Solution part,
in order to ﬁt each case.
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Fig. 2. The case model of the CBR: problem part and solution part

3.2

Retrieval Phase

This section describes how the retrieval phase is performed using a similarity
calculation between the stored cases and the new problem.
As we explained in the last section, our case base is composed of two types of
data: meta-data and image characteristics (see Sect. 3.1). We tested two variants
of a similarity formula between two images x and y. First, we used Perner’s
formula as in [23], called s1 (x, y) with a component SMd (x, y) for meta-data
(a derivation of Tversky index) and another SI(x, y) for image information.
The second is a hybrid formula called s2 (x, y). It takes back the meta-data
formula of Perner SMd (x, y) but uses MSSIM (Mean Structural SIMilarity) [27]
criteria (M SSIM (x, y)) for the image characteristics. The MSSIM criteria are
an improvement of the SSIM (Structural Similarity) criteria that are commonly
used in image compression. MSSIM uses an iterative windowing to increase the
capacity of structural comparison on images (i.e. each window describes a ROI
(Region Of Interest) which is compared independently). The following formulas
show the construction of both similarity calculations between two images x and
y (s1 (x, y) and s2 (x, y)):
s1 (x, y) =

1
(SMd (x, y) + SI(x, y))
2

1
(SMd (x, y) + M SSIM (x, y))
2
The meta-data component is computed as follows:
s2 (x, y) =

SMd (x, y) =

|Ai |
α|Ai | + β|Di | + γ|Ei |

(1)
(2)

(3)

where Ai is the number of common features between x and y, Di the features
only in x and Ei the features only in y.α, β and γ are weight factors such as
α = β = 1 and γ = 0.5. Weight values come from Perner’s work [23].
The image component in s1 (x, y) is:
SI(x, y) =

K
1 
Cix − Cimin
Ciy − Cimin
wi |
−
|
K i=1
Cimax − Cimin
Cimax − Cimin

(4)
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Cix and Ciy are the ith feature of both images x and y. Cimin and Cimax are
the minimum and the maximum of the ith feature in the case base respectively.
wi is a weight factor which allows to weight each image features. In our study,
all weight factors are set to 1.
The image component in s2 (x, y) is:
M SSIM (x, y) =

M
1 
SSIM (xi , yi )
M i=1

(5)

where M is the number of windows and SSIM is
SSIM (x, y) =

(2μx μy + C1 ) + (2σxy + C2 )
(μ2x + μ2y + C1 )(σx2 + σy2 + C2 )

(6)

where μ is the mean, σ is the standard deviation and C1 = 0.01 ∗ L and C2 =
0.03 ∗ L with L = 255.
3.3

Adaptation Phase

The adaptation consists of positioning the seeds correctly. Since the tumour form
and position are unpredictable, the position of the kidney is vulnerable to errors.
Moreover, the kidney is a relatively small region, especially if the tumour crushes
it. Consequently, the retrieved case is not always exactly the same as the new
case we want to solve. So, the position of the seeds has to be adapted, especially
for small regions.
We assumed that after the retrieval phase, the position of a seed is inside or
close to its dedicated region. After applying our pre-treatments, we ﬁgured out
that the grey-level intensity of an object to segment is almost always the same.
Therefore, we can automatically infer the correct position of seeds, considering
the grey-level intensity I of the pixel. We deﬁned a coherence interval CI for
each object to segment, corresponding to an interval of grey-level intensity a
seed must be in. We can deﬁne a procedure to verify if a seed belongs to its
dedicated region by performing this test:
∀seed, isCorrectlyP laced(seed) = true
if I(seed) ∈ CIkidney /CIkidney = [220, 255]

(7)

From this test, we deﬁned an algorithm that can place the seed in a correct
position on the image (i.e. in a pixel belonging to the kidney). Figure 3 illustrates
the iterative extending of the neighbours from the initial position of seed. The
main idea is to evaluate the neighbours of the seed (8-connected) and check the
coherence of these neighbours using the test presented above. If no candidate
satisﬁes the test, we iteratively expand the scope of the neighbours until we ﬁnd
a coherent pixel. On Fig. 3, each square represents a pixel of the image: in the
ﬁrst iteration, we evaluate the direct neighbours of the white seed; in the second
one, we increase the scope to the pixels at a distance of two from the seed, and
so on.
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Fig. 3. Overview of the evaluated neighbours during the execution of the adaptation
algorithm (for the position of the seeds) on 3 iterations

Algorithm 1 presented below gives the details of this process. Giving a seed
S and CI, it returns the 2D coordinate representing the adapted position of the
seed. For each evaluated neighbour, the test presented above is performed to
check if the pixel is coherent, and at each iteration, the scope (α) is increased.

Algorithm 1. Adaptation algorithm of the position of the seeds
inputs : a seed S (with its 2D coordinates in the image S.x et S.y) and the
intensity coherence interval for dedicated region of S : CI
output: a 2D Point describing the new position of the seed S
α ← 1;
while intensity(S.x, S.y) ∈
/ CI do
for i from −α to α step of 2α do
for j from −α to α step of 2α do
if intensity(S.x + i, S.y + j) ∈ CI then
return the point of coordinates (S.x + i, S.y + j);
end
end
end
α + +;
end
return error “no candidate satisﬁes the coherence interval”;

Figure 4 shows an example of execution of the algorithm. From the initial
seed (in white), we expand two times until a coherent candidate is found (the
black pixel) that is part of the kidney region according to its grey-level intensity
(> 220).
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Fig. 4. Execution example of the adaptation algorithm to ﬁnd a new correct seed

3.4

Revision and Capitalization Phases

As presented in Fig. 1, all these phases are carried out by an expert. The expert
evaluates the results of segmentation, visually, and decides to perform it again
if necessary with a region growing process manually guided. The capitalisation
phase is systematic; we enrich the case base after every relevant segmentation
obtained. Ideally, a satisfaction measure would determine if a resolved case could
be added to the base in order to have an automatic system.

4

Results

We have tested the performance of our system on a set of 10 scans from one
patient. We used a cross-validation method with a series of 10 tests. For each
test, one image was used as a target case, and the nine others were stored as
source cases.
Then, we carried out tests in order to compare our approach with others
for segmentation: region growing, watershed, threshold-based segmentation, and
also FCN [19] which is a Convolutional Neural Network (deep-learning method).
4.1

Coeﬃcients for Evaluation of Results

We used two scientiﬁc indicators in order to compare the results. The Dice and
the IU. The Dice is commonly used by experts of medical imaging, and the IU
is an index commonly used by the imaging community.
The DICE coeﬃcient, also known as the Sorensen coeﬃcient, gives a similarity value (on [0, 1]) between two sets X and Y . In our case, X represents the
pixels of the ground truth (i.e. the desired segmentation) and Y represents the
pixels of the calculated segmentation given by our system. The above formula
gives the details to calculate the value of the coeﬃcient:
DICE =

2 ∗ |X ∩ Y |
|X| + |Y |

(8)
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The IU (Intersection over Union, also called Jaccard index) is the mean of
the IUi of all the regions, and the IUi of region i is given by the equation below:
IUi =

nii
|X ∩ Y |
=
|X ∪ Y |
nii + nji + nij

(9)

where:
– nii is the number of pixels correctly placed in region i,
– nji is the number of pixels that should have been in region i but are not,
– nij is the number of pixels that are in region i but should not have been.
4.2

Evaluation of Similarity Metrics

Table 1 shows the diﬀerent similarity values according to the formulas mainly
used in image processing with each source case. The last column shows the
retrieved case for each target case and each similarity measure. The retrieved
case is the case with the higher similarity value, excluding the target case (a
case cannot retrieve itself). The results are equivalent for the both similarity
measures and, for each case, the retrieved case is the same. There are only two
diﬀerences. On the one hand, Perner’s formula seems more discriminative, with a
higher diﬀerence between the similarities from one image to another. But on the
other hand, MSSIM seems more accurate because the similarity of two identical
cases is equal to 1. Consequently, the MSSIM similarity was chosen.
Table 1. Comparison of two similarity measures (MSSIM and Attig and Perner’s
formulas) for each case during the cross validation
Best s1 Best s2 Retrivied case
Case 1

0.908

0.995

6

Case 2

0.945

0.995

7

Case 3

0.920

0.997

8

Case 4

0.929

0.997

9

Case 5

0.944

0.996

10

Case 6

0.908

0.995

1

Case 7

0.945

0.995

2

Case 8

0.920

0.997

3

Case 9

0.929

0.997

4

Case 10 0.944

0.996

5
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System Adaptation

In order to illustrate the eﬀects of this adaptation algorithm, Fig. 5 shows a comparison between an execution of our program with and without the adaptation
phase. The kidney has a light grey label and the tumour has a dark grey label.
From left to right we have a CT-image, segmentation without the adaptation
phase, and ﬁnally segmentation with adaptation phase. For the segmentation
without an adaptation process, the seed was placed outside the top part of the
kidney. Consequently, the top part was not correctly segmented and the result
has become irrelevant. Our adaptation phase helps to avoid this situation and
improves the precision of segmentation.

Fig. 5. Comparison between an execution of our system with and without the adaptation phase (from left to right, CT-Scan, segmentation without adaptation and segmentation with adaptation)

Without adaptation, the seed was only placed at the correct position in 60%
of our tested cases. Through the adaptation process, we improved the placement
of seeds to 100% at the correct position.
Table 2 shows the results for kidney segmentation with DICE and IU. Using
cross validation, the number corresponds to the tested scan as the target case,
with the nine others as source cases. We highlighted in grey cases presenting
an improvement after the adaptation process. To check the eﬃciency of the
adaptation process only, we compared CBR results with a ground truth, which
is the result of a manual region growing. We highlighted in grey cases presenting
an improvement after the adaptation process. Most of the time, the CBR process
succeeded in recovering the correct coordinates to place a seed in the kidney.
For these cases, adaptation did not improve the results because the CBR did
not need it. However, some segmentations (2, 3, 6 and 9) did not work well with
just a CBR process and seeds were placed at the wrong coordinates (outside
the kidney). Thanks to an adaptation step, we observed a clear improvement of
results (up to 99.8% for Case 6).
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Table 2. DICE and IU for kidney segmentation with CBR-region growing

Table 3. Mean errors for retrieved thresholds: local and global
Retrivied case Global threshold error (%) Local threshold error (%)
Case 1

6

0.0

0.0

Case 2

7

0.0

0.0

Case 3

8

0.0

0.0

Case 4

9

20.9

17.5

Case 5

10

3.6

0.0

Case 6

1

0.0

0.0

Case 7

2

0.0

0.0

Case 8

3

0.0

0.0

Case 9

4

29.7

14.5

0.0

0.0

Case 10 5

Table 3 shows the error rates for each segmented case during the retrieval
phase. Errors were computed with respect to thresholds determined during manual region-growing segmentation and are a mean between all seeds of the kidney
(each seed has its own threshold and error rate). For most of them, we have a
null error rate because the similarity between the problem case and the retrieved
case is very high. So, thresholds are the same. But for some cases, we can observe
a higher error rate (Cases 4 and 9) from 14.5 to 29.7%. It could explain why
cases 4 and 9 do not have high scores in Table 2. It shows the main limitation of
our CBR system without the adaptation phase for thresholds. This adaptation
process represents an important perspective to improve its robustness. Case 7
has the lowest result in spite of an error rate of 0%. This is because the thresholds used are closely related to the seed position. As the retrieved position is
not the same as the seed position during manual region growing, it is logical
that the scores are diﬀerent. Furthermore, the best parameters are not always
determined manually. Thus, by coincidence, the CBR solution can be better and
has a score lower than 1 because of diﬀerences.
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Comparison with Other Approaches

In order to compare our CBR system with other classical approaches, we carried
out a segmentation with a manual level set with ImageJ software and a CNN.
For the CNN, we implemented FCN-8s architecture from Long et al. [19], trained
with a training set of 10 slices (CT-Scans) corresponding to our case base and
according to a cross-validation strategy to have the same conditions as CBR.
Table 4 shows our results from these diﬀerent methods. The CBR system version
evaluated is the one with a Region-Growing (RG) and adaptation phase. As
before, evaluation was done with a DICE and IU computation but, this time,
we computed them from true ground truths carried out manually by paediatric
surgeons.
As presented in Table 4, the best results were obtained with our CBR system.
Indeed, we succeeded in having results very close to manual RG with a mean DICE
of 0.83. A Level-Set technique shows good results for most of the cases, but it failed
to segment Case 8 correctly. Globally, RG (manual or with CBR) performs more
pertinent segmentations. CNN has the worst scores, with a mean DICE of only
0.59. This is a logical result since CNNs are based on experiences and require a
large database to yield interesting segmentations. CBR is another approach based
on knowledge, which requires much less data in order to work well.
Table 4. Comparison of our CBR system and some other approaches. DICE and IU
were calculated for segmentation of deformed kidney
CBR
DICE IU

RG
DICE IU

Level set
DICE IU

FCN-8s
DICE IU

Case 1

0.92

0.85 0.92

0.85 0.93

0.87 0.73

0.58

Case 2

0.89

0.80 0.88

0.79 0.88

0.79 0.78

0.64

Case 3

0.74

0.59 0.75

0.60 0.73

0.58 0.65

0.48

Case 4

0.74

0.59 0.79

0.65 0.75

0.60 0.52

0.35

Case 5

0.84

0.72 0.84

0.72 0.83

0.71 0.53

0.36

Case 6

0.95

0.90 0.95

0.90 0.90

0.83 0.47

0.31

Case 7

0.82

0.70 0.82

0.69 0.76

0.62 0.59

0.42

Case 8

0.76

0.62 0.76

0.62 0.18

0.10 0.60

0.42

Case 9

0.86

0.76 0.86

0.76 0.84

0.73 0.73

0.57

Case 10

0.76

0.61 0.77

0.63 0.73

0.58 0.35

0.21

Mean

0.83

0.71 0.83

0.72 0.75

0.64 0.59

0.43

Median

0.83

0.71 0.83

0.70 0.79

0.66 0.59

0.42
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Discussion

Our results prove that our CBR system can enhance and guide segmentations
of organs and structures deformed by a singularity (the tumour). Indeed, using
this technique, the deformed tumoural kidneys of our scans were widely retrieved
and better segmented than with all the other tested methods. This mainly comes
from our adaptation phase ensuring that seeds are placed at the right place. Nevertheless, this adaptation is based on a coherence of pixel intensity and, unfortunately, diﬀerent structures can have similar grey levels. Thus, it is possible that
the adaptation selects the wrong pixel and places seeds in the spine or ribs, for
example. Most of the time, kidneys are close enough to avoid this situation, but
it could theoretically occur. In that respect, it would be interesting to enhance
our adaptation phase to prevent this possibility. One way of doing that would be
to drive the pixel research in the direction of kidney, rather than visiting all the
neighbours around the initial seed. Another improvement would be the design
of another adaptation phase for adjustment of the thresholds recovered from the
source case.
Globally, RG produced better segmentations than the Level-Set (LS) technique although results are close for the most of cases. Yet, for some cases, LS
parametrisation is easier and faster. This could permit designing a CBR system
with both approaches: a case would be composed by the segmentation technique
as well (RG or LS), following the best way determined during the manual step.
In this way, a CBR system could retrieve the segmentation approach used to
solve a case and not only the parameters of a particular technique. In our approach, CNNs have poor results because of the lack of data (only 10 images). The
main advantage of CBR with respect to CNN is that CBR is simultaneously an
experience approach and a knowledge approach, where CNN is just based on
experience. This is the reason why CBR can perform interesting results even
with a small data set. Actually, CNNs may give better results with larger data
set. However, the limited number of elements is one of the constraints we have to
deal with. Moreover, CNNs encounter many diﬃculties segmenting little structures, such as deformed kidneys, but could lead to results accurate enough with
larger structures such as tumours. This helps to envisage a hybrid system, with
a CBR system to segment kidneys and a CNN to segment tumours.
In addition, for surgeons, the segmentation of kidneys and tumours is not
suﬃcient. Surgeons also need to visualise other small structures, such as blood
vessels (artery, vein, etc.) in order to evaluate the diﬃculty of the surgery. Yet,
it can be very diﬃcult to segment them because of the lack of visibility. Due to
their small size, placing a seed inside is not allowed. Deep learning could be a
good option.
In regards with these results, inspired by the Trzupek et al. approach [26], we
want to go further and integrate a real ontology which could guide the position
of the seeds for all the other structures.
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Conclusion

We have designed a system based on CBR, which can guide segmentation of
tumoural kidneys. We have also compared this approach to classical ones (commonly used in hospitals) and very recent ones (deep learning). These very promising results proved that we must delve further into this approach, and that we
are on the correct path to automatic segmentation of all the organs in this part
of the abdomen. Our ambition is now to evaluate our method over a larger data
set.
The diﬃculty of our problem resides in the fact that tumoural kidneys are
deformed and moved by a totally unpredictable structure (the tumour). Nevertheless, our system can retrieve the positions of these organs.
Further work will consist of deﬁning an ontology of this part of the body,
including fuzzy information of the positions of the diﬀerent structures. Moreover,
an interesting future work would be the design of a hybrid segmentation system,
with CBR and CNNs, to segment all of them.
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Abstract. As people live longer, the increasing average age of the population places additional strains on our health and social services. There
are widely recognised beneﬁts to both the individual and society from
supporting people to live independently for longer in their own homes.
However, falls in particular have been found to be a leading cause of the
elderly moving into care, and yet surprisingly preventative approaches
are not in place; fall detection and rehabilitation are too late. In this
paper we present FITsense, which is building a Smart Home environment to identify increased risk of falls for residents, and so allow timely
interventions before falls occurs. An ambient sensor network, installed in
the Smart Home, identiﬁes low level events taking place which is analysed to generate a resident’s proﬁle of activities of daily living (ADLs).
These ADL proﬁles are compared to both the resident’s typical proﬁle
and to known “risky” proﬁles to allow evidence-driven intervention recommendations. Human activity recognition to identify ADLs from sensor data is a key challenge. Here we compare a windowing-based and a
sequence-based event representation on four existing datasets. We ﬁnd
that windowing works well, giving consistent performance but may lack
suﬃcient granularity for more complex multi-part activities.

Keywords: Human activity recognition

1

· Smart Homes · Sensors

Introduction

In this work we examine the opportunities to support assisted living environments with ambient sensors in a Smart House solution to monitor health
trends in the home. A Case-Based Reasoning (CBR) approach is proposed which
exploits the pattern of activities identiﬁed by the sensors to infer information
about the health of the resident. In particular, the initial solution aims to predict
c Springer Nature Switzerland AG 2018
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increased risk of falls for residents of 16 Smart Homes being built near Inverness
in Scotland.
The country is facing an ageing population with many people living longer.
10 million people in the UK are currently over 65 with a further increase of 5.5
million projected over the next 20 years. 3 million people are aged over 80 which
is expected to double by 2030 [1]. An ageing population puts additional strains on
health and social services with both a smaller proportion of working population
available to support services, and with the elderly having more complex medical
needs. Furthermore, with modern lifestyles, carers from within the family are less
available. More people are tending to live alone as families live further apart with
increased levels of relocation for work. In this changing scenario it is important
that we help people with mobility or social needs to live independently for longer,
and so reduce their reliance on more expensive health care solutions.
In particular, falls are an ongoing problem accounting for over 4 million
bed days a year in the UK [2]. They are the most common cause of death for
over 65s [3] with on average 35,848 fall-related deaths occurring annually in the
EU between 2010 and 2012 [4]. One study performed in Torbay found 28% of
falls proved to either be fatal or became so within 12 months, highlighting that
research into preventative measures may be a more promising approach than
rehabilitation after falls have occurred. Identifying preventative measures to be
taken against falls could reduce morbidity, while also reducing costs and workload on health services. In addition to direct physical health concerns, falls have
a lasting psychological eﬀect which can reduce a person’s conﬁdence in their
independent abilities, leading to an increase in sedentary behaviour and depression [5]. Eﬀective methodologies for anticipating falls would be invaluable and the
beneﬁts associated with prevention appear to outweigh those of rehabilitation.
Recent developments in a number of technologies (sensors, Internet of Things,
Cloud Computing, and increased computational power), along with reduced
costs have resulted in substantial interest in the development of Smart Homes
for automation, security and to a lesser extent health. Smart Homes oﬀer a ubiquitous computing solution, in which a house utilises many sensors to deliver a
safer environment. The core design of the common devices (e.g. IR, magnets,
temperature) have remained unchanged over the last decade although size, cost
and eﬃciency have all improved. Newer technologies are also beginning to be
relevant, such as Wi-Fi and radar. Ambient sensors are practical for continuous
monitoring in health application; lacking the overhead associated with wearables,
or privacy concerns with video.
In this paper, we explore the use of everyday, low-cost ambient sensors
installed in new-build Smart Homes with the aim of supporting tenants to live
independently for longer. Speciﬁcally, we identify and discuss the main challenges in designing and deploying a real-world health monitoring system that
senses and predicts the level of risk of falling attributed to Smart Home residents. Data is captured by a range of sensors installed in specially-designed,
technology-enabled “FitHomes”. Targeting speciﬁc activities identiﬁed as precursors to falls, the system analyses data derived from these sensors to identify
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patterns of activity, and changes in these patterns which could be linked to an
increased risk of falling. It is hoped that evidence-based alerts will enable families and agencies to intervene with preventative measures before incidents occur.
An outline solution is developed and initial experiments are undertaken to evaluate alternative approaches to classifying activity with low level, raw data inputs
from multiple multi-modal sensors. The key contributions of the work are:
– to outline a novel CBR solution for identifying the risk of falls for residents
in Smart Homes; and
– to evaluate alternative representations for activity recognition from the lowlevel, data inputs delivered from sensors.
The remainder of this paper describes our approach to employing ambient,
non-intrusive sensors for monitoring and predicting risk of falls in purpose-built
assisted homes, and presents experiments that evaluate alternative representations for activity recognition. In Sect. 2 we review existing research on the
use of Smart Homes for health monitoring and risk of fall prediction. Section 3
discusses, in more detail, the speciﬁc scenario being faced in this real world
development along with the associated challenges that we plan to address. Our
proposed 2-part solution, which ﬁrst employs Machine Learning (ML) to generate a more abstract case-structure on which we can then build an eﬀective CBR
system is outlined in Sect. 4. In Sect. 5 we introduce four datasets that we use
to evaluate alternative feature representations for our initial activity recognition
task. Finally, we draw our conclusions in Sect. 6.

2

Related Work

Activities of Daily Living (ADLs) are events in daily life which would be considered intrinsic to a person’s ability to live independently. Typical ADLs include
being able to dress oneself, get out of bed, and feed oneself. Katz [6] originally
proposed the term along with a scale for rating a person’s independent ability
using their performance in simple ADLs. He suggests that there may be a procedural decline in ADL capability. While this was not proven, the concept of losing
ADLs as we age has inﬂuenced future research in the ﬁeld by identifying that
speciﬁc ADLs are more indicative of reduced capability than others. Observing
variances in ADL performance, such as missing a key step in an activity or performing steps out of order, can aid the identiﬁcation of degenerative mental and
physical capability which in turn may contribute to an increased risk of falling.
Physiological expressions, such as movement, can also be used to identify an
increased risk of falling. Vestergaard [7] performed a study in which a relationship between performance in a 400-meter walk test and subsequent mortality
in older adults was observed. This test (and other shorter variants) is usually
performed in laboratory or hospital conditions, in which a physician would also
be able to consider the patients condition and other metrics from the test. These
include but are not limited to, whether or not a break was taken, variation in
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lap times and existing health conditions. However, lab-based testing is time consuming, costly and impractical for many patients, especially those with mobility
issues. In addition, some studies have been able to identify risk of falling, and
other potential health issues, in the elderly using gait velocity alone [8–10]. So
while gait and other expressions of movement are indicative of many underlying conditions, measuring all aspects of gait such as swing and stride length
requires specialist equipment, e.g. vision-based sensors. Gait velocity, however,
can be measured using simpler equipment and still provides excellent insight
into subject movement. For instance, Rana [11] performed a study in which gait
velocity was estimated using simple infra-red motion sensors. We plan to adopt
this approach and, while lab-based testing can provide higher accuracy, we hope
accessible in-home testing can contribute to early detection of health problems.
Housing installations with ubiquitous simple sensors oﬀer an opportunity
to provide continuous behavioural and physiological monitoring of residents.
These simple sensors can range from binary magnetic switches [12], to IoTmonitored motion sensors [13], all of which can provide insight into behavioural
and physiological expressions. ADLs can then be reconstructed and modelled by
identifying temporal patterns in these sensor outputs.
Modelling and classifying activities from sensor data typically involves applying ML techniques best adapted for pattern recognition. Several manually annotated datasets taken from Smart Home installations have been produced for the
purpose of activity recognition [12,14,15]. Tapia made use of an extended Naive
Bayes classiﬁer to identify activities in their labelled dataset, whereas Kasteren
made use of Hidden Markov Models (HMM) and Conditional Random Fields
(CRF). All these techniques have demonstrable strengths in activity recognition, however the use of generative methods, such as HMMs and CRFs allow for
the use of sequential data to train a model based on successive activities [16].
We use these existing datasets in our experiments to explore the eﬀectiveness of
alternative modelling and ML approaches.

3

FitHomes and Predicting Falls

FitHomes is an initiative, lead by Albyn Housing Society Ltd (AHS) in partnership with Carbon Dynamic, that aims to support independent living with the
supply of custom-built Smart Homes ﬁtted with integrated non-invasive sensors.
16 houses are being built and near completion at Alness near Invergordon. These
houses are part of a development cycle with a further 32 FitHomes, funded by
the Inverness City Deal, planned to be built within the Inverness area within
3 years. FITsense is a one year Data Lab1 funded project that aims to exploit the
sensor data to develop a prototype fall prediction system for these FitHomes.
3.1

Sensors

One of the ﬁrst considerations in designing a Smart Home focused on health
monitoring is the choice of what type and mix of sensors to use in order to
1

The Data Lab, Scotland. https://www.thedatalab.com/.
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provide a cost-eﬀective solution that is also acceptable to residents. AHS have
conducted initial research and it was clear that their tenants wanted an unobtrusive system that supported them in their homes, but did not take over. Both
video and wearables were considered too intrusive for continuous in-home use;
video due to privacy issues and wearables due to the ongoing overhead associated with 24 h operation. As a result, the focus in this project has been on
simple everyday sensors, many of which are already widely used in security and
automation applications. FITsense is an applied project and with this approach
we can establish the limits of existing technology now, rather than developing
new solutions for the future. A plug and play design will be adopted such that
new sensors can be easily integrated as new technologies become main stream. A
further beneﬁt is provision of a low cost solution from the hardware perspective
but with additional challenges for the data analysis.
FITsense aims to identify increased risk of falls and so a key focus for monitoring is to identify activity levels, patterns and speeds. However, the monitoring
can go beyond just movement to consider other factors that have been shown to
be related to falls, including dehydration, tiredness and mental health. Gaining
information on these additional factors requires monitoring to also capture data
on more general activities such as eating & drinking behaviours, sleep patterns,
and toileting & grooming habits. With these criteria in mind a range of sensors
have been selected for the FitHomes, that include:
–
–
–
–
–
–
–
–

IR motion sensors that capture movement in each room;
contact sensors to capture room, cupboard, and fridge door opening/closing;
pressure sensors that identify use of the bed and chairs;
IR beam break sensor to identify gait speed;
electricity smart meters to identify power usage pattern;
ﬂoat sensors identifying toilet ﬂushing;
humidity sensors to identify shower use; and
temperature sensors integrated with the humidity sensors.

Figure 1 shows typical sensors being used, including from left to right: a
motion sensor; a presence sensor, being considered to identify presence of carers; a contact sensor; and electricity usage sensor, being considered for speciﬁc
electrical items.

Fig. 1. Example of the sensors used in FITsense
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Most of the sensors chosen have a binary output that simply activate when
the event they are monitoring takes place e.g. a door opening; however others
output continuous readings provided at ﬁxed polling rates. The data fusion task
across multiple sensors with diﬀerent output modes becomes one of the main
challenges in employing large numbers of sensors.
3.2

Smart Homes

The FitHomes are factory manufactured and supplied on-site ready to connect
to site services, providing a cost eﬀective build method for multiple properties.
Sensor installation currently takes place on-site. Positioning and orientation of
the sensors is important to give as much information as possible but also to consider building constraints, for example to give access to an electricity connection
and remove reliance on battery usage. Figure 2 gives a plan layout view of the
FitHomes with positioning identiﬁed for many of the sensors, including 6 motion
sensors (one in each room), contact & pressure sensors, humidity & temperature
sensors, electricity meter, and a ﬂoat sensor in the toilet.

Fig. 2. Annotated ﬂoorplan of a FitHome

A Samsung SmartThings hub is used as the data centre to collect output from
the sensors via ZigBee and pass the data on over the internet to cloud storage

FITsense: Employing Multi-modal Sensors in Smart Homes to Predict Falls

255

that allows API access for data analysis at a later date as required. The key
challenge in employing multiple ambient sensors of varying types is to transform
the low-level largely event-driven individual sensor activations (e.g. movement
in kitchen) into meaningful activities on which to reason (e.g. food preparation).

4

Case-Based Approach

The elements of the CBR solution are ﬁrst to identify patterns in the data that
allow us to create representations from the low-level, raw sensor data that capture the residents’ activities and behaviours of daily living, e.g. sleeping, dressing,
showering, cooking etc., and then to assemble these activities into personalised
daily and weekly proﬁles. The second stage is the analysis of these activity proﬁles to enable both the identiﬁcation of changing trends in the resident’s activities over time and to make comparisons with data collected from other similar
residents. Changes in the Smart Home resident’s own activity patterns over time
can then be used to detect deterioration in health linked to falls, while comparisons with the patterns of other Smart Home residents can provide benchmark
measures of health. The data thus supports evidence-driven intervention tailored
to the resident and their speciﬁc circumstances.
4.1

Classifying ADLs

Human Activity Recognition (HAR) to identify ADLs is challenging in Smart
Home scenarios because large volumes of data is generated from multi-modal
sensors in real time making patterns associated with speciﬁc activities diﬃcult
to identify. Simple sensors (e.g. door open/closed sensors) are binary and record
events, while more complex sensors (e.g. electricity consumption meters) poll
data at ﬁxed intervals to produce single or multi-dimensional time series outputs.

Fig. 3. Identifying activities from sensor activations

Figure 3 shows a diagram with examples of sensor activations for motion
sensors in a hall, kitchen and lounge together with pressure sensors on the chair
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and bed. Simple events can be inferred from this data to generate activities. A
mix of approaches will be adopted to identify activities and to then generate the
residents daily activity proﬁle. For the simple activities shown (e.g. time sitting,
time in bed, number of toilet visits, number of room transitions) only one or two
sensor activations are required to identify the activity; a rule-based approach
with simple human generated rules is suﬃcient to identify the activity. Where
eﬀective this approach will be adopted.
However, more complex activities can only be recognised by the interaction
of several sensors e.g. food preparation, showering, grooming, disturbed sleep.
For these more complex activities a ML approach will be adopted. HAR typically
employs a windowing approach to create a single aggregated vector representation on which ML (e.g. kNN, Support Vector Machines or Naive Bayes) can be
applied for classiﬁcation. These approaches can work well but are perhaps less
able to handle the data fusion scenarios from Smart Homes because of diﬃculties
in selecting appropriate time windows for diﬀerent activities; and due to the loss
of information when the sequence of events is not maintained, by aggregating
within a window. In this paper we investigate using a sequence-based representation, in which the events are placed in order based on their time stamp.
4.2

Reasoning with ADLs

Identifying ADLs in themselves does not give an indication of health. However,
it has been shown that one of the best ways to evaluate the health status of older
adults is through functional assessment [17]; ADLs are lost as we age and in FITsense the plan is to monitor changes in ADL activity as an indicator of deteriorating health and increased risk of falls. To do this a CBR approach is adopted.
With CBR, new problems are solved by retrieving similar, previously solved
problems and reusing their solutions. In our scenario, a set of ADL templates
(together with contextual information) will be used as the problem representation to retrieve similar proﬁles from a case base of existing proﬁles. Solutions
will identify interventions, where required, and their previous outcomes.
Figure 4 presents an overview of our approach. Low-level, time-stamped
events identiﬁed by the sensors are transformed into a daily user proﬁle. The
proﬁles are a set of ADLs with mixed data types: some ADLs are binary, e.g.
disturbed sleep; some ADLs are counts, e.g. number of room transitions or stand
up from seat count; some are cumulative daily time spans, e.g. time sitting, or
time in bed; while others are numeric, e.g. average gait speed. Whatever the
data type a similarity measure is associated with each ADL so that comparison can be made between them. A set of daily ADL proﬁles for a resident can
then be compared with those in the case base, on the right of Fig. 4. Retrieval
of similar proﬁles labelled as at risk identiﬁes the need to recommend intervention, and falling similarity with the user’s own previous proﬁles identiﬁes
changing behaviours. Importance in determining similarity for FITsense is given
to ADLs known to correlate with falls. For other health conditions the similarity
knowledge could be reﬁned to reﬂect speciﬁc conditions e.g. gait for falls, erratic
behaviour for Dementia, general physical activity level for obesity, etc.
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Fig. 4. CBR Approach to Identifying ‘Risky’ Behaviours

A key challenge is to identify risky or deteriorating behaviour. Labelled positive cases (identifying a fall is likely) are rare because people don’t fall that
often. The initial approach is to generate template solutions with guidance
from health care professionals. Then, as real data becomes available, we can
learn/reﬁne/supplement these hand-crafted templates with the addition of real
experiences as they occur in the data generated both by the user and by others.

5

Evaluation

The initial task is to assess our eﬀectiveness at classifying ADLs from raw sensor data. We do not yet have live data being generated by tenants from the
FitHomes, so for this evaluation we use existing datasets. The aim of the evaluation is to compare the performance of diﬀerent ML algorithms when applied
to the window-based and sequence-based representations.
5.1

Datasets

Four publicly available datasets are used in our experiments: CASAS2 (adlnormal), Van Kasteren3 (kasteren) and two from the Massachusetts Institute of
Technology4 (tapia1/2). These datasets share similar properties to that expected
from the FitHomes with a focus on activity recognition using simple sensors in
Smart Home installations. They all capture binary sensor activation data from
the homes and have been labelled with class information, i.e. the ADL identiﬁed
during the speciﬁed time period. The activities are of varying length.
2
3
4

http://casas.wsu.edu/datasets/adlnormal.zip.
https://sites.google.com/site/tim0306/kasterenDataset.zip.
http://courses.media.mit.edu/2004fall/mas622j/04.projects/home/thesis data txt.
zip.
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Table 1. Overview of the datasets used.
Dataset

Classes Attributes Instances

adlnormal 5

39

120

kasteren

7

14

242

tapia1

22

76

295

tapia2

24

70

208

Table 1 gives an overview of the structure of the datasets. These are relatively
small datasets with between 120 and 295 instances, reﬂecting the high cost of
manual labelling. The number of attributes varies between 14 and 76 reﬂecting
diﬀerences in the number of sensors present in diﬀerent installation set ups.
Likewise, there are diﬀerences in the number of activities being monitored (i.e.
classes) depending on the focus of the particular study; tapia in particular has
a large number of diﬀerent activity labels, some of which would not be relevant
for predicting falls. Some activities are more popular than others and as a result
most datasets do not have balanced class distributions. In Table 2, the activity
classes present in each dataset are shown, along with a count of the number of
times the activity is recorded in the dataset.
Table 2. Details on the distribution of activities across datasets.
Dataset

Activities (in order of expression)

adlnormal 24 × Phone Call, 24 × Wash hands, 24 × Cook, 24 × Eat, 24 × Clean
kasteren

34 × Leave House, 113 × Use Toilet, 23 × Take Shower, 23 × Go to Bed,
20 × Prepare Breakfast, 10 × Prepare Dinner, 19 × Get Drink

tapia1

1 × Going out for entertainment, 15 × Preparing a snack,
19 × Doing laundry, 4 × Dressing, 1 × Washing hands,
8 × Washing dishes, 3 × Watching TV, 14 × Preparing breakfast,
12 × Going out to work, 2 × Putting away dishes, 37 × Grooming,
9 × Cleaning, 2 × Putting away groceries, 18 × Bathing,
8 × Preparing dinner, 17 × Preparing lunch, 1 × Other,
2 × Putting away laundry, 2 × Going out for shopping, 1 × Lawnwork,
15 × Preparing a beverage, 84 × Toileting

tapia2

4 × Talking on telephone, 1 × Lawnwork, 3 × Cleaning, 5 × Dressing,
16 × Preparing a snack, 2 × Home education, 17 × Listening to music,
2 × Grooming, 37 × Toileting, 15 × Watching TV, 2 × Other,
14 × Taking medication, 13 × Preparing breakfast,
5 × Working at computer, 3 × Going out for shopping,
20 × Preparing lunch, 20 × Washing dishes, 1 × Preparing a beverage,
1 × Putting away groceries, 1 × Going out for entertainment,
3 × Bathing, 3 × Putting away dishes, 1 × Putting away laundry,
14 × Preparing dinner
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The average sequence length of activities identiﬁed in the datasets varies
between 4.7 in kasteren and 34.4 in adlnormal, as can be seen in Table 3.
The datasets feature complete representations of sensor activations, including
timestamps and durations, which allows us to build both a window-based and
sequence-based representation.
The window-based representation is a ﬁxed-length vector which does not
change with varying activity lengths. If we count the number of sensors in
the installation there will be one problem-side attribute for each sensor. The
attribute value being a count of the number of times the sensor is activated during an activity timespan. The solution is a single class label, namely the labelled
activity.

Fig. 5. Example Sequence-based representation for a shortened kasteren dataset.

The sequence-based representation captures temporal relationships between
attributes. The intuition is that this additional information will aid activity classiﬁcation performance, with the ordered sequences of sensor activations allowing
more detailed understanding of activities and the underlying sensor network in
the installation. A ﬁxed length representation set to the length of the longest
activity sequence in the dataset is used. Hence, as shown in Fig. 5, each problemside attribute in a case is a sensor activation identiﬁed by its unique id, or a null
padding value. As with the window-based representation, the solution is a single
class label, identifying the activity. The longest activity length in the shortened
“kasteren” example, is 20, and a sequence of 17 sensor activations is recorded
in this activity. Hence, the ﬁrst 3 attributes are null. As the maximum activity
length increases, the number of null attribute values in shorter activities (which
form the majority of datasets) will increase.
Table 3. Average and maximum length of activities.

Dataset

Sequence length
Temporal length
Avg (cnt) Max (cnt) Avg time (sec) Max time (sec)

adlnormal 34.4

127

203.3

658

kasteren

4.7

92

8588.4

38193

tapia1

9.4

156

732.5

8132

tapia2

9.4

184

1824.5

14936
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Experiment Set-Up

Popular ML algorithms that delivered good performance on these datasets were
selected from the default Weka library to run on the window-based representation of each dataset [18]. These were compared to CRFs run on both the
window-based and sequential-based representation. CRFs were selected for use
with sequence-based representation as they can train based on the probability
of previous sequences reoccurring. By modelling state-to-state dependencies the
context of a sequence within a meta-sequence can be considered during training.
Weka does not natively support learning with CRFs, and so for CRF learning,
the CRF++ toolkit was used. Both tools make use of diﬀerent data formats, so
each dataset was converted to ARFF (for use in Weka), and CSV (for use with
CRF++).
–
–
–
–
–
–

Bayes Network: Using the BayesNet bayes classiﬁer.
k-NN: Using the IBk lazy classiﬁer (with k = 3).
SVM: Using the SMO function classiﬁer.
J48: Using the J48 tree classiﬁer.
CRF-Win: Using CRFs on the window-based representation.
CRF-Seq: Using CRFs on sequenced-based representation.

Given the limited data available, Leave-One-Out cross validation was applied
on all experiments. In addition to recording average accuracy results, confusion
matrices were plotted for each dataset and ML algorithm combination using
Matplotlib5 (for CRFs), and Weka (for other algorithms).
Table 4. Experiment results (in accuracy %).
Dataset

5.3

BayesNet k-NN SVM J48

CRF-Win CRF-Seq

adlnormal 98.3

91.6

92.5

92.5

95.0

96.7

kasteren

92.6

94.2

81.0

93.4

80.6

93.0

tapia1

50.8

54.2

56.3

54.2

61.0

55.6

tapia2

28.3

34.6

35.1

47.1

47.1

42.0

Results and Discussion

The performance of BayesNet, k-NN, SVM, J48 and CRFs when used with
Windowed data, and CRFs when used with Sequenced data are compared. The
results can be seen in Table 4 with the highest accuracy achieved on each dataset
in bold.
On the window-based representation, high accuracies, generally in excess of
90%, are achieved on adlnormal and kasteren compared to highs of 61% and 47%
5

https://matplotlib.org/.
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on tapia1 and 2 respectively. The diﬀerences reﬂect that both tapia datasets
present a much harder classiﬁcation task with over 20 ﬁne grained activities,
many of which are hard to distinguish even with over 70 sensors. adlnormal and
kasteren have fewer activities being identiﬁed (5 and 7 respectively) and fewer
sensors (39 and 14 respectively). kasteren in particular is more in line with the
type of activities and sensor network we plan for FITsense.

Fig. 6. Confusion matrix for CRFs on tapia1 windowed data.

With the algorithms applied to the window-based representation, there is
not a clear winner. BayesNet, k-NN and J48 all provide good performance on
the simpler datasets (adlnormal and kasteren); k-NN gives highest accuracy on
kasteren which having the fewest sensors and shortest activity sequences is likely
to have few noisy attributes. BayesNet gives highest accuracy on adlnormal
which is distinguished by having long sensor sequences associated with activities.
CRF-Win gives highest accuracies on the more complex tapia datasets, which
seems to indicate that the relationship between sensor activations becomes more
important for distinguishing similar activities from each other.
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On the sequence-based dataset representation, CRF-Seq outperformed CRFWin on the simpler datasets, although it was beaten by BayesNet on adlnormal
and k-NN on kasteren. On the tapia datasets CRF-Seq did not perform as well as
CRF-Win, although its performance was competitive with the other algorithms.
These results are slightly surprising as we anticipated that knowledge of sensor
activation sequence would improve classiﬁcation.
Figure 6 shows an example confusion matrix (CRF-Win on tapia1). This view
of the results identiﬁes speciﬁc activities that get miss-classiﬁed and interestingly
the activity they get miss-classiﬁed as. There are errors that might be expected,
for example confusing preparing breakfast with preparing lunch and vice-versa.
Generally, activities associated with speciﬁc sensors such as Taking Medication
or Toileting tend to classify better than activities performed in shared spaces
with several sensors used across many activities e.g. preparing dinner.

6

Conclusions

In this paper we have presented a Smart Home approach to predicting increased
risk of falls for residents in 16 assisted living houses being built in Scotland.
Simple ambient sensors are employed to monitor activities of daily living. We
propose a two stage approach in which activities are ﬁrst classiﬁed based on low
level sensor data inputs. Daily/weekly activity proﬁles are then assembled for
each resident and compared to their own past data and known risky proﬁles.
Overall, the initial experiment results on activity classiﬁcation are promising
and we can expect accurate identiﬁcation of activities in FITsense, providing
that the classes are not too ﬁne-grained. It appears that the window-based representation is suﬃcient for eﬀective classiﬁcation, although the results are not
clear and additional comparisons will be made when data becomes available from
FitHomes. It may be that a hybrid approach is required with the assumption
that attributes are independent being an eﬀective simpliﬁcation for simple activities; but for more complex activities, methods that take advantage of attribute
interaction and event sequences may be more eﬀective.
Acknowledgements. This work was part funded by The Scottish Funding Council via The Data Lab innovation centre. Thanks also to Matt Stevenson at Carbon
Dynamic and Angus Watson at NHS Highland, Inverness for their support of the FITsense project.
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Abstract. Case indexing decisions must often confront the tradeoﬀ
between rich semantic indexing schemes, which provide eﬀective retrieval
at large indexing cost, and shallower indexing schemes, which enable lowcost indexing but may be less reliable. Indexing for textual case-based
reasoning is often based on information retrieval approaches that minimize index acquisition cost but sacriﬁce semantic information. This paper
presents JointEmbed, a method for automatically generating rich indices.
JointEmbed automatically generates continuous vector space embeddings that implicitly capture semantic information, leveraging multiple
knowledge sources such as free text cases and pre-existing knowledge
graphs. JointEmbed generates eﬀective indices by applying pTransR, a
novel approach for modelling knowledge graphs, to encode and summarize contents of domain knowledge resources. JointEmbed is applied to
the medical CBR task of retrieving relevant patient electronic health
records, for which potential health consequences make retrieval quality
paramount. An evaluation supports that JointEmbed outperforms previous methods.
Keywords: Case-based reasoning for medicine
Electronic health records · Indexing · Textual case-based reasoning
Vector space embedding

1

Introduction

Textual case-based reasoning (TCBR) (e.g., [32]) enables case-based reasoning
to exploit textual case information captured for human use. Electronic health
records (EHRs) provide a high-impact information source for TCBR. National
initiatives have encouraged the adoption of such records, and in the United States
a majority of doctors and hospitals keep their records in electronic form. If harnessed eﬀectively, EHRs could provide a vast resource for assisting with tasks
such as diagnosis, early disease detection, and treatment decision support. However, indexing such records for eﬀective retrieval is challenging. When reasoning about patient conditions, relational information is important (e.g. how and
c Springer Nature Switzerland AG 2018
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which symptoms are related to which illnesses); case retrieval should reﬂect such
relations. Common textual retrieval approaches, such as bag-of-words (BoW)
[5] and word frequency counts [33], while successful in many domains, do not
represent relational or semantic information, resulting in crucial loss of information about connections between symptoms and between illnesses. Incorporating
relational and semantic knowledge into TCBR indices can substantially improve
performance [32], but traditionally requires drawing on knowledge and computationally expensive natural language processing (NLP) tools at query time.
This paper presents research on mining and capturing semantic and relational
information for indexing textual cases, tested on the EHR domain. The approach we propose automatically represents knowledge as word embeddings. Our
system, JointEmbed, extends research on distributed continuous vector space
embeddings, which represent words using a real-valued vector. Such embeddings,
especially those learned using the word2vec approach, have been shown to encode
useful semantic characteristics of words, and indexing has been done via word
embeddings that encode semantic and relational information. We extend the
existing word2vec framework to enable JointEmbed simultaneously to encode
both semantic and relational information.
JointEmbed can leverage multiple knowledge sources, ranging from free text
to knowledge graphs, to learn word embeddings. It applies pTransR, a new
method which we developed to model and incorporate information from knowledge graphs within the embeddings learned using the existing word2vec framework. The resulting word embeddings are a single resource that encodes and
summarizes the information across knowledge resources. We hypothesize that our
method will result in a more robust and generalizable indexing scheme for EHRs
compared to other word embeddings techniques [7,9,25,27,34]. This hypothesis is tested with the word embeddings used to represent physician notes for
indexing, and with PubMed article abstracts, Uniﬁed Medical Language System
(UMLS), MeSH, clinical trial reports, and the Merck Manuals used as the sources
of background knowledge. The performance of JointEmbed’s indexing scheme is
scored according to the quality of cases retrieved, following methods of Moen
and colleagues [20], with the goal of taking a new patient record as input and
retrieving cases able to support patient diagnosis. The performance of JointEmbed highlights the beneﬁt of leveraging domain knowledge that is external to the
knowledge contained in the cases to learn continuous space vector embeddings.

2

Motivation

The goal of this work is to develop domain-independent methods for learning
word representations that encode the important semantic and relational information for retrieving useful cases. The proposed method relies on an objective
function for jointly learning word embeddings across free text and structured
knowledge sources. The word embeddings are then used as the indexing scheme
to encode rich and robust information about words in text.
Indexing text is challenging because word-based representations do not
encode the semantic meaning or function of words they represent. Continuous
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space vector embeddings encode a word’s meaning or function. Recently it has
been shown that algorithms such as skip-gram [16], a highly eﬃcient version of
word2vec, can encode some degree of semantic information, and that algorithms
such as TransE [4] can encode relational information. Learning word representations that are solely based on word co-occurrences, as in word2vec, ignores
existing information available in the form of knowledge graphs. Our method
aims to address this issue by learning word embeddings that represent both
the raw, unstructured information and the formal, structured information that
knowledge graphs may provide for a given word.

3

Task Domain

When making decisions, medical practitioners rely on prior experience with similar patients, the information given in a patient’s medical history ﬁle, and a
vast wealth of medical knowledge formalized, reﬁned, and maintained by the
community. The importance of experiential knowledge immediately points to
the usefulness of CBR and has lead to extensive research in CBR and medicine
(e.g., [2]). However, especially as case complexity increases and case bases grow,
achieving reliable and eﬃcient retrieval may be challenging. Electronic health
records (EHRs) are complex sources of data that are temporally extended and
consist of multiple data modalities, such as phycisian’s notes, blood tests, and
heart rate readings. As case data, our work uses the EHRs from the MIMIC-III
(Medical Information Mart for Intensive Care) database [11]. MIMIC-III contains information about patients admitted to critical care units. Each patient’s
visit is described according to the data collected, procedures done, and the ﬁnal
diagnosis and/or treatment. Our cases contain the database’s physician notes
and the “ICD-9” label assigned to each visit indicating its outcome. This information could be used in many ways, but for purposes of our studies, we consider
the reasoning task to be predicting the visit outcome from the physician notes.
Domain knowledge includes several medical knowledge sources as additional
background knowledge: PubMed Central journal articles1 , the Merck Manuals [26], clinical trials information2 , the Uniﬁed Medical Language System
(UMLS) knowledge graph [3], and the Medical Subject Headings (MeSH) metathesaurus3 . The PubMed Central articles, the Merck Manuals, and the clinical
trials fall under the category of formal, unstructured knowledge sources. While
semi-structured knowledge is associated with these sources, it was not used for
the purposes of this paper. UMLS and MeSh explicitly deﬁne relations between
diﬀerent medical concepts and fall under the category of formal, structured
knowledge sources. WordNet [19] was used to provide background knowledge
for words that are not speciﬁc to medicine.

1
2
3

http://www.ncbi.nlm.nih.gov/pmc/tolls/openftlist.
https://clinicaltrials.gov.
https://www.ncbi.nlm.nih.gov/mesh.
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Background

Textual CBR (TCBR): Many methods have been proposed for indexing textual information. Frequently these approaches draw from information retrieval
and incorporate IR techniques such as using the information retrieval (IR) term
vector space model [32]. Similarly to our method, a number of approaches use
both statistical and background information, combining IR and NLP. Typically
a statistical method is used when doing the initial retrieval pass, and then a
more knowledge intensive approach is used during the second pass, e.g. in FAQFinder [6]. Other approaches reason about word counts/statistics or tree representations derived from the text, e.g. FALLQ [14]. In FAQ-Finder and FallQ
cases are entirely textual. However, there are domains in which cases contain
both text and non-text features resulting in additional challenges; the textual
information needs to be related to the non-textual information. Statistical IR
methods are a common way to relate the textual and non-textual information,
e.g. in the DRAMA design support system [34].
Rich representations often depend on knowledge engineering to craft a case
representation and deﬁne the similarity metric [23,28]. This imposes a heavy
burden, motivating development of methods for automatically identifying and
mining meaningful features from the text. Such features can take forms such as
graphs [7,27,29], semantic themes (e.g. SOPHIA [25]), propositional clauses [34],
and predicate logic (e.g. FACIT [9]). Domain independent methods have been
proposed for extracting such features, but constructing graphs and extracting
relevant information can be computationally expensive at query time.
Learning Continuous Space Vector Representations from Texts: Distributed and reduced representations capture global properties of words by mapping them to a continuous, high-dimensional space that encodes the contexts in
which they occur, which in turn reﬂect their semantics. Several techniques have
been used to learn word context representations, such as latent semantic indexing
(LSI) [8,24], random indexing (RI) [12], and word2vec [16–18].
Word2vec is currently considered to be the state-of-the-art for learning continuous space vector embeddings of words. The most eﬃcient version of word2vec
is skip-gram [13]. During training, the goal of skip-gram is to learn word representations that can be used to predict which other words are likely to occur
nearby. The objective is based on the idea that a word’s context should be predictive of that word. In the case of skip-gram, a word’s context is those words
that occur within some ﬁxed window to its left and right [17].
A variant of word2vec [13] that learns vector representations for words, sentences, paragraphs, and entire documents has been used to evaluate query and
document similarity within a clinical decision support (CDS) system [36]. The
CDS system retrieves relevant biomedical articles given a user query. Continuous space vector embeddings are learned to represent the user queries and the
biomedical articles, and are then used to evaluate the semantic similarity between
the queries and the articles. The word and paragraph vectors are learned according to the method of Le and Mikolov [13]. Queries are compared against existing
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documents by computing the cosine similarity between the query vector representation and the vector representation of each document. Documents are then
ranked according to the similarity score. A similar approach was later taken by
Moen and colleagues [20,21] where queries were entire patient health records
and relevant patient cases were retrieved.
Learning Continuous Space Vectors from Knowledge Graphs: Multiple
methods exist for learning continuous space vectors from knowledge graphs. The
methods treat knowledge graphs as being composed of relational triplets and
take inspiration from the word2vec algorithm. One category of approach learns
a single vector per relation and considers the relationship between two entities
to be a translation [4,10,15,31,35]; pTransE [30] and TransR [15] are speciﬁc
instances of this approach and provide the basis for the new algorithm presented
in this paper, pTransR. In general, the diﬀerent approaches operate under the
premise that when a relation, r, between two objects,h and t, holds, translating
an entity vector, h, representing h by the relation vector r should result in
a vector, t, near t. For example, given the relation (cough symptom of cold),
translating the vector for “cough” by the relation vector “symptom of” should
result in a vector very similar to the one for “cold.” Typically, the ﬁrst object in
the relation, “cough,” is referred to as the head of the relation and the second
object, “cold,” is referred to as the tail of the relation.
Each of the approaches deﬁnes a scoring function that evaluates how true the
relation (h, r, t) is, but they diﬀer according to exact mechanism by which h and
t are compared and according to the loss and objective functions used to learn
the embeddings. pTransE uses a log-likelihood objective function and translates
objects by relations by adding the relation vector, r, to the object vector, h.
TransR uses a SVM-like objective function and projects the object vector, h,
into the relation’s semantic space before adding the relation and object vectors
together.
While learning the embeddings, the objective is to predict the object that
participates in relation with the head object. At the core of each approach is
a scoring function that applies a linear combination to the head h ∈ Rd and
the relation r ∈ Rd , and computes the resulting vector’s distance from the tail
t ∈ Rd . The distance is computed using either the L1 or L2 norm. How the head,
relation, and tail embeddings are computed varies across approaches.

5

Methods

JointEmbed treats each knowledge source as independently contributing to and
constraining the meaning of the word representations (embeddings). Speciﬁcally,
the free text provides information about word co-occurrences and the knowledge graphs deﬁne more complex relations (e.g. “is an instance of” or “is a
synonym of”). The contribution of the free text knowledge sources is modelled using skip-gram [16], which learns word representations that are predictive of word co-occurrences. To jointly model the information provided by the
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knowledge graphs with that provided by the free text we developed pTransR,
described in detail in a following subsection.
A single set of word embeddings was learned across knowledge sources. However, a unique set of relation embeddings was learned per knowledge graph as
the relations in each graph were considered to occupy distinct semantic spaces.
For example, a knowledge graph about heart attacks will deﬁne a space of information about blood pressure that is diﬀerent from that deﬁned by a knowledge graph about diabetes. The concept “blood pressure” is shared between
the knowledge graphs, but its implications and relations vary. Constraining the
word embeddings according to a set of semantically distinct relations results in
embeddings that are both robust to, and generalizable across, diﬀerent medical
domains. The need for unique relation embeddings per knowledge graph becomes
clear when the procedure for learning the embeddings is discussed in Sect. 5.

Fig. 1. Overview of data processing and model initialization.

Preparing JointEmbed: Figure 1 presents an outline of training data preprocessing, alignment of free text words and knowledge graph entities, and
extracting the vocabulary and relation statistics needed to initialize the joint
embedding model. The data is pre-processed by applying MetaMap [1] to associate National Library of Medicine concepts with each sentence; cleaning the
text by removing stopwords, punctuation, digits, and XML/HTML mark-up
language; correcting spelling mistakes; splitting the texts up into sentences; and
removing all words that occur less than 50 times, which is standard practice. The
embedding vocabulary and vocabulary statistics are then extracted and aligned
with the entities in the knowledge graphs. The model is then initialized according to the vocabulary, vocabulary statistics, and the set of relations. A single
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vocabulary embedding matrix is created; relation embedding matrices and projection matrices are created for each relation in the set of knowledge graphs.
The resulting vocabulary set, vocabulary statistics, relation sets, and relation
statistics are used to initialize the embeddings model. All embedding matrices
are initialized according to a uniform distribution over (− √16 , √16 ) [13]. The number of rows in the word embedding matrix is equal to the number of words in the
vocabulary. The number of rows in the relation embedding matrix for a knowledge graph is equal to the number of unique relations in the knowledge graph.
The number of columns in each embedding matrix is equal to the desired dimensionality of the embeddings (e.g. 20, 50, 100). The projection tensor is used to
project the word embeddings into the semantic space occupied by the relation
embeddings. The tensor contains a matrix per unique relation in the knowledge
graph.

Fig. 2. Overview of training the embedding model.

Training the Model: The process by which the word embeddings are learned
is outlined in Fig. 2. The training process consists of 5 main steps:
1. Extract a mini-batch from the set of training sentences and medical concepts;
2. Find all triplets in which the words in the mini-batch participate (these
triplets become part of the context for that word);
3. Create the target-context word pairs from the list of medical concepts and
the words in the sentence;
4. Create the target-context pairs from the words in the sentence;
5. Update the model following Eq. (9) (below).
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A word is considered to participate in a triplet if it plays the role of head, tail,
or relation. The extracted triplets act as the structured context for the words
in the sentence and the list of medical concepts. The target-context word pairs
for the sentence are generated using the skip-gram method. Each word within
some predeﬁned window of the target word is part of that word’s context. The
context for the words in the list of medical concepts is the set of words in the
sentence.
The model is updated according to Eq. (9). The scores and the loss for each
target-context word pair and for each triplet are computed and used to update
the embeddings. The model is updated via stochastic gradient descent. The
above process is repeated until model convergence is reached.
Modeling Free Text: The free text knowledge sources were modelled according to skip-gram [16,17]. The objective function is deﬁned as the average logprobability over all T words:
T
1 
T t=1



log p(wt+j |wt ),

(1)

−c≤j≤c,j ∈{0,t}
/

where c is the maximum number of words to consider to the left and the right of
the target, i.e. the context window. For each word in the text wt , the objective
maximizes the likelihood of the c words to the left and the c words to the right.
The constraint on j, j ∈
/ {0, t}, ensures that a given word is not its own context.
The probability of a target word’s context is evaluated according to:
p(wc |wt ) = 

exp (vc · vt )
.
exp (vc · vt )

c∈C

(2)

where C is the set of all possible context words, vc is the n-dimensional vector for
context word wc and vt is the n-dimensional vector for target word wt . As a result,
the matrix of word embeddings is deﬁned according to |V |·n real-valued numbers,
where V is the set of all unique vocabulary words and, typically, V = C. Given a
large vocabulary the denominator of Eq. 2 becomes computationally intractable.
Therefore, log p(wc |wt ) is estimated according to Negative Sampling (NEG) [16],
which converts the objective into a binary classiﬁcation problem where the goal
is to distinguish between the positive and negative target-context word pairs.
Every time an embedding is moved closer to its neighbors, it is tugged away
from j embeddings sampled from a distribution over all embeddings.
The log-probability is re-deﬁned accordingly:
log p(wc |wt ) =

log σ(v
c vt )

+

j


Ewi ∼Pn (w) [log σ(−v
i vt )],

(3)

i=1

where vt , vc , vi ∈ Rn are the vector embeddings for the target word, the positive
context word, and the negative context word sampled; j is the number of negative
samples to draw for each positive target and context word pair; and Pn (w) is the

272

K. Metcalf and D. Leake

noise distribution over context words. The exact noise distribution over context
words is a free variable. In practice, the unigram distribution (i.e. frequency of
word occurrences) raised to the 34 power works well [17]. For small data set 15 to
20 negative sample works well and two to ﬁve works well for large data sets [17].
Modeling Relations – pTransR: We developed pTransR as a new method
for modeling the knowledge graphs. pTransR combines elements of TransR [15]
and pTransE [30] in order to beneﬁt from the strengths of both. TransR considers entities (i.e. graph nodes) to exist in diﬀerent semantic spaces than relation
embeddings, preventing combining them into rich indices. To address this problem, the entity embeddings are projected into the semantic space occupied by
the relations. However, TransR uses a margin-based objective function. pTransE
does not project entity embeddings into the same semantic space as relations, but
it uses a likelihood-based objective function. By combining the two approaches,
pTransR uses the same type of objective function as skip-gram while computing
word similarity in a shared semantic space.
⎡
⎤
T

1  ⎣
log (p(h|r, l)p(l|r, h)p(r|h, l))⎦ .
(4)
T t=1
g∈G (h,r,l)∈g(wt )

For each vocabulary word in the free text, the set of triplets g(wt ) in which
the word participates is extracted and the likelihood of each triplet (h, r, l) is
maximized. The objective function for pTransR is given in Eq. (4), where T is
the number of words in the training text and G is the set of knowledge graphs
deﬁning the relations between the vocabulary words. The likelihood of a triplet
is further expanded as the joint probability of each component of the triplet
given the other two. For example, the probability of the head given the relation
and the tail is:
exp z(vh , ur , vl )
,
(5)
p(h|r, l) = 
exp z(vh , ur , vl )

h ∈V
where vh , vl ∈ Rn are the vector embeddings of the head and tail words, ur ∈
Rm is the vector embedding for the relation, z(vh , ur , vl ) computes the distance
between the head-relation pair and the tail in the embedding space, and V is
the set of other possible words ﬁlling the role of the tail. This deﬁnition follows
that used in pTransE [30].
The scoring function comes from TransR [15] and relies on projection matrices (Mr ∈ Rn×m ) to shift the word embeddings to the semantic space occupied
by the relations. Each relation occupies a distinct semantic space, therefore each
relation r has its own projection matrices. The entities are projected according
to:
(6)
hr = vh Mr , lr = vl Mr ,
where vh and vl are the vectors for the head and tail of the relation and hr and
lr are the head and tail vectors projected into r ’s semantic space. The same
projection matrix, Mr , is applied to both the head and the tail embeddings.
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The projected embeddings hr and lr are used to score the triplet according
to:
z(vh , ur , vl ) = ||hr + r − lr ||22 .

(7)

The L2 norm is applied as a constraint on each of the embedding vectors and projection matrices to prevent the embeddings from artiﬁcially inﬂating the scores.
As for skip-gram, the denominator in Eq. (5) becomes computationally
intractable for large knowledge graphs. Therefore, the pTransR log-probability
log L((h, r, l)) is also estimated using Negative Sampling (NEG), making the task
a binary classiﬁcation problem with the goal of distinguishing positive triplets
and negative triplets sampled from a noise distribution. The ﬁrst term in the
following equation computes the probability of the given triplet, the second term
handles negative sampling for triplet heads, the third handles negative sampling
for triplet tails, and the fourth handles negative sampling for triplet relations.
log (p(h|r, l)p(l|r, h)p(r|h, l)) = 3 log σ(z(vh , ur , vl ))
+

j

i=1

+

j

i=1

+

j

i=1

Eh∼Pn (V ) log σ(z(vh , ur , vl ))
El∼Pn (V ) log σ(z(vh , ur , vl ))
Er∼Pn (R) log σ(z(vh , ur , vl )) .
(8)

NEG must be applied to each of the probabilities from Eq. 4 to redeﬁne them
as Eq. 8, where V is the set of vocabulary words, R is the set of relations, Pn (V )
is the noise distribution over negative words, and Pn (R) is the noise distribution
over negative relations.
The use of NEG to estimate the log-probability of the triplets highlights
the need to model the knowledge graphs and the relations they contain independently. As the relations in the knowledge graph exist in separate semantic
spaces, it is inappropriate to sample relations that are part of other knowledge
graphs during the negative sampling phase.
JointEmbed: Finally, we developed JointEmbed, an approach for jointly learning word embeddings from free text and knowledge graph information sources.
Given the above formalism for skip-gram and pTransR, combining the two
becomes straightforward. By formalizing TransR to exist in the same space
as pTransE, both the skip-gram and pTransR objective functions attempt to
maximize the likelihood of true instances, context-target word pair or relational
triplet, the pTransR objective function can be incorporated into the skip-gram
objective function. The pTransR objective function is incorporated by adding the
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skip-gram likelihood function and the pTransR likelihood functions as follows:
⎡
⎤ ⎡
⎤
T



1 ⎣
log p(wt+j |wt )⎦ + ⎣
log L(h, r, l)⎦ , (9)
T t=1
−c≤j≤c,j ∈{0,t}
/

g∈G (h,r,l)∈g(wt )

where the summation on the left of Eq. (9) is the skip-gram objective function.
The nested summation on the right is the pTransR objective, introduced below.
In the skip-gram portion of the equation, log p(wt+j |wt ) is still expanded using
Eq. (3) as deﬁned above in Modeling Free Text. In the pTransR portion of
the equation, log L(h, r, l) is expanded according to Eq. (8) deﬁned above. Each
knowledge graph incorporated through the pTransR objective only contributes
to the word embeddings when the knowledge graph contains triplets in which
the word participates.
Case Indexing and Retrieval: Cases are indexed in memory according to a
summary of their content (Fig. 3). First the word representations of each clinical
note are summarized using vector addition over all word embeddings to create
a representation for that note; second all clinical note representations are summarized by summing over all note embeddings to create a representation for
that patient. Cases are indexed according to these summaries. A new patient
is compared ﬁrst to the patient-level summary for each case in the case base.
Once the ﬁrst set of cases is retrieved, they are further evaluated by comparing
them at the level of the clinical note representation. During the ﬁrst pass, the
cosine similarity measure is used because it has been shown to perform well on
analogy, word clustering, and word similarity tasks [16–18]. Following Moen and
colleagues [20], during the second pass notes are aligned using the NeedlemanWunsch [22] sequence alignment algorithm, which aligns patient cases by their
most similar clinical notes. Needleman-Wunsch is used because it maintains the
temporal order of the notes when doing alignment. The notes are then compared through a pairwise measure of similarity between note representations for
aligned notes. The ﬁnal similarity score between the current patient and a case
in the case base is computed following:

2 · n cos (pn , ci,n )
,
(10)
|p|+|ci |
where the summation is over all pairs of aligned notes n, pn represents clinical
note n from the current patient’s EHR, ci,n represents clinical note n from case
i in the case base, the denominator represents the total number of clinical notes
associated with the patient and with the case from the case base. The most
similar case returned as the most relevant case in memory.

6

Experimental Design

The eﬀectiveness of the learned word embeddings for indexing was evaluated on
MIMIC-III [11], a database containing information from 53,423 distinct adult
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Fig. 3. Overview of extracting case indices and retrieve cases from memory.

patients (16 or older) admitted into hospital critical care units from 2001 to
2012. Additionally, it contains information about 7,870 neonates admitted from
2001 to 2008. The task is to retrieve EHRs that are relevant to the given patient’s
condition, as recorded in the record, based on the textual clinical notes describing
the patient gathered at the time of admission.
We compare the performance of our model against word2vec [16] and
word2vec-ICD [20], a modiﬁed implementation of word2vec that incorporates
the primary ICD-9 code associated with a clinical note into the context set
for each word in the note. The models were trained using the same methods
described by Moen and colleagues [20]. The index used to describe a current
problem patient record is generated according to the method outlined in Fig. 3.
EHRs represent ﬁnal physician determinations using ICD-9 codes, a system
used to classify patients and their treatment procedures. ICD-9 codes have an
internal structure that reﬂects the classiﬁcation system, ranging from broad categories down to ﬁne-grained subjects, making them a useful approximation for
case relevance. ICD-9 codes served as the gold standard for our evaluation: case
retrieval was evaluated based on whether the primary ICD-9 code of the retrieved
case matched the ICD-9 code of the patient in the query case. All ICD-9 information from query cases was withheld from index generation.
Forty EHRs were randomly selected to serve as the query episodes during
testing, with the requirement that all had diﬀerent ICD-9 codes and each consisted of a minimum of six clinical notes. Performance is reported using the
following metrics: precision at 10 (p@10), R-precision (RPrec), and mean average precision (MAP). P@10 is the proportion of cases with the same ICD-9 code
as the current patient that fall within the 10 most similar cases averaged across
all 40 test patients. P@10 scores reported are averages over 40 queries. RPrec

276

K. Metcalf and D. Leake

is the precision at the R-th position in the results, where R is the number of
correct entries in the gold standard averaged across all 40 test patients. This
metric conveys the proportion of the top-R retrieved episodes with the same
ICD-9 code. MAP is the mean of the average precision over the 40 test patients.
The word embeddings were learned using the external resources described
in Sect. 3 and the training procedure described in Fig. 2. The word embeddings
were updated until convergence was reached. Model parameters for JointEmbed
were selected by sweeping diﬀerent parameter values. Selected parameter settings
for the model were: a context window of size four, learning rate of 0.001, a
margin value of 5, word embeddings with a dimensionality of 150, and relation
embeddings with a dimensionality of 100.

Table 1. Performance evaluation comparison averaged over the 40 test cases.
MAP
word2vec

P@10

RPrec

0.0647 0.1949 0.0954

word2vec-ICD 0.0938 0.2410 0.1264
JointEmbed

0.5039 0.7175 0.5529

Fig. 4. Training loss in model averaged
for each epoch (100 training steps).

7

Experimental Results

The learning curves in Fig. 4 demonstrate that within JointEmbed skip-gram’s
contribution to the loss function was considerably noisier than pTransR’s. This
is likely to be because word co-occurrence is a noisier signal or relation between
words to model. For example, many verbs may co-occur with “cough,” but
there are fewer triplets in which it may participate. However, the loss contributions from both skip-gram and pTransR decayed nicely allowing the overall
joint loss function to decay and converge. The learning curves for the skip-gram
and pTransR loss values have similar shapes and rates of decay indicating that
it is possible to constrain word embeddings with relational knowledge graphs
without requiring the extra linking structure used in PTransE [10]. This reduces
the overall complexity of the learned model.
We compare the performance of our model with that achieved by Moen and
colleagues [20] using word2vec [16] and word2vec-ICD. Both models were trained
only on the MIMIC-III data, as was done in Moen et al. [20], using the default
word2vec settings found at https://code.google.com/p/word2vec/. The MAP,
P@10, and RPrec scores for each of the three models is reported in Table 1.
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JointEmbed outperformed word2vec and word2vec-ICD with relative increases
of 778.8% and 537.2% in MAP, 368.1% and 297.7% in P@10, and 579.6% and
437.4% in RPrec, respectively. The results indicate that leveraging external
knowledge sources, in the form of free text literature and knowledge graphs,
and reﬁning on the available EHRs greatly increased the utility of the learned
word embeddings.

8

Future Directions

The immediate motivation for our work was to develop an automatic indexing
method able to capture and combine implicit semantic information from free
text and knowledge graphs. However, the ability to generate embedded representations for CBR based on text and knowledge graphs might potentially have
ramiﬁcations for supporting CBR tasks beyond indexing, through direct manipulation of those representations. There are intriguing indications that under some
circumstances Word2vec embeddings can directly support analogical reasoning
tasks via vector operations over them, e.g., that the “Paris” embedding minus the
“France” embedding plus the embedding for “Spain” yielded an embedding closest to “Madrid” [16], and that the “King” embedding minus the “male” embedding plus the “female” embedding yielded an embedding closest to “Queen”
[18]. If this type of direct process were borne out more generally and could be
applied in the medical domain, using JointEmbed representations to represent
treatments, those representations might help suggest substitution adaptations.
As an example, suppose the embedding method were applied to the treatments
given to patients, and that the treatment provided to a past patient involved a
medication to which the current patient had an allergy. The embedding for the
symptoms, minus the embedding for the contraindicated medication and plus
the embedding for new symptoms, might suggest a case with a substitution,
which could then be used to adapt the treatment plan.

9

Conclusion

The paper has demonstrated the usefulness of indexing textual cases using continuous space vector representations of words in the medical domain. The performance of JointEmbed versus other similar models highlights the usefulness and
beneﬁts of leveraging external domain knowledge not contained in the cases.
Besides performance alone, our model has several advantages. Learning word
representation via available domain knowledge helps to handle the cold start
problem that in the absence of a large case base of EHRs it is impossible to
learn robust word representations. Additionally, the amount of patient speciﬁc
information encoded in the learned word embeddings is limited, reducing risks
to privacy of sharing them among practitioners. Our next step is to extend
JointEmbed and pTransR to other CBR tasks, such as question-answer systems.
A long-term goal is to explore the potential of JointEmbed representations to
facilitate other aspects of the CBR process, such as applying JointEmbed embeddings to case solutions, to facilitate case adaptation for TCBR.
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Abstract. Data masking is a means to protect data from unauthorized access by third parties. In this paper, we propose a case-based
assistance system for data masking that reuses experience on substituting (pseudonymising) the values of database ﬁelds. The data masking
experts use rules that maintain task-oriented properties of the data values, such as the environmental hazards risk class of residential areas
when masking address data of insurance customers. The rules transform
operational data into hardly traceable, masked data sets, which are to be
applied, for instance, during software test management in the insurance
sector. We will introduce a case representation for masking a database
column, including problem descriptors about structural properties and
value properties of the column as well as the data masking rule as the
solution part of the case. We will describe the similarity functions and the
implementation of the approach by means of myCBR. Finally, we report
about an experimental evaluation with a case base of more than 600
cases and 31 queries that compares the results of a case-based retrieval
with the solutions recommended by a data masking expert.

Keywords: CBR applications
myCBR

1

· Data protection · Substitution rules

Introduction

A novel General Data Protection Regulation (GDPR) [1] is eﬀective in the European Union from May 25, 2018. Organizations in non-compliance may face heavy
ﬁnes. The regulation document states that processing of personal data is lawful if the data subject has given consent [1, p.36]. It recommends encryption or
pseudonymisation in cases where the processing is for a purpose that is diﬀerent
from that for which the personal data have been collected [1, p.37]. Apart from
the fact that there remains a grey zone which purposes are still based on the
data subject’s consent, it is quite challenging for organizations to follow this
recommendation.
c Springer Nature Switzerland AG 2018
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Encryption is not feasible for many purposes of data processing, such as
data analytics, business process modeling, or software testing, that require unencrypted data with values as realistic as possible. Pseudonymisation means “the
processing of personal data in such a manner that the personal data can no longer
be attributed to a speciﬁc data subject without the use of additional information” [1, p.33]. In contrast to pseudonymisation, anonymisation produces data
where the personal data is not traceable at all any more [4]. Nulling-out is a sample anonymisation technique. A straight-forward technique of pseudonymisation
is to replace data values by arbitrary pseudonyms, for instance, transforming
the name Bob into Alice. However, this substitution may lead to a severe loss
of information, including task-oriented properties of the data that are necessary
to fulﬁll the intended purpose of data processing. An example is the approximate age of a policyholder that is important for the purpose of testing software
in an insurance company. In such scenarios, the date of birth should not be
pseudonymised arbitrarily. More sophisticated techniques of pseudonymisation
are called data masking. Data masking is “a technique applied to systematically
substitute, suppress, or scramble data that call out an individual, such as names,
IDs, account numbers, SSNs (i.e. social security numbers, editor’s note), etc.”
[7, p.8]. Data masking rules can be speciﬁed by data masking experts to identify
and transform personal data into pseudonymised target data. This is a timeconsuming task that has to be conducted carefully each time a new data source
is pseudonymised.
Case-based reasoning (CBR) provides a means to reuse experience in data
masking. In this paper, we present a case-based assistance system for specifying
masking rules. We demonstrate the feasibility of the approach in the application
area of test management for insurance software.
The remainder of the paper is organized as follows. The basic principles and
techniques of data masking are introduced in Sect. 2. The case representation is
presented in Sect. 3. Section 4 sketches the retrieval with the according similarity
functions. In Sect. 5, the approach is evaluated in a lab experiment. Section 6
contains a discussion and a conclusion.

2

Data Masking

A data masking rule transforms personal data into hardly traceable, masked
data. In software test management, the source for data masking are operational
data with newly created test data sets as target. Following Raghunathan [4,
p.172ﬀ], there are various basic techniques for data masking that reduce the
information content of the data to diﬀerent degrees. Deterministic techniques
achieve reproducible results. Randomised techniques produce diﬀerent results for
each run. The personal data used by the latter is traceable only by means of log
information on the masking process, which blurs the line between pseudonymisation and anonymisation.
Substitution rules replace a data value by another data value. The following
variants of substitution are particularly useful for pseudonymisation purposes:
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– Direct substitution maps a data value directly to a substitute value.
– Lookup substitution uses an external list of potential replacements. In lookup
substitution with hashing, the list is organised in a hash table. A mapping
function assigns a hash-value to each source data value. In contrast, randomised lookup substitution selects a value from the list arbitrarily.
– Conditional substitution is an extension of direct or lookup substitution that
considers conditions.
Obviously, direct substitution and lookup substitution with hashing are deterministic while randomised lookup substitution is nondeterministic. An example
for a conditional substitution is a lookup substitution that maintains a risk class
of the data values, such as the environmental hazards risk class of residential
areas when masking address data of customers.
Shuﬄing rules rearrange the data within the same column across diﬀerent
rows. Several data columns can be grouped in order to preserve the relationship
of their values. Table 1 depicts an example where postal code, city and street are
grouped together during shuﬄing.
Table 1. Example for data masking by shuﬄing.
Raw data
Customer id Postal code City

Street

1 10012

65189

Wiesbaden Siegfriedring

2 10049

65195

Wiesbaden Lahnstr

3 10144

55122

Mainz

Saarstr

4 10220

60486

Frankfurt

Solmsstr

5 13002

60594

Frankfurt

Dreieichstr

Masked data
Customer id Postal code City

Street

1 10012

60594

Frankfurt

Dreieichstr

2 10049

55122

Mainz

Saarstr

3 10144

60486

Frankfurt

Solmsstr

4 10220

65189

Wiesbaden Siegfriedring

5 13002

65195

Wiesbaden Lahnstr

Mutation rules produce variations of data values within given boundaries.
In case of numeric values, the number variance technique exchanges a number
by a randomly generated value within a range. An advanced variance technique
randomises the selection of the arithmetic operator or function to mutate the
numeric data value. For instance, the mutation of a date value can process the
date for a random number x between 0 and 10 as follows:
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– 0 ≤ x ≤ 3: increase date by 30 days
– 4 ≤ x ≤ 7: decrease date by 70 days
– 8 ≤ x ≤ 10: increase date by 120 days
A birth date 06/01/1955 is mutated to 03/23/1955 in case x is 5.
The data masking rules are used by an ETL1 tool within a data masking
architecture (see Fig. 1). The source data comprises of database tables. During
export, the data are split into tables with the portions of data that contain
personal data and tables without personal data. The tables with personal data
are loaded into staging data for the ETL tool. The ETL tool applies the masking
rules and exports the masked data to be loaded into the target data.

Fig. 1. Architecture for data masking.

3

Representation of a Data Masking Case

A data masking case represents the experience on masking one attribute of a
database, i.e. it is used to replace all values of a particular data column in a
database table. The problem description comprises a set of descriptors for the
data column. The solution is a masking rule that is used to pseudonymise the
values of the data row. In addition to the attribute to be masked, the masking
rule might require access to several attributes of the database table.
A sample rule for masking the ﬁrst names while maintaining the gender might
use lookup substitution with hashing as follows. The rule expects two attributes
namely the salutation and the ﬁrst name as input. It creates a hash value from
the input serving as key for a gender-speciﬁc lookup table with ﬁrst names. It
selects the element with the key as pseudonym. Table 2 depicts six sample cases
1

ETL stands for Extract - Transform - Load.
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Fig. 2. Sample mapping for the data masking rule RL FIRST NAME.

for diﬀerent attributes. Each row stands for a case with the problem part on the
left hand side and the solution part (the masking rule) on the right hand side.
Case 2 employs the sample rule described above as the solution for masking the
ﬁrst names.
The problem descriptors of a case represent structure-oriented and valueoriented properties of the data column. In the sample case base (see Table 2),
the structure-oriented properties are the column name and the data type of the
attribute. The value-oriented properties are the most used value in the column,
the frequency of the most used value in percentage of occurrence (value frequency), a regular expression describing the most used pattern, the frequency
of this pattern (pattern frequency), and a value that describes the percentage of
data values with unique occurrence within the data row (distinct percentage).
Michael, for instance, is the most used value in cases 2 and 6. ‘XXXXXX’ stands
for a sequence of six letters. Since Michael has 7 letters, it does not match the
most used pattern in cases 2 and 5 (Table 2).
Table 2. Sample cases for diﬀerent data rows.
Column
name
1 Name

Data
type
string

2 First Name string

Most used Value
value
frequency
(in %)

Most used
pattern

Pattern
frequency
(in %)

Distinct
Rule
percentage
(in %)

Müller

0.54

XXXXXX

17.88

13.86

Michael

1.2

XXXXXX

20.81

2.05

RL FIRST NAME
RL ADDRESS V6

3 Street

string

Hauptstr

1.8

XXXXXXXX

5.68

2.52

4 TaxID

string

n.d

0.08

999999999

7.23

48.93

5 BIC

int

0

99999999

89.24

21.48

6 Prename

string

Michael

XXXXXX

15.76

2.46

10.76
0.93

RL NAME

RL TAXID V STR
RL BIC V5
RL FIRST NAME
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Retrieval of Data Masking Cases

The case-based system provides assistance to data masking experts in specifying
data masking rules. The data table to be pseudonymised is processed automatically resulting in n queries where n is the number of columns. The query
descriptors can be easily determined from the data source by means of SQL
queries.
The case-based system performs a retrieval process providing the best matching case for each query. The system uses standard similarity measures [2] as local
similarity functions (compare Table 4). The percentage values are compared by
a linear function. ‘Most used value’, ‘Most used pattern’ and ‘Column name’ are
compared by string matching. ‘Data type’ uses a symbolic similarity function
depicted in Table 3.
Table 3. Sample similarity values for data types.
Date/Time Decimal Int String
Date/Time 1.0

0.0

0.0 0.0

Decimal

0.0

1.0

0.5 0.0

Int

0.0

0.5

1.0 0.0

String

0.0

0.0

0.0 1.0

The values of the local similarity functions are aggregated by a weighted sum
[5, p.29]:
i=n

i=1 (

ωi sim(xi ,yi )
|1
k

≤ i ≤ n).

The weights ωi for the local similarity values have been speciﬁed as depicted
in Table 4. The weights are preliminary and intend to estimate the impact of a
descriptor for the result. In the recent speciﬁcation, the value frequency and the
pattern frequency are not considered during retrieval.
Table 4. Types and weights of the local similarity functions.
Column
name

Data type

Most used
value

Value
frequency

Most used
pattern

Pattern
frequency

Distinct
percentage

String
matching

Symbolic

String
matching

Linear

Partial string
matching

Linear

Linear

ω1 = 5

ω2 = 3

ω3 = 2

ω4 = 0

ω5 = 4

ω6 = 0

ω7 = 1
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Evaluation

The approach is implemented by means of the myCBR tool [6]. The evaluation
provides a ﬁrst proof-of-concept that is guided by the following two hypotheses:
H1 The CBR approach is able to identify columns with personal data in
database tables.
H2 The retrieval result provides a solution that is comparable to the data masking rule that is recommended for a column by a human expert.
The evaluation uses an experimental setting with real sample data from the
insurance domain. 615 cases have been extracted from an operational database
system of the insurance company R + V with the according data masking rules
speciﬁed by experts from the test management department.
Overall, R + V uses a heterogeneous landscape of database systems, including
IBM DB2, Microsoft SQL Server, SAP R/3 and Hana. Today, the experts sift
all tables when preparing test data. The tables that include personal data are
selected as staging data (cmp. Figure 1) for a detailed review. During review, the
experts mark columns of the sensitive tables that need not to be masked and
specify rules for the other, sensitive columns. The entire staging data created
from R + V’s IBM DB2 database serves as the source for our case base in the
experimental setup. It includes nearly 200 tables that contain personal data for
diﬀerent insurance products, such as health, life, casualty etc. The experimental
case base is created automatically from the 615 columns of the staging data
tables. The values of the problem descriptors ‘Column name’, ‘Data type’, ‘Most
used value’, ‘Value frequency’, ‘Most used pattern’, ‘Pattern frequency’, and
‘Distinct percentage’ (cmp. Table 2) are extracted by means of the ETL tool
Informatica Analyst and by SQL statements. The solution parts of the cases
(the masking rules) are taken directly from the ETL tool as they have been
speciﬁed for each column by the experts. The experimental case base contains
90 ‘negative’ cases on the 90 columns that have been marked as ‘not sensitive’
by the experts. For instance, the ‘tariﬀ rate’ of a particular database table has
been excluded from masking. 38 diﬀerent masking rules have been speciﬁed for
the columns resulting in 525 ‘positive’ cases. In addition to the case base, the
experimental setup comprises a set of queries. 31 queries have been created
from two database tables that are actually to be pseudonymised for software
testing. Further, the similarity functions are speciﬁed in myCBR as described
in Sect. 4. In order to investigate the hypotheses H1 and H2, the results of the
case-based retrieval are compared to a golden standard provided by the data
masking experts for the recent two database tables.
The preparation of the experimental setup from real data allows already some
observations with respect to the feasibility of the chosen case representation. As
expected, the value-oriented descriptors are useful to understand the experts’
rule assignment. Unsurprisingly, some columns with diﬀerent names refer to
matching content and use the same masking rule, such as ‘VT GEB DAT’ and
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Fig. 3. Evaluation result.
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‘GEBURTS DATUM’ for birthdays. In some cases, underspeciﬁed data types
require slightly diﬀerent masking rules for matching content, for instance ‘string’
used in the format ‘mm/dd/yy’ in one column vs. ‘dd.mm.yyyy’ in another column. In such cases, the value-oriented descriptors diﬀer. Further, some structureoriented descriptors, such as ‘SCHL2’ as column name, are not comprehensible
at all while the value-oriented descriptors provide further explanation and, thus,
are justiﬁed.
The evaluation results are depicted in Fig. 3 including the retrieval results
for the 31 queries. Queries T1 to T13 are created from the ﬁrst database table.
T14 to T31 origin from the second database table. The right hand side of the
table shows the recommendations of the experts for the queries which serve as
the golden standard. For 11 queries, the experts recommend a masking rule. For
9 queries, the values of the similarity function are above a threshold of 0.8. This
can be interpreted as a hint that the considered data row contains personal data
that is to be masked. The comparison of the result of the prototype with the
recommendation by the experts shows that it includes three false negatives for
T5, T7, and T9. This is not yet satisfactory. Further, the result contains one false
positive (T30), which is not so bad. Thus, hypothesis H1 is partially fulﬁlled.
Including the false negatives, however, the 100% overlap of the recommendations of the CBR system with the golden standard is surprisingly high. The
experiments conﬁrm hypothesis H2.

6

Discussion and Conclusion

In this paper, we have introduced data masking as a novel application task for
CBR. The case-based assistance system aims at assigning data masking rules to
database tables with the goal to mask personal data by pseudonyms. We presented a structural case representation whose problem descriptors are extracted
from database columns automatically. We implemented the approach with the
tool myCBR for the purpose of software test management in the insurance sector. The results of the preliminary evaluation show that CBR is a promising
approach.
The results create manifold opportunities for future work. First, we are
planning to conduct further experiments. The weights that specify the relevance of the local similarity functions will be further investigated, for instance
from an information theoretical approach. In addition, the dependencies between
columns that are already considered in the solution parts (rules) could also serve
as contextual information during retrieval. However, masking rules can get quite
complex depending on the properties that need to be preserved. For example,
the rule RL ADDRESS V6 takes customer address data like street name, zip
code or city as input and treats it according to the following procedure:
– Check whether the given zip code is valid or not. If not, take the given city
name and get the corresponding zip code.
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– Use the zip code as a parameter for a lookup to get the information how many
streets and ZUERS-entries2 exist in the lookup-table for that zip code.
– The street name and house number are converted by a deterministic, reproducible hash-algorithm and projected to a number between one and the
amount of entries in the lookup-table that have the same zip code and
ZUERS-zone as the original value.
– Take the entry of the lookup-table where the index is equivalent to the calculated number and use it to replace the original value.
This procedure ensures that the masked value has the same city and ZUERSzone as the original value. Thus, a residence insurance at the masked address
is guaranteed to cost the same as at the original address. This is required for
testing the residence insurance calculation. The rule deals with dependencies
between database columns and from external knowledge sources, such as those
between zip code, city and ZUERS-code. It requires pre-processing to transform
the representation of such dependencies from the rule into contextual information
that is accessible during retrieval. Further, the threshold for the global similarity
function could be improved or replaced by a machine learning approach that
identiﬁes which columns should be masked at all previously to the CBR approach
that selects an appropriate masking rule. Larger experiments are required to
demonstrate the scalability of the approach for both, an increasing number of
database columns and rows. We expect that the number of data entries (rows)
can be easily increased since the problem descriptors are determined oﬀ-line. A
larger number of database columns or entire tables will probably require more
sophisticated memory models for the case base.
Reducing the number of persons who have access to personal data means
reducing the risk of incidents with data leakage. Today, productive data including personal data are still used also in non-productive systems [3]. The manual eﬀorts for pseudonymisation that maintains task-oriented properties for the
non-productive systems are tremendous. CBR has demonstrated a high potential to provide automated assistance for the data masking experts. Decreasing
the eﬀorts for pseudonymisation will signiﬁcantly contribute to the companies’
capability to achieve compliance with data protection regulations such as GDPR.
Acknowledgements. The authors would like to thank the data masking experts of
R + V who contributed to this work by their rule recommendations. Providing the
golden standard for the evaluation, they are vitally important to demonstrate the
feasibility of the approach. We highly appreciate their time and eﬀorts.

2

ZUERS is a zoning-system that is determined by the potential risk to become victim
of a ﬂooding or a similar environmental hazard. The ZUERS-zone is an important
criteria to calculate the insurance rate, e.g. of a residence insurance.
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Abstract. Imitating video game players is considered one of the most
stimulating challenges for the Game AI research community. The goal for
a virtual player is not just to beat the game but to show some human-like
playing style. In this work we describe a Case-Based Reasoning approach
that learns to play the popular Ms. Pac-Man vs Ghosts video game from
the traces of a human player. We evaluate the performance of our bot
using both low level standard measures such as accuracy and recall, and
high level measures such as recklessness (distance to the closest ghost, as
it is mapped in our Ms. Pac-Man domain model), restlessness (changes
of direction), aggressiveness (ghosts eaten), clumsiness (game steps the
player is stuck) and survival (lives left). Results suggest that, although
there is still a lot of room for improvement, some aspects of the human
playing style are indeed captured in the cases and used by our bot.
Keywords: Virtual video game player · Human behavior imitation
Case-based reasoning · Artiﬁcial Neural Network
Artiﬁcial Intelligence

1

Introduction

Researchers studying Artiﬁcial Intelligence (AI) who explore agents that mimic
human behavior are always looking for problems that are challenging but feasible
at the same time, in order to progress their mission of recreating human intelligence in a computer. Imitating video game players has been considered a stimulating challenge for the Game AI research community, and several competitions
on developing believable characters have emerged during the last decade [8].
Usually, in games where there are machine-controlled characters (bots) and
they play in a more human-like way, human players perceived the game to be less
predictable, more replayable, and more challenging than if the bots were handcoded [17]. Furthermore, in the Digital Game Industry there is a widespread
assumption that wherever there is a machine-controlled character, the game
c Springer Nature Switzerland AG 2018
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experience will beneﬁt from this character to be controlled by the computer
in a less “robotic” and more human-like way. For this reason, player modeling
in video games has been an increasingly important ﬁeld of study, not only for
academics but for professional developers as well [24].
There is a wide variety of scenarios where these human-like computer bots
come into play. They can be used not only to confront the human player, but
also to collaborate with him or to illustrate how to succeed in a particular game
level to help players who get stuck. It is reasonable to think that these computerplayed sequences will be more meaningful if the bot imitates human-like playing
style. Another possible application of these “empathetic” bots is to help during
the testing phase in the game production process. Acting as virtual players, these
bots could be used to test the game levels, not only checking whether the game
crashes or not, but verifying if the game levels have the right diﬃculty, or ﬁnding
new ways for solving a puzzle.
Despite the popularity of the Turing test, in the domain of video games there
is no formal, rigorous standard for determining how human-like is an artiﬁcial
agent [7]. Furthermore there is not a clear concept about what a believable AI
should achieve, and its expected behavior will vary strongly, depending on what
it is supposed to imitate: to emulate the behavior of other players or to create
lifelike characters [11]. In the case of this work, we are focused on emulating
the playing style of speciﬁc human players, assuming that this emulation models
the way the player moves (how it reacts) in the game scene given the current
situation of his avatar and the other game entities (items and enemies).
For this work we have been focused with case-based reasoning due to its
capacity for imitating spatially-aware autonomous agents in a real-time setting [2]. Ms. Pac-Man agent’s are able to identify objects that are visible to
them in their environment (game items as pills and other agents), and perform
actions based on the conﬁguration of those objects (to choose its next direction).
We propose a set of high level metrics such as recklessness (distance to the
closest ghost), restlessness (changes of direction), aggressiveness (ghosts eaten),
clumsiness (game steps the player is stuck) and survival (lives left when the
level is ﬁnished) that are able to capture to some extend diﬀerent styles of play
and skill levels of diﬀerent players. We considered these high level metrics to be
more useful to measure the level of performance of a bot that standard low level
metrics such as accuracy or recall since these have been proven to be ineﬀective
to determine whether two behaviors are similar or not when the behaviors are
stochastic or require memory of past states [14]. Although these metrics are
implemented as speciﬁc measures for Ms. Pac-Man domain, similar ideas can be
used for other arcade games.
We have implemented two diﬀerent virtual players, one based on Case-Based
Reasoning (CBR) and the other based on an Artiﬁcial Neural Network (ANN),
and evaluated their performance when they play with knowledge acquired from
both naive rational bots and human players. Although the virtual players seem
to achieve very high scores in low level metrics such as accuracy with respect
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to the behavior of human players, our bot based on cases seems to replicate
better the style of play of the player it learns from, characterized by the high
level metrics already mentioned. These results make us optimistic about the use
of CBR to imitate human behaviors in interactive environments such as action
video games.
The rest of the paper is structured as follows. Next section summarizes the
related work in the ﬁeld. Section 3 describes the internals of Ms. Pac-Man vs
Ghosts framework that we use in our experiments. The following two sections
describe the virtual players based on CBR and ANN, respectively. Section 6
describes the setup used in the experiments and the metrics for assessing the
performance of our bots. In Sect. 7 we show and discuss the results obtained in
all the diﬀerent scenarios. Finally, we close the paper with some encouraging
conclusions about this approach and future lines of research.

2

Related Work

Several works regarding the imitation of behavior in video games can be found in
the scientiﬁc literature, for imitating human players and also script-driven characters. The behavior of an agent can be characterized by studying all its proactive
actions and its reactions to sequences of events and inputs over a period of time,
but achieving that involves a signiﬁcant amount of eﬀort and technical knowledge [23] in the best case. Machine Learning (ML) techniques can be used to
automate the problem of learning how to play a video game either progressively
using players’ game traces as input, in direct imitation approaches, or using some
form of optimization technique such as Evolutionary Computation or Reinforcement Learning to develop a ﬁtness function that, for instance, “measures” the
human likeness of an agent’s playing style [19].
Traditionally, several ML algorithms, like ANNs and Naive Bayes classiﬁers,
have been used for modeling human-like players in ﬁrst-person shooter games
by using sets of examples [5]. Other techniques based on indirect imitation like
dynamic scripting and Neuroevolution achieved better results in Super Mario
Bros than direct (ad hoc) imitation techniques [15].
Case-based reasoning has been used successfully for training RoboCup soccer
players, observing the behavior of other players and using traces taken from the
game, without requiring much human intervention [3]. Related to CBR and
Robotic Soccer, Floyd et al. [2] also noted that when working in a setting with
time limits constraints, it is very important to study what characteristics of
the cases really impact the precision of the system and when it is better to
increase the size of the case base while simplifying the cases. Furthermore, they
described how applying preprocessing techniques to a case base can increase the
performance of a CBR system by increasing the diversity of the case base.
About how the cases for the case base are obtained, we follow a similar
approach as the described by Lam et al. [10], as the cases are generated in an
automated manner by recording traces of the player that will be imitated as
pairs of scene state (scene as a representation of the player’s point of view) player’s outputs.
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Concerning human-like agents, there have been several AI competitions
including special tracks for testing the human likeness of agents using Turing-like
tests. One of these competitions is the Mario AI Championship1 , which included
a ‘Turing test track’ where submitted AI controllers compete with each other
for being the most human-like player, judged by human spectators [20]. The
BotPrize competition [8] focuses on developing human-like agents for Unreal
Tournament, encouraging AI programmers to create bots which cannot be distinguished from human players. Finally, Ms Pac-Man vs Ghosts, the framework
that we use for this work, has been used in diﬀerent bot competitions during
the last years [12]. After some years discontinued, it returned in 20162 to be
celebrated yearly [22].
About human behavior imitation in ﬁrst person shooters, Quake II has also
been used in past works for studying what is called Learning from Demostration
or Imitation Learning (IL). Within this environment Gorman et al. concluded
that IL had the potential to produce more believable game agents than traditional AI techniques using Bayesian Imitation [7].
Bauckhage et al. [18] applied IL while investigating human movements within
the game’s environment for imitating a reactive behavior, paying attention to
strategic decisions of the human player on how to reach certain goals.
Recently the used of Hidden Markov Models to analyze and model individual
diﬀerences of in-game behaviors using data from an Role-Playing Game called
VPAL has been successfully tested for player modeling by Bunian et al. [1].
Finally, in an earlier work [13] we described an experiment with human judges
to determine how easy it is, for human spectators, to distinguish automatic
bots from human players in Ms. Pac-Man. This work allowed the judges to
address characteristics of the playing style that led their conclusions. Some of
these characteristics are related to the high level parameters we used in this
experiment, as illustrated in Sect. 6.

3

Ms. Pac-Man vs. Ghosts

Pac-Man is an arcade video game produced by Namco and created by Toru
Iwatani and Shigeo Fukani in 1980. Since its launch it has been considered as
an icon, not only for the video game industry, but for the 20th century popular
culture [6]. In this game, the player has direct control over Pac-Man (a small
yellow character), pointing the direction it will follow in the next turn. The
level is a simple maze full of white pills, called Pac-Dots, that Pac-Man eats
gaining points. There are four ghosts (named Blinky, Inky, Pinky and Sue) with
diﬀerent behaviors trying to capture Pac-Man, causing it to lose one live. PacMan initially has three lives and the game ends when the player looses all of
them. In the maze there are also four special pills, bigger than the normal ones
and named Power Pellets or Energizers, which make the ghosts to be “edible”
1
2

http://www.marioai.org/.
http://www.pacmanvghosts.co.uk/.
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during a short period of time. Every time Pac-Man eats one of the ghosts during
this period, the player is rewarded with several points.
Two years after the release of the original Pac-Man video game, some students of the MIT, including Doug Macrae and Kevin Curran, developed what
would become one of the most popular arcade video games of all time: Ms. PacMan. This new arcade was produced by Midway Manufacturing Corporation
(distributors of the original version of Pac-Man in the USA) and introduced a
female protagonist, Ms. Pac-Man, and some changes in the gameplay: the game
is slightly faster than the original one and, in contrast with the prequel, the
ghosts do not have a deterministic behavior, being their path through the maze
not predeﬁned [9].
Ms. Pac-Man is a real-time, dynamic and non-deterministic environment.
Ms. Pac-Man agents must deal with temporal events as well as with an environment consisting of a 2D space (the game level) with pills and other agents
(the ghosts) within that space. Every game-step the player is able to analyze the
current state of the maze, in order to develop possible strategies and compute
reachable paths to succeed. The agent then sends a command to the game in
response which indicates the direction it will move towards the next time-step.
Ms. Pac-Man vs Ghosts (see Fig. 1) is a new implementation of Pac-Man’s
sequel Ms. Pac-Man in Java designed to develop bots to control both the protagonist and the antagonists of the game. This framework has been used in several
academic competitions during the recent years [22] to compare diﬀerent AI techniques. Some of these bots are able to obtain very high scores but their behavior
is usually not very human. For example, they are able to compute optimal routes
and pass very close to the ghosts while human players tend to keep more distance
and avoid potential dangerous situations.

Fig. 1. A screenshot of Ms. Pac-Man vs. Ghosts
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The Ms. Pac-Man vs. Ghosts API represents the state of the game as a graph
in which each node corresponds to a walkable region of the maze (which visually
is a 2 × 2 pixels square). Each node can be connected to up to other four nodes,
one in each direction (north, east, south and west), and can contain a Pac-Dot,
a Power Pellet, one or more ghosts, Ms. Pac-Man herself or nothing at all (i.e.
the node represents an empty portion of the maze). The full graph representing
the state of the ﬁrst level of the game contains 1293 nodes.
The framework provides a few examples of simple bots that can be used as
entry points for developing new ones. A bot for whether the ghosts (as a group)
or Ms. Pac-Man herself should implement an interface with a function that oﬀers
one direction every game step. The agent can consult the game state (current
pills state and situation, other agents position and state, current score and time,
etc.) and, with this information, make a decision accordingly, namely chose one
direction: up, right, down, left, or neutral.
Among the controllers included for the ghosts there is the StarterGhosts
controller with which the ghosts have a simple behavior: if the ghost is edible
or Ms. Pac-Man is near a Power Pellet, they escape in the opposite direction.
Otherwise, they try to follow Ms. Pac-Man with a probability of 0.9, or make
random movements with a probability of 0.1. Visually, this makes the controller
to appear like having 2 diﬀerent states: they try to reach Ms. Pac-Man unless
they are edible (or Ms. Pac-Man is very close to a Power Pellet) in which case
they will try to escape. We use this controller for the ghosts because it does
not have a behavior that is neither too complex nor too simple, enriching the
game space states with slight variations depending on Ms. Pac-Man situation
and some minor random decisions.

4

The CBR Virtual Player

Ms. Pac-Man vs. Ghosts provides the functionality to save the games in text
ﬁles regardless of whether the games have been played by a human player or by
a bot. From these text ﬁles we can reproduce the games and extract diﬀerent
features. Typically, a human player needs between 1200 to 1800 cycles or game
steps to complete one level of the game depending on his skill level, so each game
ﬁle contains thousand of pairs (state, action). The full state representation of
the game contains 256 diﬀerent parameters and there are 5 possible actions (left,
right, up, down, neutral). It is interesting to note that even a classical arcade
game such as Pac-Man hides a very high dimensional feature space that is a
challenge for machine learning algorithms.
A case contains an abstract representation of the game state and the direction
chosen by the player or bot we aspire to imitate. In particular, each case contains
the following features:
– distances to the closest Pac-Dot in each direction (p).
– distances to the closest Power Pellet in each direction (pp).
– distances to the closest ghosts in each direction (g).
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– time (game steps) the nearest ghost will remain edible in each direction (eg).
– direction chosen by the player in the previous game step (la).
– direction chosen by the player in the current game step (a).
The ﬁrst 4 features are four-dimensional vectors containing a scalar value
(distance or time) for each direction. The last 2 features are categorical variables
with 5 possible values: left, right, up, down, neutral (neutral means to maintain
a direction than makes unable to transition to another node of the maze, i.e.
the agent is stuck in a corner without selecting a really possible direction). The
remaining edible time in each direction is a scalar value ranging from 0 (the
closest ghost via that direction is not in an edible) and 200 (Ms. Pac-Man has
just eaten a Power Pellet).
The direction chosen in the previous game step deserves some special consideration. The addition of this feature to the cases led to a signiﬁcant improvement
in the performance of our bot. Without this feature, the bots are purely reactive
meaning that their decisions are based only on the current game state. This
feature allows the bot to remember were it comes from so the bot maintains a
very simple internal state describing the recent past events. Although limited
and short-term, this memory-based representation has an important impact in
the performance of the bot.
The similarity between cases is computed as a linear combination of the
similarities between the vectors which, in turn, is computed as the inverse of the
euclidean distance. This way, we can weight the contribution of each feature to
the ﬁnal similarity value. An exception is the direction chosen in the last game
step that is compared using an speciﬁc similarity measure for that categorical
feature:
sim(c1 , c2 ) = α1 ∗ sime (p1 , p2 ) + α2 ∗ sime (pp1 , pp2 )
+ α3 ∗ sime (g1 , g2 ) + α4 ∗ sime (eg1 , eg2 )
+ α5 ∗ sima (la1 , la2 )
1
sime (v, w) =
v − w
where sime is the inverse of the Euclidean distance, and sima is 1 if both directions are the same, 0 if they are opposite directions, and 0.25 in other cases.
In our current implementation all the features are weighted the same (0.20).
We are conﬁdent than with a ﬁne tuning of the weights we could obtain better
results, and that adjustment will be part of our future work.

5

The ANN Virtual Player

We use a multi-layer perceptron with a single hidden layer and a sigmoid transfer
function because it is a standard conﬁguration that has been proved successfully
previously [4].
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The input layer has 21 neurons, 16 for the features describing distances and
times and 5 for the feature describing the last direction (coded using one-hot).
The hidden layer has the same number of neurons. The output layer has 5 neurons, representing each of the directions Ms. Pac-Man can move. The direction
of the bot is chosen based on the output neuron with the greatest value.
We use a very simple and standard ANN conﬁguration but our CBR bot is
also based on an unweighted similarity measure, and both systems work with
the same game state representation.

6

Experimental Setup

We have performed 2 diﬀerent experiments. In the ﬁrst one the CBR bot and
the ANN bot learn to play from the Pilling bot, a very simple bot we created
for testing a basic behavior: always going towards the closest Pac-Dot or Power
Pellet ignoring the ghosts. In order to make it less predictable, we have modiﬁed
its behavior slightly so that when there are several Pac-Dots at the same distance,
it goes towards one of them randomly. Note that in the original implementation
the decisions are deterministic and, since the bot ignores the ghosts, it always
traverses the maze using the same route.
In the second experiment we try to learn to play from the traces of two
diﬀerent human players with diﬀerent style of play and skill level. We expect this
second scenario to be much more challenging and we are interested in knowing
to what extent the bots are capable of reproducing the diﬀerent styles of play
of each player. In all the experiments we count with samples extracted from 100
games played by each player (bot and humans) in the ﬁrst level of the game (if
the human player or bot was able to complete the ﬁrst level, the game was force
to end).
We evaluate the performance of our learning bots using both low level standard classiﬁcation measures such as accuracy, recall and f-score, and high level
measures characterizing the style of play.
The accuracy, recall and f-score measures are computed using leave-one-out
validation on the games (99 games to train and 1 test). This is equivalent to
make the bots play the test games and every time they make a wrong decision,
relocate Ms. Pac-Man so that the games continue as the original ones. Note
that this is a standard approach in learning by imitation [15] because just one
diﬀerent decision can produce a completely diﬀerent game in a few game cycles.
The evaluation using the high level parameters is diﬀerent. First, we train
the learning bots with the games of the player they are learning from. Then we
let the learning bots play 100 new games by themselves and extract the following
measures:
– Score: the ﬁnal game score. This values reﬂect the skill level of the player.
For example, good players try to eat several edible ghosts in a row because
the game rewards it with extra points.
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– Time: the duration of the game in game steps. Although good players tend
to survive longer, some not-so-good players ﬂee from the ghosts all the time
and survive for a long time without getting points.
– Restlessness: number of direction changes per second. This parameter captures diﬀerent ways to navigate the maze.
– Recklessness: average distance to the closest ghost. This parameter describes
the level of danger that the player is willing to assume.
– Aggressiveness: number of ghosts eaten. When the player eats a Power Pellet,
he can use the edible time to chase the ghosts or to eat the remaining Pac-Dots
or Power Pellets in the maze.
– Clumsiness: number of game steps in which the player is stuck against a wall.
This situation usually happens because the player made a mistake and chose
an impossible direction, but some expert players provoke this situation to
have time to evaluate the state of the game.
– Survival : the number of lives left when the player completes the ﬁrst level or
0 if the player died before.
We believe these high level game features are able to capture to some extend
diﬀerent styles of play and skill levels of diﬀerent players.

7

Results and Discussion

In the ﬁrst experiment we work with a set of 100 games played by the
PillingRandom bot. On average, this bot gets a score of 2194 points and survives
for 922 game steps. It only complete the ﬁrst level in 21 of the games, loosing
its 3 lives in the remaining 79 games.
Table 1. Low level metrics for the CBR and ANN bots when they try to imitate the
Pilling bot and 2 diﬀerent human players.
Accuracy Recall F-Score
ANN (Pilling bot) 0,9760

0,9824 0,9805

CBR (Pilling bot) 0,9845

0,9872 0,9859

ANN (Human1)

0,9750

0,9468 0,9607

CBR (Human1)

0,9773

0,9066 0,9406

ANN (Human2)

0,9747

0,9562 0,9654

CBR (Human2)

0,9773

0,8892 0,9312

The ﬁrst 2 rows of Table 1 show the accuracy, recall and f-score values obtained
by the CBR and ANN bots. These values were obtained using a leave-one-out evaluation, the ANN bot was trained for 200 epochs using backpropagation and a
learning rate of 0.01, and the retrieval in the CBR bot was based on k Nearest
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Table 2. High level metrics when the CBR and ANN bots try to imitate the style of
play of the Pilling bot. We show the absolute values and the diﬀerence with the Pilling
bot in percentage (less is better).
Pilling bot CBR
Score

922,24

CBR Diﬀ ANN

ANN Diﬀ

1.188,32 28,85%

333,00 63,89%

Time

2.194,00

2.523,10 15,00%

185,30 91,55%

Restlessness

1,28

1,15

10,40%

1,46

13,45%

Recklessness

42,16

34,33

18,58%

56,35

33,67%

Aggressiveness 1,10

1,75

59,09%

0,10

90,91%

Clumsiness

0,00

0,00

0%

0,02

n/a

Survival

0,45

0,06

86,67%

0,00

100,00%

Neighbor with k = 5 where the ﬁnal decision was made by majority vote. As we
can see, both bots obtain very high values of accuracy and recall.
In view of these results we could expect both bots to replicate the behavior of
the Pilling bot very closely. However, when we make them play 100 new games
the performance is not as expected. Table 2 shows the high level metrics that
characterize the style of play when the CBR and ANN bots try to imitate the
Pilling bot. The table also shows the diﬀerence in percentage for each metric
respect to the imitated bot (less diﬀerence is better).
Although the CBR bot makes a much better job than the ANN bot in all
the metrics, the results are far from good. The diﬀerence in score is 28,85%
and in survival time 15% compared to the original bot (the ANN bot performs
worse, 63,89% and 91,55% respectively). The worst results are in Aggressiveness
(distance to the closest ghost) and Survival (remaining lives). These results are
also shown graphically in Fig. 2.
How is it possible to obtain so high accuracy values and however to behave
so diﬀerently? We think that it is due to the dynamic nature of the game. Every
wrong decision leads the imitating bot to new game states that are probably
more diﬀerent than the ones it learn from. This way, the probability of making
a new wrong decision increases taking the bot further to even more unknown
situations. The underlying problem is that the original bot always plays in the
same way, so the train game set only covers a small part of the possible game
scenarios. This problem has been addressed recently [16] and emerges when the
“training set” and “test set” do not come from the same distribution, since the
“test set”, when the agent actually plays, depends on the agent’s policy, thus
violating the i.i.d. assumption of supervised learning. As we will show next, this
problem also arises when we try to imitate human players.
In the second experiment we want to imitate two diﬀerent human players
with diﬀerent skill level and style of play. We asked both player to play 100 times
the ﬁrst level of Ms. Pac-Man and recorded their traces. On average, Human 1
got 3113 points, survived for 1838 game steps and was able to ﬁnish the ﬁrst
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Fig. 2. High level metrics when the CBR and ANN bots try to imitate the style of
play of the Pilling bot.
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Fig. 3. High level metrics when the CBR and ANN bots try to imitate the style of
play of Human 1 (H1) and Human 2 (H2).
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Table 3. High level metrics when the CBR and ANN bots try to imitate the style of
play of two human players. We show the original values obtained by the human players
and the diﬀerence in percentage for the bots.
Human 1 CBR Diﬀ ANN Diﬀ Human 2 CBR Diﬀ ANN Diﬀ
Score

3.113,30

40,95%

62,97%

6.034,00

57,83%

75,17%

Time

1.271,11

18,30%

23,78%

1.762,93

22,24%

19,20%

Restlessness

1,22

13,01%

23,26%

1,21

23,48%

51,43%

Recklessness

58,36

24,92%

36,48%

27,55

03,54%

36,90%

Aggressiveness 2,61

47,13%

95,16%

8,13

72,20%

86,59%

Clumsiness

24,22

124,77%

21,35%

10,57

258,66%

08,89%

Survival

2,29

100,00%

100,00%

1,59

80,50%

100,00%

level in 95 games. Human 2 got 6034 points, survived for 1762 game steps and
completed the ﬁrst level in 80 games. The rest of the high level metrics can be
seen in Table 3 and Fig. 3. Human 2 is a more skilled player who likes danger as
we can infer from the Recklessness (Human 2 plays half the distance away from
the ghosts) and Aggressiveness (Human 2 eats 3 more time edible ghosts than
Human 1) metrics.
Regarding the performance of the imitating bots, the accuracy values are also
very high (Table 1) but they do not play so well new games (Table 3 and Fig. 3).
The diﬀerence in several high level metrics is bigger than in the ﬁrst experiment,
as we expected, because the bots are trying to replicate more complex human
behaviors. For example, the CBR bot obtains on average 59,05% of the Human
1 score and the ANN bot only 37,03%.
In this experiment, the CBR bot also reproduces the high level metrics of
the original human player much better than the ANN bot. Actually, we can see
in Fig. 3 that the CBR bot (second column in each color) gets more points, lasts
longer, plays closer to the ghosts and eats more edible ghosts when learns from
Human 2 than when learns from Human 1. So we conclude that, to some extend,
the CBR bot is able to reproduce the style of play of the player.
Why is the CBR bot so much better than the ANN bot in new games?
Probably because we are using a very simple ANN and we could obtain better
results using a deep architecture and modern optimization techniques. However,
the similarity measure used in the CBR bot is also very simple and unoptimized.
Somehow, the CBR approach seems to generalize better than the ANN but we
should run several more tests in order to conﬁrm it.
Finally, Fig. 4 shows the evolution of the accuracy and recall of the CBR
bot as we incorporate new cases to the case base. Is interesting to note that,
with very few cases (around 241, 1/4 of a game) the bot reaches an accuracy
of 0,9554. However we must be careful when interpreting these results because,
as we have seen, precision and recall are probably not the best indicators of the
performance in new games.
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Fig. 4. CBR evaluation of the Human 2 game states.

8

Conclusions

As part of our research on imitation of human playing style in video games,
we are interested in the role that the CBR approach can play in solving this
complex challenge. In this work we have proposed a set of high level metrics
such as recklessness and aggressiveness that are able to capture to some extend
diﬀerent styles of play and skill levels of diﬀerent players. We have shown that
these metrics are more meaningful to measure the performance of a bot in IL
problems that standard low level metrics such as accuracy and recall.
We have implemented two diﬀerent virtual players, one based on CBR and
the other based on ANN, and evaluated their performance when they learn from
both simple bots and human players. The CBR approach seems to generalize
better to new scenarios and is able to replicate, to some extend, diﬀerent ways
of playing. There is still a lot of room for improvement, however, specially when
we try to learn from human players because they exhibit complex behaviors and
advanced strategies that are diﬃcult to replicate.
Despite the modest results concerning the high level metrics, the bot is able to
reproduce human errors unlikely to be made by simpler scripted bots. For example, in many of the games we use as training set, the human player sometimes
makes an obvious mistake consisting in when heading straight for a pill, change
the direction just before Ms. Pac-Man could pick it, return again after noticing
that the pill was not gained, gather the pill and ﬁnally change again towards
the opposite direction. Our CBR bot is able to replicate this slight portions of
human playing-style thanks to not being purely reactive.
As part of our future work, we would like to create a CBR agent implementing the full CBR cycle. There are several locations in the system were we can
incorporate domain knowledge such as the similarity measure or the adaptation
strategy. We also need to pay attention to case base indexing and maintenance
because the bot needs to play in real time.
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When analyzing the case retrieval while the bot is playing we have noticed
that the most critical instants occurs when Ms. Pac-Man reaches a crossroad
node in the maze. Players normally do not change Ms. Pac-Man’s direction in
corridors unless an important event occurs before (for instance a ghost is too
close), and when deciding the new direction, the player plans an strategy that
will execute until the next crossroad node is reached. This led us to consider
a special treatment for the crossroad states, where we think a more exhaustive
representation is needed. We will address this as future work.
Also, we will consider recently proposed methods like DAgger in order to
overcome the problem of violating the i.i.d. assumption of supervised learning in
imitation learning [16]. Another approach we would like to explore is the use of
reinforcement learning in combination of our CBR system such as the proposal
presented by Wender et al. [21] for updating the case solutions. As it served for
a 2D spacial navigation system with goal-driven agents while avoiding enemies.
Finally, for the purpose of comparing our CBR system with a more sophisticated ML bot, we plan to use a deep architecture and modern optimization
techniques.
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Abstract. Case-Based Reasoning (CBR) is a lazy learning method and,
being such, when a new query is made to a CBR system, the swiftness
of its retrieval phase proves to be very important for the overall system
performance. The availability of ubiquitous data today is an opportunity
for CBR systems as it implies more cases to reason with. Nevertheless,
this availability also introduces a challenge for the CBR retrieval since
distance calculations become computationally expensive. A good example of a domain where the case base is subject to substantial growth
over time is the health records of patients where a query is typically an
incremental update to prior cases. To deal with the retrieval performance
challenge in such domains where cases are sequentially related, we introduce a novel method which signiﬁcantly reduces the number of cases
assessed in the search of exact nearest neighbors (NNs). In particular,
when distance measures are metrics, they satisfy the triangle inequality
and our method leverages this property to use it as a cutoﬀ in NN search.
Speciﬁcally, the retrieval is conducted in a lazy manner where only the
cases that are true NN candidates for a query are evaluated. We demonstrate how a considerable number of unnecessary distance calculations
is avoided in synthetically built domains which exhibit diﬀerent problem
feature characteristics and diﬀerent cluster diversity.
Keywords: Lazy retrieval · Triangle inequality
Exact nearest neighbor search

1

Introduction

Being a lazy learning methodology, a Case-Based Reasoning (CBR) system will
try to generalize its cases at the time a query is made to the system. And a typical CBR retrieval algorithm ends up calculating the similarity of the query to all
of the cases in the case base (CB). While a CB grows larger by time as new experiences are incorporated as cases, especially the time spent at the retrieval phase
in reasoning episodes is likely to become a performance issue. Computationally
expensive distance calculations in the search of nearest neighbors (NNs) eventually leads to the utility problem (a.k.a. swamping problem) which is commonly
known within the CBR community. Indeed, the utility problem has proved to be
c Springer Nature Switzerland AG 2018
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one of the most studied subﬁelds to be able to overcome the issues faced in real
world implementations of CBR systems [3,4,7]. Two major approaches to cope
with this problem have been smart indexing of the cases and reducing the size
of the case base in terms of competence [8,10]. We should note that eﬃciency
in NN search has not been only a problem of the CBR community, and there
has been considerable work on ﬁnding approximate NNs instead of exact NNs
in large-scale high dimensional spaces (for a survey see [12]).
Health sciences are increasingly becoming one of the major focuses for CBR
research (for a survey of applications see [1]). A medical CBR system where
health records of patients constitute the CB is expected to grow considerably
over time and hence, it is prone to face the utility problem if extra care is not
taken at the retrieval process.
In such a domain, a new problem is typically an incremental update to its
predecessor case in the CB. By saying incremental, we mean that it comprises
(partially or completely) the information of its sequentially related predecessors. In the above mentioned medical CBR system, after the initial session for
a patient, consecutive sessions would be updates to previous sessions. These
sessions would altogether form a sequence of cases, i.e. the case history of the
patient (see Fig. 1 for a visual representation of such a CB). A query to ﬁnd
patients with similar health records should take into account these sequences of
cases for the patients in the CB. As the cases are appended, the sequence grows
longer by time and the incremental diﬀerence introduced by the new problem
becomes minimal compared to the shared long history between the latest cases
of the sequence. Then, it is intuitive to think that a new problem’s NNs are
very likely to be similar to those of its predecessor case. The basic assumption of
CBR that “similar problems have similar solutions” also conﬁrms this thought.
Following this intuition, while we are calculating the NNs of a new problem, it
makes sense to start from the ranked neighbors of the predecessor. These two
suggestions lead us to the thought that if we could have an oracle that showed us
to what extent we should be doing the similarity calculations (i.e. making sure
that we could not ﬁnd a nearer neighbor than the last one we have calculated),
we could save invaluable time at the retrieval phase, especially if the CB is subject to substantial growth over time as it is in this example and/or the distance
calculation is expensive for the domain.
In this work, we introduce a new approach to limit the number of cases assessed
in the search of exact NNs in domains where a case is sequentially related to another
and where the distance measures are metrics. The method leverages the triangle
inequality as a cutoﬀ to calculate the NNs of a new problem based on its distance
to its predecessor case. In the sense of reducing the number of cases to assess in
retrieval, our method bears resemblance to the “Fish and Shrink” strategy [6]
which also exploits the triangle inequality to set bounds on similarities between
cases. “Fish and Shrink” assumes that “if a case does not ﬁt the actual query,
then this may reduce the possible usefulness of its neighbors” and it uses similarity bounds to successively eliminate (shrink) similarity regions. However, our
method is unique in its incremental approach to use similarities between sequentially related cases to determine the cutoﬀ point in the search of exact NNs.
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Fig. 1. A visual representation of a case base where a new problem is typically an
incremental update of its predecessor case. In a health care CBR system where patient
sessions form the cases, each sequence would represent the case history of a diﬀerent
patient. For e.g., P42 would be the new query for the patient with id=4 for her upcoming third consecutive session. This query would bear implicitly and/or explicitly the
information of the prior session’s case C41 , which in its own right was an update to the
initial case C40 .

Speciﬁcally, we describe how to implement an oracle that indicates the cutoﬀ
points in NN search in metric spaces and how to use it in a Lazy KNN search
algorithm in Sect. 2. Next, in Sect. 3 we describe the experiments conducted
in synthetic domains of diﬀerent problem feature characteristics and diﬀerent
cluster diversity and we report the results in which we can observe the gain in
terms of avoided similarity calculations by our algorithm. Finally, in Sect. 4 we
conclude with discussion and future work.

2

Lazy Retrieval

In a CB of n cases, for a problem sequence S which has had u updates so far
including the initial problem, a standard linear kNN search algorithm would have
to make a total number of u × n similarity calculations to assess the kNNs of the
updates of S throughout its evolution, assuming the CB does not change during
these u updates. Our aim here is to try to reduce the number of calculations
when a new query arrives as an update to S by using the knowledge we have
acquired from the calculations made for prior updates.
Our approach to accomplish this objective is to ﬁnd an oracle in such a
domain that can help us carry out as few similarity (or distance) calculations
as possible during the assessment of the kNNs. For a new query, if this oracle
indicates a point in the CB, onward from which it is useless to search a nearer
neighbor (since it guarantees that there is none ahead), we could hope to save
some precious time spent for calculations.
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Fig. 2. Using the triangle inequality to estimate the distance (as well as the similarity) of two sequential problems to an existing case. Where P  is the incremental
update of the problem P , and P  is the incremental update of the problem P  , C is
any case in the CB, and d is the distance metric; we have d(P, C) ≤ d(P  , C) + Δ and
d(P, C) ≤ d(P  , C) + Δ + Δ .

In the following subsection, we propose such an oracle which leverages the
triangle inequality in metric spaces and then we introduce our algorithm for the
lazy assessment of the kNNs using this oracle.
2.1

Leveraging the Triangle Inequality in kNN Assessment

The most popular metric space used by CBR systems is the Euclidean space
and being a metric space, distance metrics used in this space should satisfy the
triangle inequality among other axioms [2]. When we already know the similarity
of a case to a previous update of a given problem sequence, we show how we
exploit this property to calculate the upper-bound of the similarity of this case
to the current update of that problem.
Let us use Fig. 2 to illustrate the triangle inequality property. Given three
points in the problem space P, P  , C, P  being the incremental update of the
problem P , and C any case in the CB, and given d as a distance metric, the
three points will satisfy the following triangle inequality:
d(P, C) ≤ d(P, P  ) + d(P  , C)
This property also holds for P  which is the incremental update of the problem P  . Thus, new distances d(P  , C) and d(P  , C) are conditioned by the distances among the incremental updates of the problem.1

1

Following Fig. 1, you can think of P and P  as the problem parts of the cases C40
and C41 respectively, and P  as P42 , and C as any case Cxy of any Sequence x where
x = 4.
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Finally, since we already know d(P, C), and we may calculate d(P, P  ) and
d(P  , P  ), using the triangle inequality we may obtain the upper limits of similarity of two sequences to a case C, namely sim(P  , C) and sim(P  , C) without
the need to actually calculate them in the following way:
The triangle inequality allows us to write the following two inequalities:
Δ

  
d(P, C) ≤ d(P, P  ) +d(P  , C)
Δ

(1)



  
d(P , C) ≤ d(P  , P  ) +d(P  , C)


Then, using the latter inequality in the former (1), we get:
d(P, C) ≤ d(P  , C) + Δ + Δ

(2)

Because we are more interested in similarities rather than distances, we can
transform above inequalities into similarity inequalities. When all the distances
d are normalized values into the range of [0, 1] in accordance with the common,
and most of the times necessary, practice in CBR systems to compare distances
and/or similarities in a CB, the inequalities (1) and (2) can be written in terms
of similarity as follows where sim(x, y) = 1 − d(x, y):
Following the inequality (1):
1 − d(P, C) ≥ 1 − d(P  , C) −Δ

 



sim(P, C) ≥ sim(P  , C) − Δ
which leads to:
sim(P  , C) ≤ sim(P, C) + Δ

(3)

Following the inequality (2):
1 − d(P, C) ≥ 1 − d(P  , C) −Δ − Δ

 



sim(P, C) ≥ sim(P  , C) − Δ − Δ
which leads to:
sim(P  , C) ≤ sim(P, C) + Δ + Δ

(4)

The inequality (3) gives us the oracle we need. Just by calculating Δ , we
know that a new update P  can be more similar to any case C than its predecessor P is to C, at best by a degree of Δ . We see it important to reemphasize
the word “any” here, because note that Δ calculation does not involve any case
but only the problem P and its update P  .
Consecutively, a following update P  can be more similar to any case C in the
CB than P is to it, at best by a degree of Δ + Δ as shown in the inequality (4).
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Intuitively if we generalize the inequality (4), we have:
sim(P i , C) ≤ sim(P j , C) +

i


ΔsP

(5)

s=j+1

where

ΔsP = d(P s−1 , P s )

Now, we can say that any update P i of a problem P can get more similar to
any case C in the CB, than a prior update P j is to it, at best by a degree of the
sum of Δs calculated between updates j + 1 and i (both inclusive).
In the following subsection, we explain how we leverage this knowledge as a
cutoﬀ in the search of exact kNNs of the problem updates.
2.2

Lazy Assessment of the kNNs

The working hypotheses are that i) any problem P will be updated many times,
ii) the CBR system will have to provide the k-nearest neighbors for each update
of P , and iii) we are interested in reducing the retrieval eﬀort as much as possible.
As a consequence, the CBR system should keep some information (state) regarding previous calculations in the retrieval step. The simplest state is a ranked list
of similarities between a problem and all the cases in the case base.
The ﬁrst time a new problem P is presented to the system, the retrieval step
will be performed as usual: calculating the similarity of the new problem to all
cases in the case base2 . Beside providing the k-nearest cases, the retrieval step
will keep this rank (RAN KP ) for future calculations.
Later, each time the problem P is amended with an update P  , the CBR
system will exploit the inequality presented in (3) to try to minimize similarity
calculations adopting the following strategy:
1. updating the similarities between the current problem P  and, previously
calculated k-nearest neighbors in rank RAN KP ;
2. calculating an upper bound Δ to determine the best possible improvement in
similarity, by computing the similarity between the current problem P  and
its previous update (i.e. the initial problem P );
3. adding the Δ upper bound to all the rest (i.e. starting from the k + 1th
neighbor) of similarities previously stored in rank RAN KP to ﬁnd their “optimistic” similarity values to the current problem;
4. calculating the actual similarity of P  to any such case whose “optimistic”
similarity to the current problem surpasses the k th neighbor’s calculated similarity (in the ﬁrst step above) to it.

2

As we will discuss in a following section, this calculus can be improved by introducing
some proposals already existing in the CBR literature.
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Remembering that RAN KP is a ranked list, the CBR system may iterate the
list from the top and stop at a position l when the “optimistic” similarity of case
Cl does not beat the similarity calculated for the k th neighbor in RAN KP . And
this would mean that starting from Cl , the remaining cases ahead in RAN KP
certainly cannot beat the k th neighbor in RAN KP either.
The second observation is that, since Δ depends only on the distance between
the current problem P  and its predecessor P , the procedure described above
can be improved by delaying the calculation of “optimistic” similarities as much
as possible. As presented in (5), when we know the similarities of a group of
cases to the problem sequence P j , we can calculate their “optimistic” similarities to the current problem sequence P i by adding the sum of all Δs between
iteration j + 1 and i to their known similarity values in iteration j. Thus, all
the similarities calculated in the same iteration i share the same accumulated
Δs. As a consequence, instead of updating all “optimistic” similarities in each
iteration, it is enough to keep a sub-rank for each iteration.
Finally, above described Lazy KNN search algorithm can be found as pseudocode in Algorithm 1. As it can be seen in the pseudo-code as well, throughout
the iterations, we delay the assessment of a case as a nearest neighbor in a lazy
manner until we consider it as a true candidate for the kNN list.
In the formalization of the upper bound calculation and in the algorithm
presented, we have assumed that the CB remains unchanged between the updates
of a problem P for the sake of simplicity. To be able to tackle the changes to the
CB, the algorithm can be improved easily by adding following behaviors:
1. If new cases are incorporated after the last update P i , their similarities to
the next update P i+1 have to be calculated in the i + 1th update;
2. If old cases are modiﬁed and if these modiﬁcations aﬀect the similarity calculations, these cases should be removed from the RAN KP list and their
similarities to the next update P i+1 have to be calculated in the i + 1th
update;
3. If old cases are deleted, they have to be deleted from the RAN KP list as
well.

3

Experimentation

Experiments were performed on a collection of synthetically generated datasets
to assess 1) the impact of the distribution of the cases in the CB, and 2) the
impact of problem changes in each problem update on the gain in the number
of calculations achieved by our algorithm. For N NPi the list of cases whose
similarity was calculated at iteration i, we deﬁne the gain at an iteration i as
follows:
|CB| − |N NPi |
gain(P i ) =
|CB|
where |A| denotes the cardinality of a set A.
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Algorithm 1. Lazy KNN search algorithm.
Where
k is the number of nearest neighbors to be returned;
P i is the ith update to the problem P , for i ≥ 0 and P 0 is the initial problem P ;
d is the distance metric;
ΔiP = d(P i−1 , P i );
N NPi is the list of (c, sim) 2-tuples formed for every case c to which P i ’s similarity is
actually calculated where sim = 1 − d(P i , c), this list is ranked in a descending
order, the most similar case being at the top;
N NPi [k].similarity is the similarity part of the kth 2-tuple in N NPi ;
N NPi [: k] is the list of top k members of N NPi , i.e. the kNNs of P i ;
RAN KP is the list of (N NPi , ΔiP ) 2-tuples that are calculated for all occurred updates
of the problem P . When P i arrives, the content of this list is as follows:
i−2
i−2
1
1
0
RAN KP = [(N NPi−1 , Δi−1
P ), (N NP , ΔP ), . . . , (N NP , ΔP ), (N NP , null)]

input : k,
P i,
P i−1 , // P i−1 = null if P i ≡ P 0
RAN KP
output: (N NPi [: k], RAN KP ) // 2-tuple
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

N NPi ← [ ]
if P i−1 = null then
// Treatment of the initial problem, P i ≡ P 0
ΔiP ← null
foreach c in case base do
// Linear search
N NPi .append((c, 1−d(P i , c)))
end
N NPi .sort descending()
else
// Treatment of the following problem updates
foreach (c, sim) in N NPi−1 [: k] do
// Calc sims of P i−1 ’s kNNs to P i
N NPi−1 .remove((c, sim))
N NPi .append((c, 1−d(P i , c)))
end
N NPi .sort descending()
ΔiP ← d(P i , P i−1 )
SumΔP ←ΔiP
foreach ( N NPj , ΔjP ) in RAN KP do
// Iterate RAN KP
foreach (c, sim) in N NPj do
if (sim+SumΔP )> N NPi [k].similarity then
// c a candidate?
N NPj .remove((c, sim))
N NPi .append((c, 1−d(P i , c)))
// Calc the actual sim
N NPi .sort descending()
else
break
// Continue with the next 2-tuple in RAN KP
end
end
SumΔP ←SumΔP +ΔjP
// Accumulate Δs
end
end
RAN KP .append(( N NPi , ΔiP ))
return (N NPi [: k], RAN KP )
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Datasets with a uniform distribution of cases will probably result in higher
distances among cases but smoother changes on neighborhoods. Conversely,
datasets with dense but distant clusters of cases will present less advantages
at the beginning, but signiﬁcant gains in the long run (see Subsect. 3.2 for a
more detailed discussion).
The amount of change among problem updates will determine the margin
for deltas. Since we are interested in domains with cases keeping information
over long periods of time, we could represent cases with many sequences of
tiny updates to guarantee small deltas. However, fragmenting cases in many
sequences will result in an increase of calls to the Lazy KNN search algorithm.
3.1

Datasets

To perform comparable experiments, the number of sequences was set to 10,000
and the number of problem features was set to 100 in all datasets. All the experiments were performed using a normalized euclidean similarity as the similarity
measure.
To assess the gain eﬀect of the proposed algorithm when the granularity of
problem updates varies, we have played with two parameters: the number of
the problem updates (U ) and the maximum number of feature changes (V ).
For instance, since each update in a problem sequence is a case, a U = 40 would
mean that there are 10, 000×40 = 400, 000 cases in the CB. And a V = 10 means
that from one update to another update 10 units will be distributed randomly
to increment feature values where one unit represents the minimal change for
a feature value. Note that one feature slot may receive more than one unit of
change. In a given dataset, V is ﬁxed for all cases and problem updates.
To assess the gain eﬀect of the proposed algorithm over diﬀerent case base
densities, we have introduced a parameter B to control the number of clusters
(blobs). A total of number of 48 datasets were generated by combining the values
of parameters detailed in Table 1.
To generate the datasets, we have used the blobs generator available in the
scikit-learn library [5]. To guarantee the generation of overlapped blobs as B
increased, the parameter cluster std was set to 5.0: The generator of blobs was
used to obtain prototypes of cases which were later fragmented in sequences of
length U with a random distribution of values satisfying V changes from update
to update3 .
3.2

Results with Varying CB Densities

The ﬁrst study conducted was the analysis of the gains with varying case base
densities, i.e. varying parameter B, and ﬁxing parameters U and V . The behavior
of the gain along U was similar on all conﬁgurations of pairs [U, V ].

3

Dataset generation code can be found at http://www.iiia.csic.es/∼oguz/lazy/.
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Table 1. Range of values for each dataset parameter.
Parameter Values
B

[1, 5, 10, 20]

U

[10, 20, 30, 40]

V

[10, 25, 50]

Fig. 3. Impact of the number of blobs (U = 20, V = 10).

Take as example4 Figure 3 where U = 20 and V = 10. In the ﬁrst half of
iterations, the number of blobs is inversely correlated with the gain. However,
as iterations increase, the number of blobs (more blobs imply more sub-regions
in the CB) is directly correlated with gains. For datasets generated with a low
number of blobs, neighborhoods tend to be less dense and cases more uniformly
distributed on the problem space, therefore the change in nearest neighbors is
more smooth but more constant. As a consequence, gains start higher than other
datasets but remain more constant over time.
Gains on datasets generated with a high number of blobs behave diﬀerently.
In the beginning many cases are similar enough and this generates the eﬀect of
having many nearest neighbor candidates, i.e. at ﬁrst gains are low, but as time
goes by, a subset of nearest neighbors become very close allowing high gains. In
Fig. 3 we can observe this extreme behavior for dataset with B = 20.
4

A document with supplementary material with ﬁgures summarizing all datasets can
be found at http://www.iiia.csic.es/∼oguz/lazy/.
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Table 2. Eﬀect of increasing the number of blobs on accumulated gain (U = 20,
V = 10).
Num. Blobs Acc. Gain
1

54.95%

5

46.28%

10

43.17%

20

42.91%

In Fig. 3 we can see the gain for each iteration, however the accumulated gains
throughout iterations are not evident. We can ﬁnd summarized accumulated gains
in Table 2 where we can observe that the constant gains of datasets generated with
less blobs have their reward as a higher accumulated gain in the end.
3.3

Results with Varying Problem Changes

The second study conducted was the analysis of the gains with varying problem
changes, i.e. varying parameters U or V , for a ﬁxed parameter B. Because we
are using a normalized similarity measure among cases, parameters U and V
are correlated. Low values of change (V ) together with short problem sequences
(smaller U ) have a similar eﬀect as high values of change combined with long
problem sequences.
Table 3. Eﬀect of increasing the number of iterations on accumulated gain (B = 10,
V = 10).
Num. Iterations Acc. Gain
10

20.64%

20

43.17%

30

55.93%

40

60.71%

Take as example Fig. 4 where B=10 and V =10. We can observe that datasets
with less iterations depart from lower gains but are able to achieve higher gains
in the end. The second observation is that when iterations are long enough (i.e.
U =30 and U =40) the evolution of gains converges to the same behavior. This
result is important because the main motivation of the proposed algorithm was
to deal eﬃciently with long sequences of problems, i.e. to take advantage of
cases that will be updated many times. Table 3 summarizes the accumulated
gains for Fig. 4. As expected, the accumulated gain increases on datasets with
longer sequences.
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Fig. 4. Impact of the amount of problem updates (B=10, V =10).

4

Discussion and Future Work

In this article, we have presented a novel approach that can signiﬁcantly improve
the retrieval performance of CBR systems that are designed for domains where
a case is typically a sequential update to a prior case in the case base. The
improvement is achieved by limiting the number of the cases that are evaluated in
the exact k-nearest neighbor (kNN) search for consecutive updates of a problem.
And we can reduce the number of calculations thanks to the triangle inequality
property which holds for metric spaces.
When a new update of a problem is introduced as a query to the CBR system,
we leverage this property to calculate the upper bound of the similarity change
for all cases in the case base for which we had calculated their similarities to
previous updates of the same problem. Using this optimistic similarity change,
we determine which cases are true candidates for the kNN list of the current
query.
We have provided a formal description of our methodology and our algorithm
for the lazy assessment of the kNNs. Then we have shared the description and
results of our experiments that we conducted in synthetically built domains
of diﬀerent problem feature and cluster characteristics. We have demonstrated
gains obtained by our algorithm which avoided redundant similarity calculations
to a signiﬁcant degree.
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We believe our method can boost the retrieval performance in domains where
we deal with large case bases constituted of packages of sequentially related cases
as described. We note that although our method is based on metric spaces, nonmetric distance measures for which there are ways to transform them into metric
measures can also make use of our method. A good example of this could be
transforming the popular cosine similarity which is non-metric by nature into a
metric distance [11].
At the current implementation, the actual similarity of a problem update to
a case is calculated from scratch, i.e. it is treated the same as any initial problem.
However, since these updates are incremental in their nature, we can make use
of the previously calculated similarity of its predecessor to the same case and
only calculate the contribution of change in similarity which is introduced by
the current update. As future work, we are planning to implement such an
incremental computation of similarity measures for yet a better improvement of
retrieval performance in similar domains where this computation is relevant.
A further improvement would come by taking advantage of the footprint cases
concept in CBR literature [9] in our method. Since a footprint case represents
a group of cases sharing a similar competence contribution, our method can
choose kNN candidates within these footprint cases instead of a larger group of
candidates.
Acknowledgements. This work has been partially funded by project Innobrain,
COMRDI-151-0017 (RIS3CAT comunitats), and Feder funds. Mehmet Oğuz Mülâyim
is a PhD Student of the doctoral program in Computer Science at the Universitat
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Abstract. This study presents a case-based reasoning (CBR) system
that makes use of general domain knowledge - referred to as a knowledgeintensive CBR system. The system applies a Bayesian analysis aimed
at increasing the accuracy of the similarity assessment. The idea is to
employ the Bayesian posterior distribution for each case symptom to
modify the case descriptions and the dependencies in the model. To evaluate the system, referred to as BNCreek, two experiment sets are set up
from a “food” and an “oil well drilling” application domain. In both
of the experiments, the BNCreek is evaluated against two corresponding systems named TrollCreek and myCBR with Normalized Discounted
Cumulative Gain (NDCG) and interpolated average Precision-Recall as
the evaluation measures. The obtained results reveal the capability of
Bayesian analysis to increase the accuracy of the similarity assessment.

Keywords: CBR

1

· Bayesian analysis · Similarity assessment

Introduction

Knowledge-intensive case-based reasoning (CBR) enables cases to be matched
based on semantic rather than purely syntactic criteria. It captures and reuses
human experiences for complex problem-solving domains [1], and generates targeted explanations for the user as well as for its internal reasoning process.
Although pure Case-based reasoning is an eﬃcient method for complex
domains problem solving, it is not able to generate an explanation for the proposed solution, beyond the cases themselves. Aamodt [2] combined CBR with a
semantic network of multi-relational domain knowledge, which allows the matching process to compute the similarity based on semantic criteria, leading to a
capability of explanation generation. A challenge with that method was the lack
of a formal basis for the semantic network. It makes the inference processes
within the network diﬃcult to develop and less powerful than desired. The procedural semantic inherent in that type of network allows for a large degree of
c Springer Nature Switzerland AG 2018

M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 323–338, 2018.
https://doi.org/10.1007/978-3-030-01081-2_22

324

H. Nikpour et al.

freedom in specifying the network semantics underlying the inferences that can
be made, such as the value propagation and various forms of inheritance [3].
The disadvantage is that inference methods are implicit and hidden in the code,
hence diﬃcult to interpret and compare to other inference methods. In the past
network a prototype-based semantic was implemented, as a way to handle uncertainly. The need for a clearly deﬁned semantic and a more formal treatment of
uncertainty led to some initial investigations into how a Bayesian Network (BN)
model could be incorporated [4,5]. A Bayesian framework includes an inference
engine and builds probabilistic models without introducing unrealistic assumptions of independencies. It enables the conditioning over any of the variables and
supports any direction of reasoning [6–8].
BNCreek, as a knowledge intensive system, provides a formal basis for the
causal inference within the knowledge model, based on Bayesian probability
theory.

2

Related Work

Been et al. [9] integrated BN and CBR to model the underlying root causes
and explanations to bridge the gap between the machine learning methods and
human decision-making strategies. They used case-based classiﬁers and BN as
two interpretable models to identify the most representative cases and important
features. Bruland et al. [10] studied reasoning under uncertainty. They employed
Bayesian networks to model aleatory uncertainty, which works by assigning a
probability to a particular state given a known distribution, and case-based reasoning to handle epistemic uncertainty, which refers to cognitive mechanisms
of processing knowledge. Houeland et al. [8] presented an automatic reasoning
architecture that employs meta reasoning to detect the robustness and performance of systems, which combined case-based reasoning and Bayesian network.
Tran et al. [11] used a distributed CBR system to assist operators in feature solutions for faults by determining the cases sharing common symptoms. Aamodt
et al. [4] focused on retrieval and reuse of past cases. They proposed a BNpowered sub-model as a calculation method that works in parallel with general
domain knowledge. Kofod-Petersen et al. [5] investigated weaknesses of Bayesian
networks in structural and parametric changes by adding case based reasoning
functionality to the Bayesian network. Lacave [6] reviewed accomplished studies in Bayesian networks explanation and addressed the remaining challenges in
this regard. Koton [12] presented a system called CASEY in which, CBR and
a probabilistic causal model are combined to retrieve a qualiﬁed case. It takes
advantage of the causal model, as a second attempt, after trying a pure CBR to
solve the problem.
Aamodt [2] presented a knowledge intensive system called TrollCreek, which
is an implementation based on the Creek architecture for knowledge-intensive
case-based problem solving and learning targeted at addressing problems in open
and weak-theory domains. In TrollCreek, case-based reasoning is supported by a
model-based reasoning component that utilizes general domain knowledge. The
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model of general knowledge constitutes a combined frame system and semantic
network where each node and each link in the network are explicitly deﬁned in
their own frame object. Each node in the network corresponds to a concept in
the knowledge model, and each link corresponds to a relation between concepts.
A concept may be a general deﬁnitional, prototypical concept or a heuristic rule
and describes knowledge of domain objects as well as problem solving methods
and strategies. Each concept is deﬁned by its relations to other concepts represented by the set of slots in the concept’s frame deﬁnition. A case is also viewed
as a concept (a situation-speciﬁc concept), and hence it is a node in the network
linked into the rest of the network by its case features. The case retrieval process in TrollCreek is a two-step process, in line with the two-step MAC- FAC
model [14]. The ﬁrst step is a computationally cheap, syntactic matching process, and the second step is a knowledge-based inference process attempts to
create correspondences between structured representations in the semantic network. In the ﬁrst step, cases are matched based on a weighed number of identical
features, while in the second step, paths in the semantic network represent relation sequences between unidentical features, are identiﬁed. Based on a speciﬁc
method for calculating the closeness between two features at the end of such a
sequence, the two features are given a local similarity score.
Some of the aforementioned research apply BN in diﬀerent segments of CBR.
The research presented here has been inspired by TrollCreek and is partly based
on it. However, it aims to improve the accuracy of the retrieval by taking
advantage of both BN and CBR. The main idea behind BNCreek is to inject
the Bayesian analysis into a domain ontology (semantic network) to assist the
retrieve phase of a knowledge-intensive CBR system. BNCreek and TrollCreek
conceptually work on the same ontology and the diﬀerence between them stems
from the relational strengths, which in Trollcreek are static whereas in BNCreek
change dynamically. In the present paper, we investigate the eﬀects of Bayesian
inference within the Creek architecture as a speciﬁc knowledge intensive CBR
system. In Sect. 3, the structure of BNCreek and its retrieve process are presented. Section 4 evaluates our approach by NDCG and interpolated average
precision/recall measures. Section 5 discusses the obtained results and Sect. 6
concludes the paper and names the future steps.

3

The BNCreek Methodology

BNCreek is a knowledge-intensive system to address problems in uncertain
domains. The knowledge representation in BNCreek is a combination of a semantic network, a Bayesian network, and a case-base, which together constitutes the
knowledge model of the system as a three-module structure. The semantic module consists of the ontology nodes, which are connected by structural, causal, etc.
relations (e.g., “subclass-of”, “part-of”, etc.). This module enables the system to
conduct semantic inference through various forms of inheritance. The Bayesian
module is a sub-model of the semantic module and consists of the nodes that
are connected by causal relations. That module enables the system to do the
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Bayesian inferences within the knowledge model in order to extract extra knowledge from the causes behind the observed symptoms and to utilize it for the
case similarity assessment process. There is an individual module named Mirror
Bayesian network, which interacts with the Bayesian module and is responsible
for the Bayesian inference computational issues. The Mirror Bayesian network
is created to keep the implementation complexity low and provides scalability
for the system. The case base layer is connected to the upper layers through the
case features (features are nodes of the Bayesian or the semantic networks) each
possessing a relevance factor, which is a number that shows the importance of a
feature for a stored case [2].

Fig. 1. The graphical representation of BNCreek.

Figure 1 illustrates the graphical representation of the system structure. Each
box illustrates one module of the BNCreek, and the inner boxes make up the
outer ones, i.e., “semantic network” and “Bayesian network” modules form
the “General domain knowledge model”; and the “General domain knowledge
model”, “Case Base” and “Mirror Bayesian network” form the BNCreek system.
The solid arrows show the direction of connecting nodes inside and between modules and the dotted arrow indicates the information ﬂow between the “semantic
network”, “Bayesian network” and the “Mirror Bayesian network”.
3.1

The Retrieve Process

The retrieve process in the current BNCreek system is the mature version of
the process earlier outlined for BNCreek1 [13]. In the version presented here, the
Bayesian analysis is integrated into the retrieve procedure and is an essential part
of it, in contrast with BNCreek1 in which the semantic and Bayesian analysis
were working in parallel and their results were combined.
The retrieve process in BNCreek is a master-slave process, which is triggered
by observing a new raw case, i.e. knowledge about a concrete problem situation
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consisting of a set of feature names and features values [2]. In BNCreek the
features are of two types:
1. Observed features that are entered into the case by the user (the raw case
features).
2. Inferred features that are entered into the case by the system.
Each of the Observed and Inferred features could have three types, i.e., the
symptom features (symptoms), the status features (status) and the failure features (failures). Below the retrieve process is presented utilizing a run-through
example from the “food domain”. The domain description and details can be
found in the “System evaluation” section.

Fig. 2. The upper cases are three sample raw cases from the food domain, and the
two lower cases are the corresponding pre-processed cases descriptions. “st.” and “LC”
stand for status and long cooked, respectively.

As the run-through example, consider a “Chicken fried steak” dish with
reported “Juiceless food” and “Smelly food” symptoms as a raw input case. The
case is entered by a chef into BNCreek, to ﬁnd the failures behind the symptoms.
The raw case description consists of the dish ingredients like “Enough salt” as a
status feature and the reported symptoms, illustrated on the upper left side of
Fig. 2.
The master phase is based on inferencing in the Bayesian module. It has
three steps.
The first step: The system utilizes the symptoms from the raw case description, i.e., “Juiceless food” and “Smelly food” and applies them to the Bayesian
network module. The Bayesian inference results in the network posterior distribution (Algorithm 1, lines 1 and 2) utilizing the Eq. 1, in which “θ”, “p(θ)”
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and “p(symptoms|θ)” stand for the parameter of distribution, prior distribution
and the likelihood of the observations, respectively. The Bayesian module posterior distribution is dynamic in nature, i.e., the probabilities of the dependencies
change as a new raw case is entered.
p(θ|symptoms) ∝ p(symptoms|θ) × p(θ)

(1)

The second step: This step extracts informative knowledge from the knowledge model and adds it to the case description.
BNCreek considers the network posterior distribution and extracts the causes
behind any of the case description symptoms. Due to the nature of the Bayesian
networks, the parent nodes cause the children. So there would be several causes
for any symptom that could be extracted. A threshold for the numbers of
extracted causes will determine by the expert based on the knowledge model
size. In the given example, the symptoms’ causes are as follows: “Little oil”
causes “Juiceless food”; “LC chicken” causes “Juiceless food”; “Little milk”
causes “Juiceless food”; “Much ﬂour” causes “Juiceless food” and “Not enough
marinated” causes “Smelly food”.

Algorithm 1. Retrieve in BNCreek
1
2
3
4
5
6
7
8
9
10
11
12
13

Input : An input raw case.
Output: A sorted list of retrieved failure cases and graphical causal explanations
Utilize the symptoms of the input raw case from its case description.
In the Bayesian module compute the Bayesian layer posterior beliefs given the symptoms.
Extract the cause of the applied symptoms.
Modify the raw input case description by adding the extracted causes or adjusting the
features.
Pass the posterior beliefs from the Bayesian network module into the Semantic network
module.
Adjust the semantic network module causal strengths utilizing the posterior distribution
from the Bayesian network module.
while not all the case base is tested do
Consider one case from case base.
Compute the explanation strength between any pair of input and retrieved case features.
Compute the similarity between input and retrieved case.
end
List the matched cases.
Generate a graphical causal explanation for the input case.

Then the case description is modiﬁed based on the extracted causes and
forms what is referred to as a pre-processed case description. The pre-processed
case consists of Observed and Inferred features, e.g., “Enough salt” and “Not
enough marinated”, respectively. Which the “Not enough marinated” is added
and the “Little oil” is adjusted from “Enough oil” in the modiﬁcation process
(see the bottom left side of Fig. 2 and Algorithm 1, lines 3 and 4).
The third step: The obtained posterior distribution from the Bayesian network module is passed to the semantic network module (Algorithm 1, line 5).
The slave phase is based on inferencing in the semantic network module.
This phase has two steps.
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Fig. 3. Part of the Bayesian beliefs before (prior) and after (posterior) applying the
symptoms into the network.

The first step: The semantic network causal strengths are adjusted dynamically corresponding to the Bayesian posterior beliefs, in contrast to the other
relations in the semantic network module, which are ﬁxed (Algorithm 1, line 6).
Figure 3 illustrates part of the Bayesian network prior and posterior distribution,
respectively. In which the posterior beliefs will be utilized to adjust the semantic
network strengths.
The second step: This step utilizes the adjusted causal strengths and the preprocessed case description and computes the similarity between the input case
and the case base.
The similarity assessment in BNCreek follows an “explanation engine”
(Fig. 4) with an Activate-Explain-Focus cycle [2]. Activate ﬁnds the directly
matched features between input and retrieved cases then the Explain tries to
account for the not directly matched features of the input and retrieved cases.
Focus applies the preferences or external constraints to adjust the ranking of the
cases.

Fig. 4. The retrieve explanation cycle.

BNCreek considers each of the case base members at the time and utilizes
Dijkstra’s Algorithm [15] to extract all possible paths in the knowledge model
that represent relation sequences between any features in the input case (fi ) and
all the features in the retrieved case (fj ).
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Consider case 2 as a retrieved case. Here, the partial similarity degree calculation between “LC shrimp”, a feature from the retrieved case, and the “LC
chicken”, a feature from the input case, are presented. See Fig. 2 for cases descriptions and Fig. 5 for the extracted paths between the two features. The various
causal strengths reveal the eﬀect of Bayesian analysis.

Fig. 5. All possible paths between “LC chicken” and “LC shrimp” features from the
input and retrieved cases, respectively

To explain the similarity strength between any coupled features, Eq. 2 is
applied. To compute the explanation strength(fi , fj ), the strength of any path
between (fi ) and (fj ) is computed by multiplying its R relation strengths, then
all the P path strengths are multiplied. Consider “LC chicken” as fi , “LC
shrimp” as fj and Fig. 5 for possible paths between them. The 1 − pathstrength
for the ﬁrst path in Fig. 5 is 1 − (0.9 ∗ 0.9 ∗ 0.9 ∗ 0.9), which is 0.35 and for rest
of the paths will be equal to 0.47, 0.71, 0.51, 0.71, 0.71. The multiplication of
them is approximately 0.04. Finally the strengths between considered fi and fj
is 1 − 0.4, which is 0.96. For the situations where the paired features are the
same (exact matched features), the explanation strength is considered as 1.
P
R
(1 −
relationstrengthrp ) (2)
explanation strength(fi , fj ) = 1 −
p=1

sim(CIN , CRE ) =

n

i=1

m

j=1

r=1

n m
i=1
j=1 explanationstrength(fi ,fj )∗relevancef actorfj

β(explanationstrength(fi ,fj ))∗relevancef actorfj + m
j=1 relevancef actorfj

(3)

The similarity between input case (CIN ) and the retrieved case (CRE ) is
computed by summing up all the multiplication of explanation strength of (fi , fj )
with a relevance factor of fj divided by the summation of the relevance factor of
fj multiplied by β (explanation strength(fi , fj )). β (explanation strength(fi , fj ))
is a binary function, which is equal to one when explanation strength(fi , fj ) is
not zero. Number of features in input and retrieved cases are shown by ’m’ and
’n’. See Eq. 3.
The calculation of the total similarity between case6 and case2 are presented
here. For the numerator of Eq. 3, the explanation strength between any coupled features from the input and retrieved cases (e.g. “LC chicken” and “LC
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shrimp”) is multiplied to the relevance factor of the retrieved case feature
(i.e., “LC shrimp”), which is 0.96*0.9 and is equal to 0.86. Then the numerator is
1∗0.9+1∗0.9+1∗0.9+0.9∗0.89+0.9∗0.59+0.9∗0.85+0.9∗0.47+0.9∗0.56+0.9∗
0.96 + 0.9 ∗ 0.67 + 0.9 ∗ 0.73 + 0.7 ∗ 0.84 + 0.7 ∗ 0.65 + 0.7 ∗ 0.89 + 0.7 ∗ 0.89, which is
rounded to 10. In the denominator, for each feature from the input case, the relevance factors of the retrieved case will be multiplied by the binary function β and
add together. β for any explained coupled feature is 1. For the directly matched
couples, the relevance factors of the retrieved case will be summed up once. Due
to the cases descriptions, cases 6 and 2 have 3 direct matched and 6 explained
features. Then the denominator will be (1∗0.9+1∗0.7+1∗0.7+1∗0.9)∗6 for the
explained coupled features plus 1∗0.9+1∗0.9+1∗0.7+1∗0.9+1∗0.7+1∗0.9+1∗0.9
for the direct matched coupled features, which is 25. Finally, the total similarity
between case6 and case2 is 10/25 that is 0.4.
The system computes the similarity between the input case and all the cases
from the case base (Algorithm 1 lines 7 to 11).
3.2

Explanations in BNCreek

There are two uses of explanations in the knowledge-based systems. One is the
explanation that a system may produce for the user’s beneﬁt, e.g., to explain its
reasoning steps or to justify why a particular conclusion was drawn. The other
one is the internal explanation a system may construct for itself during problemsolving. BNCreek provides internal explanations for solving the problems, which
are related to the “explanation strength” between two concepts in the model. A
graphical causal explanation is generated to show the causal chains behind the
observed symptoms for the beneﬁt of the user.

Fig. 6. An explanation structure from which a causal explanation in the food domain
can be derived.

Figure 6 demonstrates a graphical causal explanation structure for “Chicken
fried steak (case 6)”. The explanation is the result of Bayesian analysis given the
two observations, i.e., “Juiceless food” and “Smelly food”. BNCreek considers
the case features and browses into the network to ﬁnd the related causal chain.
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The left part of Fig. 6 explains the seven possible causes for “Juiceless food” in
which the “LC chicken”, “Little oil”, “Little milk” and “Much ﬂour” are related
to the case 6 with causal strengths of 0.7, 0.5,0.64 and 0.73, respectively. The
causal strengths demonstrate that “LC chicken” and “Much ﬂour” have the most
eﬀect on causing the “Juiceless food”. The right part of Fig. 6 shows two causal
chains for “Smelly food”, i.e., “Little garlic” causes “Not enough marinated”
causes “Smelly food” and “Little onion” causes “Not enough marinated” causes
“Smelly food” with causal strengths of 0.32 and 0.28, respectively (Algorithm 1
line 13).
The generated explanation in more uncertain domains like oil well drilling,
plays a signiﬁcant role in computing the similarity (by providing explanation
paths) and clariﬁes the proposed solution for the expert.

4

System Evaluation

To evaluate our approach, we set up two sets of experiments. One from the
“food domain”, a kind of initial toy-domain, and the other one from the “oil
well drilling domain” the main investigated domain. Both of the experiments
aim to measure the capability of the system to prevent the failures utilizing
the observations. The application domains are tested by TrollCreek (version:
0.96devbuild), myCBR (Version: 3.1betaDFKIGmbH) and our implementation
of BNCreek. The results from the systems are evaluated against the “groundtruth”: domain expert predictions. The evaluation measures in this study are
NDCG and Interpolated Average Precision-Recall.
Normalized Discounted Cumulative Gain (NDCG) as a ranked based information retrieval measure, values the highly relevant items appearing earlier in
the result list. Usually, NDCG reports at rank cuts of 5, 10 or 20, i.e., nDCG@5,
nDCG@10 or nDCG@20. The higher NDCG value shows the better performance
of the system [16].
NDCG does not penalize for missing and not relevant cases in the results, so
we utilized the Interpolated Average Precision-Recall measure to evaluate the
relevance of the retrieved cases at 11 recall levels.
4.1

Food Domain Experiment

The main type of application domains for the presented system is complex and
uncertain domains. Using our system for the smaller and more certain domains
such as the utilized version of the “food domain” wouldn’t be justiﬁable. However, Due to the simple nature of the “food domain”, which leads to a better
understanding of the system process, a run-through example from this domain
is utilized and a set of evaluating experiments is set up.
Setup. The food domain knowledge model is inspired by “Taaable ontology”.
Taaable is a CBR system that uses a recipe book as a case base to answer cooking
queries [17]. Some modiﬁcations are made to ﬁt the ontology to the BNCreek
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Fig. 7. The similarity scores from running BNCreek, myCBR,TrollCreek and the expert
prediction in food application domain.

structure, i.e., adding causal relations. The causal relations present the failures
of using an inappropriate amount of ingredients. Fifteen recipes are examined
and simpliﬁed to their basic elements (e.g., Gouda cheese simpliﬁed to cheese).
The resulted knowledge model consists of 130 food domain concepts and more
than 250 relations between them. Eleven failure cases are created and utilized as
the queries of the experiment. Each query applies to the case base in leave one
out evaluation manner, which results in 11 query sets. The upper side of Fig. 2
demonstrates three samples of raw food failure cases descriptions.

Fig. 8. NDCG values at cuts of 5 and 10 for food domain experiment
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Food Experiment Results. Figure 7 demonstrates the similarity scores of
BNCreek, myCBR and TrollCreek for the ﬁrst experiment in a leave one out
manner. Utilizing the aforementioned tables, the NDCG values are computed
against the expert predictions and reported at NDCG@5 and 10 in Fig. 8.
Figure 8 illustrates that BNCreek with 0.8253 and 0.9186 values at NDCG@5
and 10 ranked the retrieved cases closer to the expert prediction in comparison
to the TrollCreek and myCBR with 0.7421, 0.8737 and 0.7635, 0.8791 values.
The overall performance of the three systems is high and not so diﬀerent,
which can be explained by the fact that this experiment is set up on a small case
base. Besides that, the BNCreek showed a somewhat better performance than
the others in both cuts.
4.2

Oil Well Drilling Domain Experiment

The oil and gas domain is an uncertain domain with a weak theory in which
implementing ad hoc solutions frequently leads to a reemergence of the problem
and repetition of the cycle. These types of domains are the main application
domains addressed by BNCreek.

Fig. 9. Two samples of drilling cases description. RF stands for relevance factor.

Setup. In this experiment, we utilized an oil well drilling process knowledge
model created by Prof Paal Skalle [18]. The knowledge model consists of 350
drilling domain concepts and more than 1000 relationships between them, which
makes it a very detailed ontology. Forty ﬁve drilling failure cases are utilized as
the queries (input cases) in a leave-one-out evaluation to retrieve the matched
similar ones among the rest of 44 failure cases. Each of the failure cases in average
has 20 symptoms and one failure as the case solution that has been removed for
the query case. Figure 9 shows two examples of drilling cases.
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Fig. 10. NDCG values at cuts of 5 and 10

Oil Well Drilling Experiment Results. We report on NDCG at ranks 5 and
10 in Fig. 10. The BNCreek NDCG@5 and 10 are reported as 0.7969 and 0.6713,
which signiﬁcantly outperform TrollCreek with 0.6296, 0.5759 and myCBR with
0.3960, 0.5229, respectively. The ordering produced by BNCreek yields a better
NDCG value than the ordering produced by TrollCreek and myCBR at both
cuts. This shows the eﬃciency of the Bayesian inference in case ranking in comparison with the other systems, which do not utilize the Bayesian inference.
Figure 11 demonstrates the three systems interpolated average Precision at
11 Recall levels. In all recall levels, BNCreek has higher precision, which demonstrates the eﬃciency of the system in retrieving the more similar cases comparing
to the other systems.

Fig. 11. Interpolated precision/recall graph for the results of BNCreek and TrollCreek

5

Discussion

The higher NDCG values in the two experiments, show the overall ability of
BNCreek in ranking the retrieved cases correctly in comparison to TrollCreek
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and myCBR. The Interpolated Precision-Recall graph for the ﬁrst experiment
would be 1 for all recall levels because we retrieve all 10 cases of the case base.
The Interpolated Precision-Recall graph for the second experiment illustrates
the higher performance of BNCreek to retrieve the relevant cases in all 11 recall
levels. Here we discuss the BNCreek ability to rank the cases in detail by an
example.
According to the system goal (ﬁnding the failure behind the reported/observed
symptoms), the most similar cases would be the cases carrying common symptoms.
Then, the other features of the cases are irrelevant as long as they are not failures of
the symptoms. Then there are two types of challenging cases. The ﬁrst type has a
similar overall case description but not the same symptoms, and the second one is
the cases with the same symptoms but not similar case description, comparing to
the input case. The ﬁrst type should be categorized as not similar and the second
type should be categorized as a very similar case.
In Fig. 7, the seventh rows of the four tables demonstrate the similarity degree
between case 6 (the input case of the given run-through example) and the case
base cases, computed by BNCreek, TrollCreek, myCBR, and the expert.
Case 11, has a similar ingredient with the case 6 and their diﬀerences originated in “Ok chicken” being replaced by “Ok shrimp”, “Enough salt” being
replaced by “Much salt” and their symptoms, which are not the same. Case 11
is categorized as the third most similar case by TrollCreek while, based on the
expert’s prediction, it is almost the least similar case to case 6. This problem
stems from similarity assessment mechanism in TrollCreek which incorporates
the raw case descriptions without considering the eﬀect of diﬀerent symptoms
on cases (e.g., a peppery sandwich is more similar to a peppery steak than to a
salty sandwich) which leads to a wrong categorizing of the cases such as case 11.
BNCreek ranked case 11 as the sixth similar case, which is a better ranking.
BNCreek in its master phases, injects the eﬀect of Bayesian analysis into the
case description and similarity assessment process. So it is eligible to incorporate the eﬀect of symptoms into the similarity assessment.
Case 2 symptoms are the same with the input case. It is categorised as a not
similar case by TrollCreek while, based on the expert’s prediction, it is the fourth
similar case. The problem with TrollCreek is originated in its similarity assessment method that uses the static relation strengths to compute the similarity
which leads to a wrong categorizing the cases such as case 2. While BNCreek,
utilizes a dynamically adjusted ontology relations strengths based on the BN
posterior distribution given any input case.
myCBR ranked both of the case 2 and 11 as the sixth similar case. It ranks
the retrieved cases based on their common features and a ﬁxed similarity table
which is determined by the expert. The similarity table could work like a pre
computed similarity explanations between the not identical coupled features,
if the expert knows all the coupled features similarity degrees, which rarely
happens in uncertain domains with several features. This explains the decreased
performance of myCBR from the small experiment of the food domain to the
drilling domain experiment.
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Conclusion and Future Work

We studied the eﬀect of Bayesian analysis in the similarity assessment within
a knowledge-intensive system. We have developed a knowledge-intensive CBR
system, BNCreek, which employs the Bayesian inference method to retrieve similar cases. The Bayesian analysis is incorporated to provide a formal and clear
deﬁned inference method for reasoning in the knowledge model.
To evaluate the eﬀectiveness of our approach, we set up two experiments and
employed the NDCG and Precision-Recall measures. Over two sets of experiments, we demonstrated that our approach has a better performance in ranking
the retrieved cases against the expert prediction compared with the results of
TrollCreek and myCBR. This indicates the Bayesian analysis eﬃciency for similarity assessment, across several application domains.
Although BNCreek showed a better performance in comparison with the
other systems, in both of the examples it didn’t manage to rank the cases same
as the expert. Moreover, comparing the NDCG values in Figs. 8 and 10 shows
the decreased performance of the BNCreek by increasing the case base size. A
possible further step for this study is designing new metrics that help to rank
the cases more accurately in bigger case bases.
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11. Tran, H.M., Schönwälder, J.: Fault resolution in case-based reasoning. In: Ho,
T.-B., Zhou, Z.-H. (eds.) PRICAI 2008. LNCS (LNAI), vol. 5351, pp. 417–429.
Springer, Heidelberg (2008). https://doi.org/10.1007/978-3-540-89197-0 39
12. Koton, P.A.: Using experience in learning and problem solving. Ph.D. dissertion,
Massachusetts Institute of Technology (1988)
13. Nikpour, H., Aamodt, A., Skalle, P.: Diagnosing root causes and generating graphical explanations by integrating temporal causal reasoning and CBR. In: CEUR
Workshop Proceedings (2017)
14. Forbus, K.D., Gentner, D., Law, K.: MAC/FAC: a model of similarity-based
retrieval. Cogn. Sci. 19(2), 141–205 (1995)
15. Dijkstra, E.W.: A note on two problems in connexion with graphs. Numer. Math.
1(1), 269–271 (1959)
16. Järvelin, K., Kekäläinen, J.: Cumulated gain-based evaluation of IR techniques.
ACM Trans. Inf. Syst. 20(4), 422–446 (2002)
17. Badra, F., et al.: Knowledge acquisition and discovery for the textual case-based
cooking system WIKITAAABLE. In: 8th International Conference on Case-Based
Reasoning-ICCBR 2009, Workshop Proceedings, pp. 249–258 (2009)
18. Skalle, P., Aamodt, A., Swahn, I.: Detection of failures and interpretation of
causes during drilling operations. Society of Petroleum Engineers, SPE-183 022MS, ADIPEC, Abu Dhabi, November 2016

Personalised Human Activity Recognition
Using Matching Networks
Sadiq Sani1(B) , Nirmalie Wiratunga1 , Stewart Massie1 , and Kay Cooper2
1

School of Computing Science and Digital Media, Robert Gordon University,
Aberdeen, Scotland AB10 7GJ, UK
2
School of Health Sciences, Robert Gordon University,
Aberdeen, Scotland AB10 7GJ, UK
{s.sani,n.wiratunga,s.massie,k.cooper}@rgu.ac.uk

Abstract. Human Activity Recognition (HAR) is typically modelled as
a classiﬁcation task where sensor data associated with activity labels are
used to train a classiﬁer to recognise future occurrences of these activities. An important consideration when training HAR models is whether
to use training data from a general population (subject-independent), or
personalised training data from the target user (subject-dependent). Previous evaluations have shown personalised training to be more accurate
because of the ability of resulting models to better capture individual
users’ activity patterns. From a practical perspective however, collecting
suﬃcient training data from end users may not be feasible. This has made
using subject-independent training far more common in real-world HAR
systems. In this paper, we introduce a novel approach to personalised
HAR using a neural network architecture called a matching network.
Matching networks perform nearest-neighbour classiﬁcation by reusing
the class label of the most similar instances in a provided support set,
which makes them very relevant to case-based reasoning. A key advantage of matching networks is that they use metric learning to produce
feature embeddings or representations that maximise classiﬁcation accuracy, given a chosen similarity metric. Evaluations show our approach
to substantially out perform general subject-independent models by at
least 6% macro-averaged F1 score.

1

Introduction

Human Activity Recognition (HAR) is the computational discovery of human
activity from sensor data and is increasingly being adopted in health, security, entertainment and defense applications [10]. An example of the application of HAR in healthcare is SelfBACK1 , a system designed to improve selfmanagement of low back pain (LBP) by monitoring users’ physical activity levels
in order to provide advice and guidance on how best to adhere to recommended
1
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physical activity guidelines [2]. Guidelines for LBP recommend that patients
should not be sedentary for long periods of time and should maintain moderate
levels of physical activity. The SelfBACK system uses a wrist-worn sensor to
continuously recognise user activities in real time. This allows the system to
compare the user’s activity proﬁle to the recommended guidelines for physical
activity and produce feedback to inform the user on how well they are adhering to these guidelines. Other information in the user’s activity proﬁle include
the durations of activities and, for walking, the counts of steps taken, as well
as intensity e.g. slow, normal or fast. The categorisation of walking into slow,
normal and fast allows us to better match the activity intensity (i.e. low, moderate or high) recommended in the guidelines. HAR is typically modelled as a
classiﬁcation task where sensor data associated with activity labels are used to
train a classiﬁer to predict future occurrences of those activities.
An important consideration for HAR is classiﬁer training, where training
examples can either be acquired from a general population (subject-independent),
or from the target user of the system (subject-dependent). Previous works have
shown using subject-dependent data to result in superior performance [5,7,19,
21]. The relatively poorer performance of subject-independent models can be
attributed to variations in activity patterns, gait or posture between diﬀerent individuals [12]. However, training a classiﬁer exclusively with user provided data is
not practical in a real-world conﬁguration as this places signiﬁcant burden on the
user to provide suﬃcient amounts of training data required to build a personalised
model.
In this paper, we introduce an approach to personalised HAR using matching
networks. Matching Networks are a type of neural network architecture introduced for the task of one-shot learning [22] which is a scenario where an algorithm
is trained to recognise a new class from just a few examples of that class. Given
a (typically small) support set of labelled examples, matching networks are able
to classify an unlabelled example by reusing the class labels of the most similar examples in the support set. To apply matching networks for personalised
HAR, we require the user to provide a small number of examples for each type
of activity. Note that this is no diﬀerent to the calibration approach which is
commonly employed in gesture control devices and is already in use in the Nike
+ iPod ﬁtness device [12]. The examples provided by the user are treated as
the support set used by the matching network to classify future occurrences of
the user’s activities. In this way, the matching network generates a personalised
classiﬁer that is better able to recognise the individual user’s activity pattern.
An advantage of matching networks is that they use metric learning in order
to produce feature embeddings or representations that maximise nearest neighbour classiﬁcation accuracy.
At the same time, because classiﬁcation is only conditioned on the support
set, matching networks behave like non-parametric models and can reason with
any set of examples that are provided at runtime, without the need for retraining
the network. This makes our system able to continuously adapt to changes in
the user’s context easily which is an important goal of CBR.
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The rest of this paper is organised as follows: in Sect. 2, we discuss important
related work on personalised HAR and highlight the importance of CBR and
k-nearest neighbour in particular for personalisation. Section 3 presents technical details of the steps for training a HAR classiﬁer. In Sect. 4, we formally
introduce matching networks and in Sect. 5 we present how we apply this to the
task of personalised HAR. A description of our dataset is presented in Sect. 6,
evaluations are presented in Sect. 7 and conclusions follow in Sect. 8.

2

Related Work

The standard approach to classiﬁer training for HAR involves using subjectindependent examples to create a general classiﬁcation model. However, comparative evaluation with personalised models, trained using subject-dependent
examples, show this to produce more accurate predictions [5,7,21]. In [21], a
general model and a personalised model both trained using a C4.5 decision
tree classiﬁer are compared. The general model produced an accuracy of 56.3%
while the personalised model produced an accuracy of 94.6%, an increase of
39.3%. Similarly, [5,7] reported increases of 19.0% and 9.7% between personalised
and general models respectively which are trained using the same classiﬁcation
algorithm. A more recent improvement on standard subject-dependent training
which uses online multi-task (OMT) learning is presented in [20]. Here, individual
users are treated as separate tasks where each task only contains the respective
user’s data. Personalised classiﬁers for each task are then trained jointly which
allows the models to inﬂuence one-another, thereby improving accuracy. Evaluation shows OMT to perform better than personalised models trained independently. A common disadvantage of all subject-dependent approaches is that they
require access to signiﬁcant amounts of good quality end-user data for training.
Such approaches have limited practical use for real-world applications because
of the burden they place on users to provide suﬃcient training data.
An alternative solution is to bootstrap a general model with a small set of
examples acquired from the user through semi-supervised learning approaches.
Diﬀerent types of semi-supervised learning approaches have been explored for
personalised HAR e.g. self-learning, co-learning and active learning, which bootstrap a general model with examples acquired from the user [12]. Both selflearning and co-learning attempt to infer accurate activity labels for unlabelled
examples without querying the user. This way, both approaches manage to avoid
placing any labelling burden on the user. In contrast, active learning selectively
chooses the most useful examples to present to the user for labelling using
techniques such as uncertainty sampling which consistently outperform random sampling [16]. Evaluations show semi-supervised approaches mainly produce improvements in situations where baseline classiﬁcation accuracy is low
but no improvements were observed in situations where baseline accuracy was
already very high [12]. In addition, semi-supervised approaches require retraining of the classiﬁer at runtime every time new data needs to be incorporated
into the model, which can be very expensive, especially on mobile devices.
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Case-based reasoning (CBR) oﬀers a convenient solution to the problem of
model retraining at runtime. The k-nearest neighbour (kNN) retrieval approach
at the core of CBR does not learn a model, which makes it able to easily assimilate new examples at runtime. However, performance of kNN largely depends
on the choice of similarity metric, and manually deﬁning good similarity metrics
for speciﬁc problems is generally diﬃcult [4].
Metric learning is an approach that is used to automatically learn a similarity metric from data in a way that better captures the important relationships
between examples in that data [23]. An important point to note about metric
learning is that learning a similarity metric from data is equivalent to transforming the data to a new representation and computing the similarity in this new
space using any standard metric e.g. Euclidean [4]. For a comprehensive review
of metric learning, we refer the reader to [4,9]. A more recent sub-ﬁeld of metric
learning called deep metric learning uses deep learning algorithms to learn this
feature transformation, thereby taking advantage of the ability of deep learning
algorithms to extract higher-level, abstract feature representations. Matching
networks are an example in this category that are able to incorporate any deep
learning architecture e.g. convolutional neural networks [11] or recurrent neural
networks [6].
Given the novelty of deep metric learning, very few applications of this are
available in case-based reasoning. A very recent work that uses deep metric learning in a Case-based reasoning system for adaptable clickbait detection is [14],
where a word2vec model [15] is used in combination with a deep convolutional
neural network to learn similarity between clickbait articles. Another CBR system for image-based Web page classiﬁcation which uses Siamese convolutional
neural networks is presented in [13]. Siamese neural networks learn a similarity metric by minimising a contrastive loss which penalises dissimilar example
pairs being placed close in the representation space, and rewards similar pairs
being placed close together [8]. In this work, we focus on matching networks in
particular which have the ability to both learn appropriate feature transformations using metric learning, and at the same time perform nearest neighbour
classiﬁcation using neural attention mechanism [3].

3

Human Activity Recognition

The computational task of HAR consists of three main steps: windowing, feature
extraction and classiﬁer training as illustrated in Fig. 1. Windowing is the process
of partitioning continuous sensor data into discrete instances of length l, where
l is typically speciﬁed in seconds. Figure 2 illustrates how windowing is applied
to a tri-axial accelerometer data stream with channels: a, b and c. Windows can
be overlapped especially at train time in order have better coverage of the data,
which also increases the number of examples available for training. We do not
overlap windows at test time in order to simulate real-time streaming data.
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Fig. 1. Steps of human activity recognition.

The length of windows is an important consideration where very short window lengths typically produce less accurate performance, while longer windows
produce latency at runtime due to the fact that several seconds worth of data
need to be collected before before making a prediction [18]. In this work, we
choose a window length of ﬁve seconds which provides a good balance between
accuracy and latency. A tri-axial accelerometer partitioned in this way produces a window wi is comprised of real-valued vectors ai , bi and ci , such that
ai = (ai1 , . . . , ail ).

Fig. 2. Illustration of accelerometer data windowing.

Once windows have been partitioned, suitable features need to extracted from
each window wi in order to generate examples xi used for classiﬁer training.
Many diﬀerent feature extraction approaches have been applied for HAR. These
include hand-crafted time and frequency domain features, coeﬃcients of frequency domain transformations, as well as more recent deep learning approaches
[17]. One feature extraction approach we have previously found to be both inexpensive to compute and very eﬀective, is Discrete Cosine Transform (DCT) [17].
DCT is applied to each axis (ai , bi , ci ) of a given window wi to produce vectors
of coeﬃcients va , vb and vc respectively that describe the sinusoidal wave forms
that constitute the original signal. In addition, we also include the DCT coeﬃcients of the magnitude vector m where each entry mj in m is computed using
the Euclidean norm of corresponding entries in aj , bj and cj as deﬁned in Eq. 1.

mj = a2j + b2j + c2j
(1)
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DCT produces an ordered vector of coeﬃcients such that the most signiﬁcant
information is concentrated at the lower indices of the vectors This means that the
vector of coeﬀcients can be truncated to the ﬁrst n indices without loss of information, making DCT ideal for compression. In this work, we truncate vectors to a
length of n = 60. The truncated coeﬃcient vectors va , vb , vc and vm are concatenated together to form a single example representation xi of length 240.

4

Matching Networks

The aim of matching networks is to learn a model that maps an unlabelled
example x̂ to a class label ŷ using a small support set S of labelled examples. To
provide a formal deﬁnition of matching networks, we deﬁne a set of class labels
L and a set of examples X. We also deﬁne a support set S as shown in Eq. 2,
S = {(x, y)|x ∈ X, y ∈ Y ⊂ L}

(2)

i.e. S consists of a subset of classes Y with m examples in each class. Hence,
the cardinality of S is |S| = m × |Y |. A matching networks learns a classiﬁer
Cs which, given a test instance x̂, provides a probability distribution over class
labels y ∈ Y i.e. P (y|x̂, S). Accordingly, the class label ŷ of x̂ is predicted as the
class with the highest probability i.e.
ŷ = argmaxy P (y|x̂, S)

Fig. 3. Illustration of matching network for HAR.

(3)
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Next we address the question of how to calculate P (y|x̂, S). This can be
done using an attention function a() which computes the probabilities in three
operations. Firstly, we deﬁne an embedding function fθ , which is a neural network that maps a given input to an embedded representation as shown in Eq. 4
(Fig. 3).
fθ (x) = x

(4)

The embedding function fθ is the embedding part of the matching network
and it’s goal is to produce representations that maximise similarity between
examples belonging to the same class. Thus, we deﬁne a similarity metric
sim(x̂ , xi ) which returns the similarity between the embedded representations
of our unlabelled example x̂ and any example xi ∈ S. Here, any standard similarity metric e.g. Euclidean, dot product or cosine can be used. An example of
sim using cosine similarity is shown in Eq. 5.
  
x̂j xi,j


sim(x̂ , xi ) =  
(5)
2
2
x̂j xi,j
The last operation of the attention function is to convert the similarity values
returned by sim into probabilities. This can be done using the softmax function
as shown in Eq. 7.




a(x̂ , xi ) = esim(x̂ ,xi ) /

|s|






esim(x̂ ,xi )

(6)

Using a one-hot encoding vector y to represent any class label y, we can
estimate a class probability for x̂ as follows:
ŷ =

|S|


a(x̂ , xi ) ∗ y

(7)

Since yi has a value of 1 at only the position corresponding to its class (with
the rest being zero); the multiplication with a can be viewed as providing a
similarity weighted estimate for each candidate class and thereby forming an
estimated class distribution.
We can now use this estimated ŷ class probability and the actual y class
probability (i.e. the one-hot vector) to derive the training loss using a function
such as the categorical cross-entropy as shown in Eq. 9.
L(y, ŷ) = −

|L|


yj log(yˆj )

(8)

j

|N |

L(y i , ŷi )
(9)
N
Accordingly the entire matching network can be trained end-to-end using gradient descent.
Ltrain =

i
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Personalised HAR Using Matching Networks

In this section, we formally describe how we apply matching networks for personalised HAR. Recall that for personalised HAR, our aim is to obtain a network
that can classify a particular user’s activity using a small set of examples provided by the same user. Therefore, training such a network requires us to deﬁne
a set of users U where each user uj ∈ U is comprised of a set of labelled examples
as follows:
uj = {(x, y)|x ∈ X, y ∈ L}

(10)

Next we deﬁne a set of training instances Tj for each user uj as follows:
Tj = {(Sj , Bj )}l

(11)

i.e., Tj is made up of user-speciﬁc support and target set pairs Sj and Bj respectively, where Sj = {(x, y)|x ∈ ui , y ∈ L}k and Bj = {(x, y)|x ∈ uj , x ∈ Sj }. Note
that the set of labels in Sj is always equivalent to L because we are interested in
learning a classiﬁer over the entire set of activity labels. Accordingly, Sj contains
m examples for each class y ∈ L and the cardinality of Sj is k = m×|L|. Both Sj
and Bj are sampled at random from uj l times to create Tj . Each Bj is used with
it’s respective Sj by classifying each instance in Bj using Sj and computing loss
using categorical cross entropy. This process is illustrated in Fig. 4. The network
is trained using stochastic gradient descent and back propagation.
Tj = {(Sj , Bj )}l

(12)

Fig. 4. Training matching network for personalised HAR

The embedding function used in this work is a neural network with one fullyconnected layer with 1200 units. Before examples are input into the embedding
network, they are passed through Discrete Cosine Transform (DCT) feature
extraction. The fully connected layer is followed by a Batch Normalisation layer
which reduces covariate shift and has been shown to result in faster training and
better accuracy. An illustration of the conﬁguration of the embedding network
is presented in Fig. 5.
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Fig. 5. Details of embedding network

6

Dataset

A group of 50 volunteer participants was used for data collection. The age range
of participants is 18–54 years and the gender distribution is 52% Female and
48% Male. Data collection concentrated on the activities provided in Table 1.
Table 1. Description of activity classes.
Activity

Description

Lying

Lying down relatively still on a plinth

Sitting

Sitting still with hands on desk or thighs

Standing

Standing relatively still

Walking Slow

Walking at slow pace

Walking normal Walking at normal pace
Walking fast

Walking at fast pace

Up stairs

Walking up 4–6 ﬂights of stairs

Down stairs

Walking down 4–6 a ﬂights of stairs

Jogging

Jogging on a treadmill at moderate speed

The set of activities in Table 1 was chosen because it represents the range
of normal daily activities typically performed by most people. Three diﬀerent
walking speeds (slow, normal and fast) were included in order to have an accurate
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estimate of the intensity of the activities performed by the user. Identifying
intensity of activity is important because guidelines for health and well-being
include recommendations for encouraging both moderate and vigorous physical
activity [1]. We expect the distinction between diﬀerent walking speeds to be
particularly challenging for subject-independent models because one person’s
slow walking speed might be closer to another person’s normal walking speed
Data was collected using the Axivity Ax3 tri-axial accelerometer2 at a sampling rate of 100 Hz. Accelerometers were mounted on the right-hand wrists of
the participants using specially designed wristbands provided by Axivity. Activities are roughly evenly distributed between classes as participants were asked to
do each activity for the same period of time (3 min). The exceptions are Up stairs
and Down stairs, where the amount of time needed to reach the top (or bottom)
of the stairs was just over 2 min on average. This data is publicly available on
Github3 .
Recall that in order to apply the matching network, we require the user to
provide a small sample of data for each activity class which will be used to create
the support set. To simulate this with our dataset, we hold out the ﬁrst 30 s of
each test user’s data for creating the support set. This leaves approximately
150 s of data per activity which are used for testing, except for “Up Stairs” and
“Down Stairs” classes which have about 90 s of test data each.

7

Evaluation

Evaluations are conducted using a hold-out methodology where 8 users were randomly selected for testing and the remaining users’ data were used for training.
A time window of 5 s is used for signal segmentation and performance is reported
using macro-averaged F1 score, a measure of accuracy that considers both precision (the fraction of examples predicted as class ci that correctly belong to ci )
and recall (the fraction of examples truly belonging to class ci that are predicted
as ci ) for each class. Discrete Cosine Transforms with features are used for data
representation.
Our evaluation is composed of two parts. Firstly we explore the performance
of our matching network against a number of baseline approaches. Accordingly
we compare the following algorithms:
–
–
–
–

kNN: Nearest-neighbour classiﬁer trained on the entire training set
SVM: Support Vector Machines trained on the entire training set
MLP: A Feed-forward neural network trained on the entire training
MNet: Our personalised matching network approach

Note that MLP is equivalent to our embedding network with one hidden layer,
batch-normalisation and softmax classiﬁcation layer. The comparison with MLP
is meant to provide evidence for the eﬀectiveness of the personalisation approach
2
3

http://axivity.com/product/ax3.
https://github.com/selfback/activity-recognition/tree/master/activity data.
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of MNet beyond it’s use of the embedding network. Note also that increasing the
number of hidden layers beyond one for both MNet and MLP did not produce
any improvement in performance. For MNet, we use n = 6 examples per class.
These parameter values are presented in Table 2.
Table 2. Parameter settings.
Parameter

kNN

SVM

MLP

MNet

Similarity metric/Kernel Cosine Gaussian -

Cosine

Neighbours

10

-

-

6

Hidden layers

-

-

1

1

Hidden units

-

-

120

120

Training epochs

-

-

10

20

Batch size

-

-

64

64

Loss function

-

-

Cross entropy Cross entropy

Optimiser

-

-

Adam

Adam

Fig. 6. Evaluation of MNet against popular classiﬁers.

It can be observed from Fig. 6 that MNet produces the best result; whilst
SVM and MLP have comparative performance but kNN comes in last. The poor
performance of kNN compared to SVM and MLP is consistent with our previous
evaluations [17]. MNet out performs both SVM and MLP by more than 6% which
shows the eﬀectiveness of our matching network approach at exploiting personal
data for activity recognition.
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Fig. 7. Results of MNet with diﬀerent number of samples per class.

The second part of our evaluation explores the inﬂuence of the number of
examples per class n on classiﬁcation performance. Recall that the amount “userprovided” data available to us are 30 s per activity. Considering our window
length of 5 s, this provides us a maximum of 6 examples per class. Hence, we
explore sizes of n from 1 to 6. Results are presented in Fig. 7. It can be observed
that results of MNet improve with increase in size of n. However no improvement is observed between n = 5 and n = 6 which perhaps suggests not much
improvement will be gained with continued increase in size of n. Evaluating sizes
of n greater than 6 is not feasible with our experiment design and limited data,
however, this can be explored further in future work.
A reasonable argument that can be made is that MNet has the added advantage of using end-user supplied data. Therefore, we present a comparison with
versions of kNN, SVM and MLP (named kNN+, SVM+ and MLP+ respectively) which are trained on all user provided samples in addition to the entire
training set. Results are presented in Fig. 8.
As can be observed, addition of the small number of user samples does not
improve performance in kNN+, SVM+ and MLP+. In all three cases, results are
approximately the same as those of training on the training set only presented
in Fig. 6. An obvious explanation for the lack of improvement is the small size
of the user provided data in which case, it can be expected that larger amounts
of user data may lead to improved performance. However, the point to note is
that the same size of data is suﬃcient to produce marked improvement in the
performance of MNet.
A ﬁnal point we explored in our evaluation is the signiﬁcance of creating
personalised support sets using the same user’s data when training the matching
network. In other words, for personalised HAR, do train support sets need to be
personalised or can we get similar performance from non-personalised support
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Fig. 8. Evaluation number of examples per class.

sets. The F1 Score using non-personalised support is 0.661 compared to 0.788
with personalised support set. This highlights the importance of matching train
conditions to test condition as we have proposed in our methodology.

8

Conclusion

In this paper, we presented a novel approach for personalised HAR using matching networks. Matching networks adopt principles from both metric learning and
attention in neural networks to perform eﬀective k-nearest neighbour classiﬁcation using a small support set of examples. We demonstrated how this support
set can be constructed from a small set of labelled examples provided by the user
at runtime, which allows the matching network to eﬀectively build a personalised
classiﬁer for the user. Evaluation shows our approach to outperform a generals
model by at least 6% of F1 score.
There are two main advantages to the approach we presented in this paper.
Firstly, our approach is able to achieve high accuracy using only a small set of
of user provided examples (30 s in this work) which makes it more practical for
real-world applications compared to subject-dependent training which requires
the end user to provide large amounts (possible hours) of labelled training data.
Secondly, our approach does not require retraining the model at runtime when
new data becomes available which makes the approach very adaptable.
The ability of matching networks to learn similarity metrics for particular
domains as well as their ability to adapt at runtime make them very relevant for
case-based reasoning applications. We hope that this work will inspire further
work on adoption of these and similar approaches for application in CBR.
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Abstract. When case-based recommender systems use preference-based
feedback, we can learn user preferences by using the trade-oﬀ relations
between the preferred product and the other products in the given domain.
In this work, we propose a representation for trade-oﬀs and motivate several mechanisms by which the identiﬁed trade-oﬀs can be used in the process of recommendation. We empirically demonstrate the eﬀectiveness of
the proposed approaches in three recommendation domains.
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1

Introduction

A central goal of recommender systems is to make the user aware of the various
choices available to her in the product domain. A Conversational Case-Based
Reasoning (CCBR) based recommender system attempts to reduce the cognitive
load on the user by helping her identify a target while minimizing the number
of conversation cycles. This is achieved by discovering the preferences of a user
based on her feedback and using it to recommend the right products. CCBR
based recommender systems assume no prior knowledge about the user; a setting
where most collaborative recommender systems fail [1].
While learning user preferences is very important in the recommendation
process and has been elaborately addressed in the literature, we note that it is
equally important to consider the relationships among products. In particular,
each product in a domain is not always seen as an isolated entity because it
is often described in relation to other products in the domain. Therefore, we
observe that it is important to consider the relationships among the products
while recommending products to the users.
In this work, we present the notion of trade-oﬀ as a way of capturing the
relationships between products in a domain. Even before a recommender system
encounters a user, one can proﬁle a product based on the trade-oﬀs it makes
c Springer Nature Switzerland AG 2018

M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 354–368, 2018.
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relative to other products, domain knowledge and product speciﬁcations. For
example, in a car domain, a person who desires a sports car would trade-oﬀ
mileage for top speed as this statement is independent of any speciﬁc user. If we
can model trade-oﬀ relations between products even before the recommendation
process, we can use the trade-oﬀ information to recommend right products to
the users.
In this work, we propose a representation for capturing relative trade-oﬀs
among products and motivate several mechanisms by which user preferences
can be combined with the trade-oﬀ relations among products to recommend
appropriate products to the user. We show empirically that utilizing trade-oﬀ
information positively aﬀects the length of conversation in the recommendation
process thereby reducing the cognitive load on the user. In Sect. 2 we situate
our work in relation to past works from the literature. In Sect. 3 we discuss our
proposal followed by experiments and results.

2

Background and Related Work

Case-Based Reasoning (CBR) works on the principle that similar problems have
similar solutions. Unlike collaborative recommender systems where similar users
prefer similar products, CBR based recommender systems are content-based
because they use the query and feedback given by a user to recommend products
to her. Hence, the recommendation process relies heavily on the similarity of the
user’s query to the products in the domain1 .
In single shot recommender systems, the recommendation process gets over
once a set of products is recommended to the user based on her query. The
system does not try to learn if the user is satisﬁed with the recommendations.
In CCBR systems, there is a feedback mechanism that gives users the ﬂexibility
to express their view on the set of recommended products. This feedback is in
turn used to model user preferences and revise the user’s query.
There are several ways in which a user can give her feedback to the system.
Critiques [11] and preference feedback [5] are two well-known feedback mechanisms in the literature. In critique-based feedback, the user is allowed to express
her view on the individual attributes whereas in preference-based feedback the
user chooses her product of preference out of ones recommended. The cognitive
load on the user in preference based feedback is less when compared with other
feedback mechanisms. In this work, we are interested in CCBR systems with
preference-based feedback.
2.1

Similarity and Diversity

In similarity based recommendation, the utility of a product to a user is approximated by the similarity of the product to the user’s query. More like This (MLT)
1

We use the terms cases and products; case base and product domain; features and
attributes interchangeably.
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and weighted More Like This (wMLT) [5] are approaches that use only similarity
to recommend products to the users.
Smyth et al. [2] proposed mechanisms by which diverse recommendations can
be made without compromising on similarity. The need for diversity in recommendation can be appreciated from the following example. Suppose that a ﬁxed
number of products is shown in each cycle of recommendation. While recommending products that are highly similar to the user’s query one might end up
in a scenario where the recommended products are highly similar to each other.
If the user is dissatisﬁed with one or more features of one recommended product,
it is highly likely that the all the similar options suggested to her are not satisfactory as well. If the recommendations are diverse then the likelihood of one
of them being satisfactory is more. It is one of the initial works that considered
the relation among the products recommended to the users.
McGinty et al. [6] proposed MLT with Adaptive Selection (MLT AS) and
demonstrated that introducing diversity methodically in the CCBR system positively aﬀects the conversation length. The authors in [6] identiﬁes that a user
could be in two modes of search namely reﬁne and refocus. In reﬁne phase,
the user is interested in the products in a small neighbourhood of the query
whereas in the refocus phase, the user is in exploratory mode and looks out for
products that are diverse to the ones suggested to her. The authors show that
introducing diversity in refocus phase could improve the eﬃciency of the system.
To enable switching from reﬁne to refocus phase, the product by preferred by
a user in one recommendation cycle is introduced in the next cycle too. If the
user is not satisﬁed with any of the products recommended in the current cycle,
she would be forced to prefer the same product that she picked in the previous
recommendation cycle.
Bounded greedy selection [6] is one of the algorithms proposed by the authors
to recommend diverse products. To begin with, a bound B is set on the number of products from which one chooses diverse products, and the top B similar
products to query are selected. Next, greedy selection is used to get a diverse set
of recommended products. Each time a product is selected greedily, it is done
based on a quality measure that ensures diversity. One of the quality measures
proposed in [6] is (similarity of the selected product to the query) ∗ (relative
dissimilarity of the selected product to the products included so far in the recommended set).
2.2

Coverage

If there is a product in the case base that is interesting to the user then it ought
to be recommended to the user. A recommender system should fail only when the
right product is not present in the case base and not because of its incapability
to fetch the right product. Recommender systems should also ensure that all
the options that are available to the user are made known to the user. David
McSherry [8] suggests diﬀerent criteria under which the coverage of the product
domain can be deﬁned. Compromise [7] is a criterion that is of interest to our
work. Compromise is the sacriﬁce a user is willing to make in selecting a product.
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For example, Camera 2 in Table 1 has compromised with the given query on a
manufacturer, while in Camera 1, the compromise is on price. In CompromiseDriven Retrieval (CDR) [7] the products in the domain are categorized into
several classes where each class is representative of the kind of sacriﬁce one has
to make in accepting a product of that particular class.
Table 1. A sample recommendation set in camera domain along with user query
Price ($) Manufacturer
Camera 1 1000

Sony

Camera 2

500

Canon

Camera 3

300

Olympus

Camera 4

800

Canon

Query

500

Sony

On top of these classes, there is a dominance criterion based on compromise
that deﬁnes superiority of one class over the other. If a class, say A, makes a
subset of the compromises made by another class, say B, then the products of
class A are superior to products in class B provided they are also similar to the
user’s query. Within the same class, similarity is used to deﬁne the dominance
among products. The product that is most similar to the query dominates all
the other products in that class. Only the dominant products in each class are
recommended to the user thereby covering the product domain.
In some domains, the attributes of the domain can be classiﬁed as “More is
Better” (MIB) and “Less is Better” (LIB). For example, in the camera domain,
resolution is an MIB attribute and price is an LIB attribute. The dominance
among the attribute values is based on the classiﬁcation of the attribute type.
In MIB attributes, higher values dominate the lesser values and the converse is
true for LIB attributes.
For example, consider the scenario in Table 1. We can have three classes of
compromises. Price {Camera 1}, Manufacturer {Camera 2, Camera 3} and Price
+ Manufacturer {Camera 4}. The class Price refers to the set of products that
have compromised only on the attribute price. The class Price and class Manufacturer dominates class Price+Manufacturer. Within the class Manufacturer
we have two cameras, Camera 3 dominates Camera 2 as both are of diﬀerent
manufacturers but the price of Camera 3 is better than price of Camera 2. The
cameras that would be recommended to the user are Camera 3 and Camera 1.
The relations among products are with respect to the user’s query. It is evident
that if we have a diﬀerent query we will have diﬀerent products in each of these
classes.
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Compromise Driven Preference Model

The success of a CCBR based recommender system lies in its ability to learn
user preferences. In MLT [5], the only information that we have about the user
is her query. In each recommendation cycle, the query is revised to reﬂect the
user’s preferences. Since MLT uses preference-based feedback, the product that
is preferred in the given interaction cycle becomes the query for the next cycle.
However, the user may not desire all the attributes in the preferred product.
To capture the preferences of the user on individual attributes, in wMLT [5]
each attribute is associated with a weight that keeps changing in the process of
recommendation. In the sample scenario in Table 1, if the user prefers Camera
1 then the weight that is given to manufacturer is the ratio of the number of
alternatives rejected by the user to the total number of alternatives available,
which is (2/2) = 1, since both the alternatives Canon and Olympus are rejected.
In the wMLT way of modelling user preferences, the attributes are considered
independent of each other. In Compromise Driven Preference Model (CDPM)
[9], Mouli et al. discuss the disadvantage of such a modelling and motivate the
need to relax the independence assumption. They use Multi-Attribute Utility
theory (MAUT) [4] to approximate the gain in utility obtained by selecting one
product over the other.
Table 2. A pair of products in Camera domain
Price ($) Resolution (MP)
Camera X 1000
Camera Y

600

10
8

For example, consider the pair of cameras given in Table 2. When a user is
asked to pick one out of them, it is expected that she picks the one that gives
her the highest utility. If the user picks Camera X, we infer that the user has
traded oﬀ price for the gain in resolution. This information is captured by Eq. 1,
where wresolution and wprice stand for the weights given to resolution and price
respectively.
(1)
(10 − 8) × wresolution ≥ (1000 − 600) × wprice
The above linear inequality is treated as a constraint. If there are ﬁve products in the recommended set of products and the user gives her choice of product,
one can arrive at four such constraints by comparing the preferred product with
the each of the rejected products. Apart from these trade-oﬀ constraints, there is
a general constraint that the feature weights should sum up to one. The region
in the feature weight space that satisﬁes all the constraints is termed as the
preference region, from which an appropriate weight vector could be picked as
the feature weights for the current interaction cycle.
Though CDPM makes an attempt at using product trade-oﬀs to learn feature
weights, the use of linear equations (such as in Eq. 1) to represent trade-oﬀs has
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some disadvantages. For example, by moving from the trade-oﬀ space to feature
weight space, we lose out on speciﬁc information such as which set of attributes
may be compromised for which another set. Also, it is not possible to allow
partial satisfaction of trade-oﬀs because the preference region is arrived at by
modelling all inequalities as hard constraints.
2.4

Dominance Region of Products

In all the above works, computing of feature weights follows a lazy approach
i.e. happens only when the query is issued. Instead of learning feature weights
at runtime, Anbarasu et al. [12] propose the idea of dominance region, which
involves identifying factors useful for recommendation even before a query is
issued. The idea is that each product has its own customer base that prefers it
over all other products. A set of trade-oﬀ constraints is obtained by comparing
each product with each of its competitors in a small similarity-based neighbourhood around itself. The region in the feature weight space that satisﬁes all the
trade-oﬀ constraints along with the general constraint (see previous section) is
termed as the dominance region of the product. Hence, dominance region of
a product is that region in the feature weight space where the utility of that
product based on MAUT [4] is greater than the utility of its competitors. In the
process of recommendation, the preference region computed at a certain interaction cycle is compared with the dominance region of each product to predict
the usefulness of a product to the given user.
Though the idea of pre-computing trade-oﬀs has its own advantages the work
by Anbarasu et al. [12] uses the same trade-oﬀ representation as in [9]. Hence,
the drawbacks discussed in CDPM hold for this approach too.

3

Using Trade-oﬀs for Product Recommendation

The contribution of this work is three-fold, ﬁrst we propose a representation for
trade-oﬀs; second, we propose a diversity measure based on trade-oﬀs and third,
we show how trade-oﬀs based similarity can be used as a measure of utility. As
a part of our second contribution, we introduce two methods that recommend
products based on trade-oﬀ based diversity. We also introduce a method that
recommends products based on trade-oﬀ based similarity. The eﬀectiveness of
using trade-oﬀs is demonstrated by employing the proposed methods in a conversational recommender setting and comparing it against other methods from
literature.
3.1

Trade-oﬀs Representation

Given any pair of products in the case base, we expect that there is a set of
attributes in which one product dominates over the other. When we say dominates, we mean dominance based on MIB and LIB classiﬁcation of attributes.
If one product is better than the other product in all attributes, then the latter
would eventually disappear from the market.
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Deﬁnition 1. Dominant Set: The set of attributes in which a product is dominant over another product.
Deﬁnition 2. Dominated Set: The set of attributes in which a product is
dominated by another product.
For example, for the products given in Table 3, if a user prefers Camera A
over Camera B, the Dominant Set would be {resolution} and the Dominated
Set would be {price}. By comparing the dominant and dominated attributes
between a pair of products, we can predict the traits of a user who would buy a
particular product even before the recommendation process begins. For example,
when comparing two cars, say a sports car and a commuter car, one can predict
that the user who would buy a sports car will be willing to trade-oﬀ on the
luxury aspects of the car for the gain in performance aspects of the car. The
converse is true for the person who would prefer a commuter car.
Table 3. A pair of products in Camera Domain
Price ($) Resolution (MP) Zoom (X)
Camera A 1000

10

10

600

8

10

Camera C 2000

15

12

Camera D 1600

12

10

Camera B

In CDPM [9] the trade-oﬀs are converted to constraints in the feature weights
space. As has been discussed earlier in Sect. 2.3, the main drawback of taking
trade-oﬀs to feature weight space is that the semantics of which particular set of
attributes is traded oﬀ for which another set of attributes is lost. In our approach,
the dominant and dominated sets enable to preserve these semantics.
It is also important to emphasize that when one product is preferred over
another, not all attributes in the dominant set may be preferred equally by the
user. Similarly, not all attributes in the dominated Set may be equally repulsive
to the user. Hence, it may be detrimental to model the trade-oﬀs using hard
constraints as in CDPM.

Fig. 1. Representation of trade-oﬀs when product A is preferred over product B.
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When comparing two products the attributes belonging to the dominant
set are represented as 1. The attributes belonging to the dominated set are
represented as −1. If both the products have the same value for an attribute it
is represented as 0. For the products given in Table 3, Fig. 1 represents trade-oﬀs
considering Camera A as the desired product over Camera B. The trade-oﬀAB
represented as [−1, 1, 0] conveys that Camera A has been chosen over Camera
B in favour of resolution for price. For nominal attributes, if the attribute values
are same we represent it as 0 and if the values are diﬀerent we represent it as 1.
Let us consider the representation of the trade-oﬀs as in CDPM [9]. When
Camera A is preferred over Camera B the trade-oﬀ is represented as given below.
2 × wresolution ≥ 400 × wprice

(2)

Assuming that the attribute values are normalized the constraint in feature
weights space will be 0.2 × wresolution ≥ 0.4 × wprice . Consider a vector sampled from the feature weights space that satisﬁes this constraint (0.7,0.2,0.1). The
weights are suggestive of which attribute is important but the notions of dominant
and dominated sets are lost. The set of compromises that a user would be willing
to make could be independent of the weights given to individual features [7].
Similarity Measure for Trade-oﬀs. We deﬁne the similarity of two trade-oﬀs
T 1 and T 2, computed between two pairs of products, as a simple matching score
between them. In Eq. 3, I is an indicator function that gives a value 1 if the
attribute level trade-oﬀs are same and 0 otherwise. Let trade-oﬀAB be [−1, 1, 0]
and trade-oﬀCD be [−1, 1, 1]. Similarity between these two trade-oﬀs as given
by Eq. 3 will be 2/3.

I(T 1a , T 2a )
a∈Attributes
M atch(T 1, T 2) =
(3)
|Attributes|
3.2

Diversity Based on Trade-oﬀs

In this section we propose two diversity measures one based on the local tradeoﬀs and the other based on the global trade-oﬀs. An example of a set of diverse
products based on local trade-oﬀs would be {race sports car, street legal sports
car}. An example for a set of diverse products based on global trade-oﬀs would
be {a sports car, a commuter car}. Each product in the domain is proﬁled based
on the trade-oﬀ relationship it has with its neighbours. The intention behind
creating these proﬁles for each product is to help identify products that are
diverse based on trade-oﬀs both in the local and global context.
Deﬁnition 3. Local Profile: For a product P , its local proﬁle PLP is the list
of trade-oﬀs P makes with products in its similarity-based local neighbourhood.
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Deﬁnition 4. Global Profile: For a product P , its global proﬁle PGP is the list
of trade-oﬀs that P makes with products sampled from the global product space.
Here, we use distance-based probabilisitc sampling - the farther a product from
P , the greater is the probability of it being selected for comparison.
To motivate the semantics of local and global neighbours, imagine two sports
cars being compared where one is a race track car and the other being a road legal
sports car. The trade-oﬀs that we get out of this comparison would constitute the
local proﬁle of a sports car. Whereas, comparing a sports car with a commuter
car would result in trade-oﬀs constituting the global proﬁle of a sports car.
Deﬁnition 5. User Profile: For a user, the list of trade-oﬀs obtained by comparing the preferred product with the rejected products are aggregated over interaction cycles and is denoted by UP.
Approaches Based on Trade-oﬀ Based Diversity. The idea of utilizing
the overlap between user’s proﬁle and product proﬁle is motivated from the
work by Anbarasu et al. [12] where the overlap between the preference region
computed at a certain interaction cycle and the dominance region of a product
is used as a measure to predict the usefulness of a product to the given user.
We propose two methods to measure the overlap between the user proﬁle and
product proﬁles. The user proﬁle is in similar lines to the preference region
and the product proﬁle is similar to the dominance region of a product. On
the basis of the overlap measure used we propose two approaches for product
recommendation namely More Like This with Brute Force trade-oﬀ Matching
(MLT TMBF ) and More Like This with Proﬁle Summary trade-oﬀ Matching
(MLT TMPS ).
Method 1. The overlap between the UP and a product’s proﬁle is computed
based on brute force matching. This method is termed More Like This with Brute
Force trade-oﬀ Matching (MLT TMBF ).
If L1 and L2 are a pair of trade-oﬀ lists, then the overlap score in brute force
matching is given by the Equation below.


M atch(T 1, T 2)
T 1∈L1 T 2∈L2
OverlapBrute (L1, L2) =
(4)
|L1| ∗ |L2|
In MLT TMBF , L1 and L2 stand for the user proﬁle and local/global product
proﬁles respectively. The overlap between a user’s proﬁle U P and some product
proﬁle PGP or PLP is measured by averaging the similarity of each trade-oﬀ in
U P with each trade-oﬀ in PGP or PLP . Similarity estimation between trade-oﬀs
i.e. Match (T1, T2) is calculated using Eq. 3.
Method 2. To compute the overlap between the user proﬁle and the product
proﬁle, the proﬁles are summarized and then compared. This method is termed
More Like This with Proﬁle Summary trade-oﬀ Matching (MLT TMP S ).
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The intent behind MLT TMP S is to simulate the behaviour of a shopkeeper
who associates a tag with each customer such as Mary may trade-oﬀ cost for
compactness, Jane may trade-oﬀ zoom for price, etc. A shopkeeper does this
by summarizing the trade-oﬀs the user has been making over time. Similarly
products are summarized, one summary based on its local proﬁle and one based
on its global proﬁle.

Fig. 2. Computing the summary of a proﬁle - an example.

Figure 2 illustrates an example of summarizing a trade-oﬀ list. Suppose that
the user has preferred product P over products A, B, C in some interaction
cycle. Then the trade-oﬀ list T L includes TP A , TP B and TP C . The inﬂuence a
trade-oﬀ has on the proﬁle summary of the product P is directly proportional to
the similarity of the product to which it is compared against. We are interested
in ﬁnding the trade-oﬀ summary T S for this trade-oﬀ list. T S is a vector of
real values and T Sa is the value of T S corresponding to the attribute a. Let
TP Aa represent the trade-oﬀ for a speciﬁc attribute a and Sim(P, A) represent
the similarity between products P and A. For each attribute ‘a’ in the domain
T Sa is computed using the Eq. 5. If a1, a2,... an are the attributes of the domain
the proﬁle summary of T S is as in Eq. 6

TABa ∗ Sim(A, B)
(5)
T Sa (T L) =
TABa ∈T L

T S(T L) :=< T Sa1 (T L), T Sa2 (T L), ....T San (T L) >

(6)

The overlap between two trade-oﬀ summaries T S1 and T S2 is computed
using the Equation given below.

1 − Dist(T S1a , T S2a )
a∈Attributes
OverlapSummary (T S1, T S2) =
(7)
|Attributes|
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While creating summaries of each trade-oﬀ lists, the trade-oﬀ representation
for each attribute is treated as a real value. The distance between a pair of tradeoﬀ summaries T S1 and T S2 with respect to a speciﬁc attribute a is given by
the Equation below. abs in Eq. 8 represents the absolute value of the quantity.
Dist(T S1a , T S2a ) =

abs(T S1a − T S2a )
2

(8)

Bounded Greedy Selection for Recommending Diverse Products. The
diversity based on similarity ignores the trade-oﬀs comparisons. As in MLT AS [6]
(see Sect. 2.1), we distinguish the interaction cycles into reﬁne and refocus phase.
The products based on local trade-oﬀ diversity are introduced only in the reﬁne
phase and the products based on global trade-oﬀ trade-oﬀs are introduced only
in the refocus phase. The user proﬁle is used in conjunction with global/local
proﬁles of products based on whether the user is in refocus/reﬁne phase. We
employ a method similar to bounded greedy selection to select diverse products
both in the reﬁne and refocus phases. The top B products based on its similarity
to the given query are selected. From the selected products we greedily choose
one product at a time and include it in the set of recommended products. Each
time a product is selected greedily, it is done based on a quality measure. In Eq. 9,
R stands for the set of products recommended so far {r1 ,r2 ,...rm }, Q stands for
Query, C stands for the product that we consider to add in R. PF refers to local
proﬁle or global proﬁle of the product based on whether the user is in reﬁne or
refocus phase. OverlapM could be either brute force or summary based scores
deﬁned in Eqs. 4 and 7 respectively.

(OverlapM (CP F , rP F ))
r∈R
Quality(Q, C, P F ) = OverlapM (U P, CP F ) + 1 −
|R|
(9)
Recommendation Process. The recommendation ﬂow is same for Methods
1 and 2 discussed above, except for the quality measures used for including
trade-oﬀ based diverse products.
Step 0: Computing product proﬁles: For each product P in the domain, the
local proﬁle PLP of the product is constructed by comparing the product with
its m nearest neighbours. To construct the global proﬁle PGP of the product, we
sample n products probabilistically. The probability with which a product gets
picked is proportional to the distance from P. The product under consideration
is compared against each of the global samples to get the global proﬁle of the
product. In summary based method the summary of PLP and PGP is computed.
This is done as a part of pre-computation and is used in the recommendation
process.
Step 1: The user gives her initial preference, which is the query Q.
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Step 2: Initially, we select k most similar products to the query and recommend to the user.
Step 3: The user provides her preference feedback. We compare the preferred
product with each of the k − 1 recommended products to get the UP.
Step 4: If the preferred product is diﬀerent from the product preferred in the
previous iteration, the user is assessed to be in the reﬁne phase. In reﬁne phase,
the recommendation set if ﬁlled with a mix of products based on similarity and
local trade-oﬀ based diversity.
Step 5: If the preferred product is same as the product preferred in the
previous iteration, we consider it as the refocus phase. In refocus phase, the
recommendation set is ﬁlled with a mix of products based on similarity, global
trade-oﬀ based diversity and distance based diversity.
Step 6: The product preferred by user becomes the new query.
Step 7: We go to step 3 and continue the cycle till the user is satisﬁed with
one of the products in the recommended set.

3.3

A Approach Based on Similarity and Trade-oﬀs

Hypothesis 1. If a product A is desirable to a user then a product B will also
be desirable to the user if it is similar to product A and makes similar trade-oﬀs
with a set of products as product A does
In this method unlike the previous ones we do not attempt to create proﬁles for
the products. We deﬁne a similarity function that takes trade-oﬀs into consideration. Unlike MLT AS [6] we do not categorize the interaction cycles in the
recommendation process into reﬁne and refocus phase. We set a parameter α
that measures the importance given to the trade-oﬀ based overlap score. (1 − α)
is set as the importance given to distance based similarity. To ﬁnd the product
that oﬀers similar trade-oﬀs, we select top B similar products to the query as the
candidates and we compare each candidate product with the products rejected
in the previous interaction cycle and ﬁnd the overlap with the trade-oﬀs obtained
by comparing the preferred product with the same set of rejected products. The
overlap score is computed as given in Eq. 10, where TCX represents the tradeoﬀ considering the candidate product C as superior to the rejected product X.
Similarly TP X represents the trade-oﬀ considering the preferred product P as
superior to the rejected product X. We term these scores as the overlap scores.

X∈RejectedList (M atch(TCX , TP X ))
(10)
OverlapRealtime (C, P ) =
|RejectedList|
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The overlap score along with the similarity is combined to get the ﬁnal score,
the combined score is computed as given in Eq. 11. If k is the number of slots in
the recommendation set, k ∗ α slots is ﬁlled by the products based on Eq. 11.
One half of the rest of k ∗ (1 − α) slots in the recommendation set is used
to recommend products that are trade-oﬀ wise diverse to the products already
included in the recommendation set. The other half is ﬁlled by products based
on distance-based diversity. The diverse products based on similarity and tradeoﬀs is introduced in the similar fashion as the bounded greedy selection with the
quality function as given in Eq. 12. Initially α is set to 0.5, when the user selects
a product from the slot dedicated to trade-oﬀ based similarity or diversity the α
value is boosted up else it is decreased. This method is termed More Like This
with Real-Time trade-oﬀ Matching (MLT TMRT )
T otalScore(C, P ) = α × OverlapRealtime (C, P ) + (1 − α) × Sim(C, P ) (11)

(OverlapRealtime (C, r)
)
Quality(Q, C, P F ) = T otalScore(C, P ) + 1 − ( r∈R
|R|
(12)

4

Experiments and Results

We test the eﬀectiveness of our method on three datasets using leave one out
methodology [3]. Datasets used for evaluation are Camera dataset [10] with 210
cameras, Cars dataset with 956 cars and PC dataset [5] with 120 computers. The
Camera dataset has 6 numeric attributes and 4 nominal attributes. The Cars
dataset has 5 numeric attributes and 3 nominal attributes. The PC dataset has
6 numeric attributes and 5 nominal attributes. In leave one out evaluation, one
case is removed at random from the domain. We pretend that the product that
is removed is the exact product that the user is searching for in the domain. We
form three partial queries of sizes 1,3 and 5 by taking subsets of attributes of the
product removed from the domain. These queries represent users with less, moderate and high knowledge about the product domain respectively. The product
that is most similar to the removed product is set as the target that we would
like to ﬁnd in the recommended set of products. We start the recommendation
process with the partial query as the initial query. We go on with the interaction
cycles until the target product appears in the recommended set of products. In
each interaction cycle, the preferred product is selected by picking a product
that is most similar to the product that is removed from the domain. The number of interaction cycles taken by the system to achieve the target is used as a
measure of comparison between various methods. This process is repeated for
1000 times. The average number of cycles required is used for comparison and
is tabulated in Tables 4, 5 and 6.
The 1000 queries are split into 10 folds and the proposed methods are compared against MLT, wMLT [5] and MLT AS [6], the results that are statistically
better than MLT AS are highlighted in bold (signiﬁcance level p < 0.05, Paired
t test). Among the three methods that we discussed, MLT TMRT has fared well
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Table 4. Eﬃciency in Camera dataset (the lesser the average cycle length the better)
Query size MLT wMLT MLT AS MLT TMBF MLT TMP S MLT TMRT
1

8.05

7.97

6.21

6.09

5.87

5.70

3

5.08

4.88

4.26

4.00

4.09

3.88

5

3.26

3.00

2.62

2.48

2.67

2.45

Table 5. Eﬃciency in Car dataset (the lesser the average cycle length the better)
Query size MLT wMLT MLT AS MLT TMBF MLT TMP S MLT TMRT
1

24.83 23.67

13.91

13.78

13.83

11.38

3

16.74 13.94

9.67

9.39

9.78

8.39

5

10.03

7.07

6.48

6.75

5.69

8.93

Table 6. Eﬃciency in PC dataset (the lesser the average cycle length the better)
Query size MLT wMLT MLT AS MLT TMBF MLT TMP S MLT TMRT
1

5.73

4.21

4.06

3.95

4.41

3.86

3

4.04

3.13

3.05

2.98

3.17

2.95

5

2.40

2.04

1.90

1.84

1.90

1.78

against MLT AS in all the datasets for all query sizes except in two cases where
it is comparable to MLT AS. The highest performance improvement when compared to MLT AS is exhibited by MLT TMRT in Car dataset with a reduction in
average cycle length by 18%, 13% and 19% for query sizes 1, 3 and 5 respectively.
MLT TMBF and MLT TMP S follows the same approach as MLT AS to identify if a user is in reﬁne or refocus phase,i.e. they use the event of a user selecting
the same product preferred in the previous iteration again to switch from reﬁne
to refocus phase. Identiﬁcation of reﬁne or refocus phase is crucial in MLT TMBF
and MLT TMP S as it uses a product’s local proﬁle information in reﬁne phase
and global proﬁle information in refocus phase. We would like to work on the
better identiﬁcation of reﬁne and refocus phase in the future. MLT TMRT does
not involve any product proﬁles that are sensitive to the identiﬁcation of phases
and thus have fared better than the rest.
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Conclusion and Future Work

In this work we have introduced a novel way of representing trade-oﬀs. We have
introduced the notion of diversity based on trade-oﬀs and proposed methods
based on trade-oﬀs for product recommendation. We have demonstrated the
eﬀectiveness of using the recommendation process empirically by evaluation in
various real-world product domains. Currently, the proposed representation of
trade-oﬀs captures minimal information as to whether a trade-oﬀ has been made
or not. We would like to explore options for representing trade-oﬀs with their
associated quantities as well in our future work.

References
1. Adomavicius, G., Tuzhilin, A.: Toward the next generation of recommender systems: a survey of the state-of-the-art and possible extensions. IEEE Trans. Knowl.
Data Eng. 17(6), 734–749 (2005)
2. Smyth, B., McClave, P.: Similarity vs. Diversity. In: Aha, D.W., Watson, I. (eds.)
ICCBR 2001. LNCS (LNAI), vol. 2080, pp. 347–361. Springer, Heidelberg (2001).
https://doi.org/10.1007/3-540-44593-5 25
3. Ginty, L.M., Smyth, B.: Evaluating preference-based feedback in recommender
systems. In: O’Neill, M., Sutcliﬀe, R.F.E., Ryan, C., Eaton, M., Griﬃth, N.J.L.
(eds.) AICS 2002. LNCS (LNAI), vol. 2464, pp. 209–214. Springer, Heidelberg
(2002). https://doi.org/10.1007/3-540-45750-X 28
4. Keeney, R.L., Raiﬀa, H.: Decisions with Multiple Objectives: Preferences and Value
Trade-oﬀs. Cambridge University Press, Cambridge (1993)
5. Ginty, L.M., Smyth, B.: Comparison-based recommendation. In: Craw, S., Preece,
A. (eds.) ECCBR 2002. LNCS (LNAI), vol. 2416, pp. 575–589. Springer, Heidelberg
(2002). https://doi.org/10.1007/3-540-46119-1 42
6. McGinty, L., Smyth, B.: On the role of diversity in conversational recommender
systems. In: Ashley, K.D., Bridge, D.G. (eds.) ICCBR 2003. LNCS (LNAI), vol.
2689, pp. 276–290. Springer, Heidelberg (2003). https://doi.org/10.1007/3-54045006-8 23
7. McSherry, D.: Similarity and compromise. In: Ashley, K.D., Bridge, D.G. (eds.)
ICCBR 2003. LNCS (LNAI), vol. 2689, pp. 291–305. Springer, Heidelberg (2003).
https://doi.org/10.1007/3-540-45006-8 24
8. McSherry, D.: Balancing user satisfaction and cognitive load in coverage-optimised
retrieval. Knowledge-Based Systems 17(2–4), 113–119 (2004)
9. Mouli, S.C., Chakraborti, S.: Making the most of preference feedback by modeling
feature dependencies. In: Proceedings of the 9th ACM Conference on Recommender
Systems (2015)
10. myCBR. http://mycbr-project.net/download.html
11. R. Burke, K.H., Young, B.: Knowledge-based navigation of complex information
spaces. In: Proceedings of the 13th National Conference on Artiﬁcial Intelligence,
pp. 462–468 (1996)
12. Sekar, A., Chakraborti, S.: Towards bridging the gap between manufacturer and
users to facilitate better recommendation. Florida Artiﬁcial Intelligence Research
Society Conference (2018). https://aaai.org/ocs/index.php/FLAIRS/FLAIRS18/
paper/view/17670

An Analysis of Case Representations for
Marathon Race Prediction and Planning
Barry Smyth(B)
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Abstract. We use case-based reasoning to help marathoners achieve a
personal best for an upcoming race, by helping them to select an achievable goal-time and a suitable pacing plan. We evaluate several case representations and, using real-world race data, highlight their performance
implications. Richer representations do not always deliver better prediction performance, but certain representational conﬁgurations do oﬀer
very signiﬁcant practical beneﬁts for runners, when it comes to predicting, and planning for, challenging goal-times during an upcoming race.

1

Introduction

Mobile and wearable technologies help capture data about our activities, habits,
and lifestyles, often seducing us with the potential to live healthier and more productive lives [1]. Certainly the application of AI to personal health and healthcare
is not new [2–5] but the always-on nature of smartphones and wearables creates
an even greater opportunity for novel preventative, proactive, and personalised
interventions [6–10]. Indeed, within the case-based reasoning community there
has been a long history of applying case-based, data-driven methods to a wide
range of healthcare problems [11]. Recently, the world of sports and ﬁtness has
similarly embraced this data-centric vision, as teams and athletes attempt to
harness the power of data to optimise the business of sports and the training of
athletes [12,13].
Mobile apps like Strava and RunKeeper record our daily activities (cycling,
running etc.), but they remain largely silent when it comes to pro-actively assisting us as we train, recover, and compete. This oﬀers some exciting opportunities
for AI to support users with personalized training plans [14,15], injury prevention advice, route/race/event recommendation, performance prediction and race
planning [16–18], among others.
Previously we proposed a novel, CBR approach to helping marathon runners to improve their race performance [19,20], by predicting a challenging but
achievable P B (personal-best) ﬁnish-time, and by recommending a pacing plan
(how fast to run during diﬀerent sections of the race) to achieve this time. This is
related to the general problem of race-time prediction, which plays an important
role in many endurance sports. For example, Bartolucci and Murphy [18] use a
c Springer Nature Switzerland AG 2018
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ﬁnite mixture approach with partial race data to model the performance and
strategy of runners in a 24-h ultra race, to identify clusters of runners who diﬀer
in their speed and propensity to stop; see also [21].
Brieﬂy, our previous work described a CBR solution to ﬁnish-time prediction and race planning, by generating cases from simple pairs of past races for
marathon runners (a recent non-PB race and a PB race) but with minimal
feature engineering; the case features included only raw ﬁnish-times and paces
for each of the 5 Km segments of the race. Despite this, the race predictions
and pacing plans proved to be reasonably accurate, especially for faster runners.
However, the error rate did increase steadily for slower runners who are arguably
those who need better race advice and, as such, are likley to beneﬁt disproportionately from this type of prediction and race planning system. For this reason,
in this paper we seek to extend our earlier work [19,20] to address such representational shortcomings (simple cases and minimal feature engineering) in an
eﬀort to improve prediction accuracy for all runners. We do this by extending the
basic case representation, to include additional races from a runner’s race history and by evaluating certain types of landmark races, as high-level or abstract
case features, to show how some past races can help prediction while others can
be harmful. In fact we show that some enriched representations (involving more
races) are not always beneﬁcial, while others prove to be extremely eﬀective.
Furthermore, we also extend the evaluation of this approach by using race data
from 25 major marathons across multiple years in 3 diﬀerent cities.

2

Problem Statement

While our earlier work [19,20] has the advantage of being suitable for novice
marathoners, because it required just one past race as basis for prediction, in
this work we will target slightly more experienced marathoners, those with at
least 2 previous races, depending on the representation used. We do this for two
reasons: (1) novice marathoners are often focused on ﬁnishing the race, rather
than achieving a PB; and (2) more experienced runners have a richer race history
to exploit for prediction and planning.
In this work, as in the work of [19,20], we target two separate but related
tasks: (1) the prediction of a suitable (achievable) goal-time (PB time) and (2)
the recommendation of an appropriate pacing plan to achieve this goal-time.
2.1

Task 1: Predicting an Achievable PB Time

For a marathon runner, determining a challenging but achievable PB time is an
important pre-race task. Choosing a time that is too conservative will leave the
runner feeling unfulﬁlled at the ﬁnish-line, while an overly ambitious goal may
sabatage their race, increasing the likelihood that they will ‘hit the wall’. Thus,
predicting a best achievable ﬁnish-time is non-trivial and getting it wrong can
have a disastrous eﬀect on race-day.
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Fig. 1. An example marathon pacing proﬁle showing the 5 Km segment paces for a 4 h
13 min ﬁnisher. The pacing bars indicate relative paces with those below the average
pace line indicating faster pacing, and those above, slower pacing.

2.2

Task 2: Recommending Pacing Plans

Marathoners need to translate their goal-time into a pacing plan, for diﬀerent
segments of the race. For example, Fig. 1 shows a 5 km pacing plan/profile for
one ﬁnisher who ran their ﬁrst half faster than their second.
Many marathoners pay only limited attention to their pacing plan, often
dividing up their race evenly based on their projected ﬁnish-time. While such a
plan might suit a well-trained, high-performing runner, it is far less suitable for
more recreational runners, whose pace during the race will be impacted by the
changing terrain and increasing levels of fatigue as the race progresses. For this
reason, we argue that many runners stand to beneﬁt from a more personalized
and tailored approach to pacing, one that matches their goal-time, personal
ﬁtness level, as well as the course conditions and terrain.
2.3

An Example User-Session

By way of context, Fig. 2 presents our app prototype, designed to provide PB
advice and race planning. It shows the runner providing their race history (Fig. 2
(a)) to obtain their PB/goal-time prediction and race plan (Fig. 2 (b)); it is worth
noting that historical race data may be harvested automatically from apps like
Strava to save runners from tedious data entry tasks. Then, during the race
itself the app provides real-time feedback by comparing the runner’s current
pace versus their goal-pace for that section of the course (Fig. 2 (c & d)). In
this way the app supports the runner prior to and during the race, nudging the
runner to speed-up or slow-down in order to maximise the likelihood that the
runner’s goal-time will be achieved.

3

Towards a Multi-Race Case Representation

In this section we describe how we extend the case representation to include
multi-race histories instead of the single-race representation used previously
in [19,20].
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Fig. 2. Example screens from the PB app showing the prediction/recommendation
process (a & b) and the race-day feedback (c & d).

3.1

Extending the Basic Case Representation

Our starting point is a marathon race-record, with a runner id, gender, city, date,
ﬁnish-time, and the 5 km segment-times/paces, as per Eq. 1; we refer to these as
basic features. We use 5 Km segments because these data are usually provided
by big city marathons. Segment paces are stored as relative paces, that is the
relative diﬀerence between the segment pace and the mean race-pace (M RP ),
see Eq. 2. Thus, a relative pace of -0.1 means that the runner completed that
segment 10% faster than their MRP; these segments are labeled as rp5, rp10,. . . ,
rp35, rp40, rpF inal to indicate each of the 5 Km segment paces plus the pace
for the final 2.2 km of the race.
mi = (r, gender, city, date, time, rp5, . . . , rp40, rpF inal)

(1)

p − M RP
(2)
M RP
Consider a runner r with a history of races, H(r) (Eq. 3). The work of [19,20]
described one way to transform these race-records into PB cases: by identifying
the fastest race as the runner’s PB race and then by pairing each non-PB (nP B)
race with this PB race; see Eqs. 4, 5, and 6.
In this way, a runner with three past races would result in two cases, both
with the same PB race but a diﬀerent non-PB race. This basic representation
allows PB cases to be used as training instances in a CBR/ML setting, for
example, by using the basic nP B features to predict PB ﬁnish-times and pacing
proﬁles in P B(r).
relP ace(p, M RP ) =

H(r) = {m1 , . . . , mn }

(3)
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P B(r) = arg min Hi (r).time

(4)

nP B(r) = {mi ∈ H(r) : mi = P B(r)}

(5)

ci (r) = {nP Bi (r), P B(r)}

(6)

i

3.2

373

Landmark Races as Abstract Case Features

Where the work of [19,20] stopped short, was any further consideration of richer
case representations, such as by combining multiple races into a single case,
rather than fragmenting extended race histories across multiple, simpler cases.
Of course, from a representational perspective, extending single-races to variable
length race histories is non-trivial.
Here we adopt a race representation based on a set of so-called landmark
races. These are races chosen because they are likely to inﬂuence PB prediction
and race planning. From a representational perspective these landmark races
act as abstract case features — that is, they are higher-level features than basic
ﬁnish-times and segment paces — for use during similarity assessment and case
retrieval. For the purpose of this work, we identify the following landmark races
from amongst a runner’s nP B races:
•
•
•
•
•
•
•

M R(r), the most recent race in the runner’s history.
LR(r), the least recent (ﬁrst) race in the runner’s history.
M V (r), the most varied race, with the highest coeﬃcient of variation of pace.
LV (r), the least varied race with the lowest pacing variation.
P P B(r), the previous PB race.
P W (r), the personal worst race; the slowest race in the runner’s history.
M nP B(r), a pseudo race based on the mean of the runner’s non-PBs.

Each of these races relates to a particular type of race for a runner, some
may be examples of good races, while others may correspond to races that are
best forgotton. Either way, collectively, they present a more detailed picture of
a runner’s race history and performance progression. A key hypothesis in this
work is that we might expect this richer representation to provide a better basis
for prediction and planning.
It is worth emphasising that each landmark race (except M nP B) corresponds to a speciﬁc race-record in the runner’s history, and as such they each
contribute the usual set of basic features (year, ﬁnish-time, segment paces etc.)
to a PB case. For example, Eq. 7 corresponds to a representation which includes
a subset (M R(r), LR(r), P P B(r), P W (r), M nP B(r)) of these landmark races,
as the problem description component, plus P B(r), as the case solution. A diﬀerent representation might include a diﬀerent subset of landmark races. Of course
some landmark races may correspond to the same race-record for a runner if, for
example, the P W (r) race is also the M V (r) race. Note, in what follows we will
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typically refer to a given landmark race, such as M R(r), as just M R, in order
to simplify the presentation without loss of generality.
c(r) = {[M R(r), LR(r), P P B(r), P W (r), M nP B(r)], P B(r)}

4

(7)

Case-Based Prediction and Race Planning

We treat the task of determining a challenging but achievable P B time as a
prediction problem, using the PB cases as the cases in our case base For the
purpose of this work, we are primarily interested in the impact of the diﬀerent
types of landmark races when used to extend basic case representations. To
keep things straightforward, and to aid comparison to past work, we adopt the
basic approach used in [19] (see Algorithm 1) and adapt it as follows to use our
extended representations.
Given a query (q), that is a runner and their available landmark races, we
ﬁlter the available cases (CB) based on the ﬁnish-times (of their most-recent,
M R, race) and gender, so that we only consider cases for retrieval if their ﬁnishtimes are within t minutes of the query ﬁnish-time.

Algorithm 1. Outline CBR Algorithm; adapted from [19].
Data: Given: q, query; CB, case base; k, number of cases to be retrieved; t,
ﬁnish-time threshold.
Result: pb, predicted ﬁnish-time; pn, recommended pacing proﬁle.
begin
C = {c  CB : T ime(M R(q)) − t < T ime(c) < T ime(M R(q)) + t}
C = {c  C : c.gender == q.gender}
if len (C) ≥ k then
R = sortk (sim(q, c) ∀ c  C)
pb = predict(q, R)
pn = recommend(q, R)
return pb, pn
else
return N one
end
end

Next, we perform a standard, distance-weighted kN N retrieval over the ﬁltered cases C. Since we will be using multi-race representations this involves
comparing the basic features of each landmark race in q to the basic features of
the corresponding landmark race in each case, using a standard Euclidean-based
similarity metric. We select the top k most similar cases as the retrieved set, R.
Given a set of similar cases, R, we need to estimate the best achievable ﬁnishtime for q. Each case in R represents another runner who has gone on to achieve
a personal best. The intuition is that since these PBs were achieved by runners
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with similar race histories to q, then a similar PB should be achievable by the
query runner. In [19] a number of diﬀerent prediction strategies were compared.
The best performing based its predicted ﬁnish-time on the weighted mean of
the PB ﬁnish-times of the retrieved cases, as in Eq. 8, and this is the approach
adopted in this work.

sim(q, Ci ) • T ime(Ci (P B))
(8)
P Bmean (q, C) = ∀i1..k
k
Likewise, in [19], a number of diﬀerent race plan recommendation strategies
were considered. The best peforming approach generated a new pacing plan
based on the mean relative segment paces of the PB proﬁles from the k retrieved
cases, and once again we will adopt this approach here.
In the section that follows we will evaluate this modiﬁed approach to race
prediction and pacing planning, using our extended case representations, and
comparing the results to those presented in [19,20].

5

Evaluation Setup

The question to be answered in this paper is whether these enriched multi-race
representations help or hinder our ability to make accurate PB predictions and
recommend high quality race plans, and how any improvements in performance
manifest when it comes to runners with diﬀerent levels of ability or expectations?
5.1

Datasets

We use public race records from three marathon majors, the Berlin Marathon,
the London Marathon, and New York City Marathon; see Table 1. From these
data we can identify 170,000 runners who have completed at least 4 races (in a
given city), which we used as the basis of our target dataset of PB cases. We set a
minimum of 4 races to ensure that we have a suﬃcient set of races from which to
identify landmark races; in theory our landmark races could be generated from a
minimum of 2 races but this would result in abundant feature duplication across
these abstract features.
Table 1. A summary of the evaluation dataset of marathon race records for Berlin,
London, and New York, included the number of cases in each case base.
Years

Runners/Yr %Males Time (F/M) Cases

Berlin

’10–17 34,784

75

265/237

62,900

London

’11–17 36,737

62

286/253

20,471

New York ’06–16 44,046

62

280/253

89,594
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Methodology

As already discussed, each PB case contains a P B part, using the features from
the fastest race for the runner. This acts as the ‘solution’ to the problem we wish
to solve. Each case also contains a ‘problem’ part. In [19,20] the problem part
was limited to the features of a single race, which we refer to here as the baseline
representation; we chose the most recent race (M R) for this baseline as per [20].
We wish to evaluate our approach using diﬀerent landmark races in our case
and so each representation includes this M R race plus one or more additional
landmark races; in other words the problem description part of a case contains
multiple landmark races and their basic features. In total there are 64 unique
combinations of M R plus one or more of the 6 additional landmark races (LR,
LV , M V , P P B, P W , M nP B) to act as problem descriptions.
To evaluate our CBR approach we use a standard 10-fold cross-validation
methodology to generate and test our PB predictions and pacing recommendations. For each test instance/query, its problem part is used to generate a PB
prediction, which is compared to the actual PB time of the test instance to compute a prediction error; thus we are using the past races of a runner to predict
a future PB. Similarly, the recommended pacing plan is compared, segment by
segment, to the actual pacing the runner ran during their actual PB race, to
compute the similarity between the recommended and actual pacing. In what
follows, we will compare the prediction error and pacing similarity results for
diﬀerent combinations of landmark races.

6

Prediction Error vs. Representation Richness

First we will consider how the diﬀerent landmark races used in our representations inﬂuence the prediction error. Does including more landmark races produce
better predictions than including fewer races, as we might expect? Are some
landmark races more powerful predictors than others?
6.1

Do Richer Representations Make Better Representations?

To test whether richer representations (more landmark races) produce better
predictions we compute the average prediction error for representations containing 1 ≤ n ≤ 7 landmark races. There is only one representation involving a
single landmark race (M R) and there is only one representation involving all 7
landmark races (M R LR M nP B LV M V P W P P B). But there are multiple
representations for other values of n. In theory we could have evaluated all combinations of the 7 landmark races, but ﬁxing M R as the baseline made sense
in order to compare our results to those reported in [19,20] more easily, and
avoided a combinatorial explosion of representational choices.
The results are shown in Fig. 3 as the mean prediction error versus the number
of landmark races in a given representation. On average, richer representations
tend to enjoy better prediction accuracy (lower error rates), with a similar pattern of error rates evident across the three cities. It is worth noting how female
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Fig. 3. The average prediction error for representations containing diﬀerent numbers
of landmark races for Berlin, London, and New York.

runners often enjoy slightly lower error rates, for a given representational size,
than their male counterparts. This is consistent with the notion that women are
more consistent (predictable) pacers than men; see for e.g. [22–24].

Fig. 4. The average PB prediction error for diﬀerent representations among Berlin,
London and New York runners.

6.2

An Analysis of Landmark Races

Although richer representations tend to produce more accurate predictions, this
does not necessarily mean that a speciﬁc representation with n landmark races
will always beat a representation containing <n landmark races. For example,
one of the best performing representation we have found is M R LR P P B, which
contains just 3 landmark races.
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This is illustrated in Fig. 4, which presents the average prediction error for
each of the 64 representations, ordered by decreasing prediction error (w.r.t.
Berlin); for reasons of clarity, we only label a subset of the representations
on the x-axis. Error rates vary from 7% (the M R baseline) to about 2% (for
M R LR P P B). By including additional landmark races we often see an improvement in prediction accuracy, but not always. The error pattern across the representations is similar across each of the cities but not identical. Berlin and New
York are highly correlated (a r2 = 0.99) while London presents with some minor
variations and r2 values of 0.92 with Berlin and New York.
6.3

Which Races Help the Most?

Clearly, not all landmark races are created equally. Or, alternatively, treating these landmark races as abstract features, some seem to be more useful (better predictors) than others. To explore this further, we compare the
error rates for representations with a given landmark race, to those without
it. For example, to evaluate the utility of LV (the race with the least pace
variation) we calculate the mean error for all representations which include
LV (M R LV , M R LV M nP B,. . . , M R LR LV M nP B M V P P B P W ), and
compare this to the mean error of all representations without LV (M R,
M R M nP B,. . . ,M R LR M nP B M V P P B P W ). Then, we can calculate the
relative diﬀerence in the error due to the presence of LV , the benefit, such that a
positive beneﬁt means that including LV tends to reduce the error and improve
predition accuracy compared to excluding LV .

Fig. 5. The beneﬁt for landmark races for Berlin, London, and New York.

Figure 5 presents the average beneﬁt scores for each of the 6 additional landmark races (LR, LV , M nP B, M V , P P B, P W ). The results are broadly similar,
regardless of city, with some minor diﬀerences between male and female runners,
but there are some striking diﬀerences in the beneﬁts associated with particular
landmark races. For example, the P P B landmark race (the runner’s prior personal best race) stands out as the most useful to include in a case; P P B tends to
improve the error by at least 30% (a beneﬁt of 0.3) and sometimes by as much
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as 40%. That’s perhaps not so surprising, because a runner’s previous PB time
is likely to provide a good basis for their future PB potential.
Conversely, landmark races such as LV (least varied) and P W (personal
worst) do not appear to help improve prediction error; in fact they tend to
disimprove it. This is probably because these types of races are unlikely to be
representative of a runner’s true ability; for example, a runner’s worst race (P W )
will typically be an outlier.
The negative LV beneﬁt is more surprising and its explanation it less obvious,
since the conventional wisdom asserts that well-trained and disciplined runners
tend to pace their races evenly [25]. This might lead one to expect LV races to be
examples of well-paced performances. However, while this conventional wisdom
may hold for well-trained runners it does not mean that all evenly paced races
are run by well trained, disciplined runners. Runners who are “taking it easy”
on the day, or running a “tune-up” race, will often run a more evenly paced race,
without pushing themselves particularly hard. Such a race is not representative
of their true ability, and so it will not help when it comes to prediction.
In contrast the LR, M nP B, and M V races are helpful to a moderate degree,
typically oﬀering 5–20% improvements in prediction error. This is not surprising:
LR (least recent) races provide some insight into how long a runner has been
completing marathons, and their improvement trajectory over this time; M nP B
(the mean of the non-pb) races obviously provides a good sense of the typical
race times for a runner; while M V (most varied pacing) races might be good
examples of runners pushing themselves to their limits and, as such, provide a
useful way to calibrate PB prediction.
6.4

Discussion

The results so far help to conﬁrm the primary hypothesis of this work—that
richer case representations can help to improve prediction accuracy—but at the
same time we see that richer is not always better. Some landmark races serve
as powerful abstract features for prediction, signiﬁcantly improving error rates,
while some others have a deleterious eﬀect on prediction performance.
An important question that remains is how these prediction beneﬁts are
distributed across runners in practice. For example, our previous work [19,20]
showed a deterioration in prediction accuracy among slower runners and runners
achieving more ambitious PBs; the best predictions were available to faster runners and those achieving more modest PBs. In the next section we test whether
this pattern persists for our extended case representations as we look at PB
prediction and race plan recommendation for diﬀerent types of runners.

7

Prediction and Recommendation in Practice

We present a side-by-side comparison between our baseline M R representation
(similar to the approach used in [19,20]) and one of our best performing representations, M R LR P P B, to determine how both approaches perform in terms
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of prediction error and pacing similarity. Once again we adopt the same approach as [19,20] by looking at runner ability (based on their ﬁnish-times) and
PB improvement levels.

Fig. 6. The prediction error by ﬁnish-time for runners in Berlin, London, and New
York. The baseline (M R) results are shown with unﬁlled markers, and the highperforming M R LR P P B results are shown with ﬁlled markers.

7.1

On Runner Ability

Figures 6 and 7 show the prediction error and pacing similarity for the baseline and best representations. Consistent with [19,20], the error for the baseline
tends to increase for slower runners, with males experiencing much higher error
rates than females. This means less accurate goal-time predictions for those (less
able) runners who are likely to need help the most. For instance, 270-min, male
ﬁnishers in London can expect an error rate of about 0.12. That is a potential
margin of more than 30 min for their PB.

Fig. 7. The pacing similarity by ﬁnish-time for runners in Berlin, London, and New
York; the baseline M R results are indicated with unﬁlled markers.
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The results for the best representation (M R LR P P B) oﬀer a statistically
signiﬁcant improvement (p < 0.01) over the baseline, across all levels of ability
for men and women. In fact using this approach the error rates remain more or
less stable across all ﬁnish-times. Now our 270-min, male, London ﬁnisher can
expect a PB prediction with an error rate of less than .03, a 4x improvement
over the baseline. Moreover, the pacing plan similarity results in Fig. 7 indicate
that this improved prediction accuracy is available without any material loss of
pacing plan quality, compared to the baseline.
7.2

On the Degree of PB Improvement

Fig. 8 examines the relationship between prediction error and the degree of PB
improvement. Some runners achieve a PB that is a large improvement on their
current PB, while other PBs might be more modest. In [19,20] very small and
very large PB improvements were associated with less accurate predictions. This
pattern is evident in Fig. 8 for the baseline, but, once again, our best representation reduces this error across all levels of PB improvement; these diﬀerences are
also statistically signiﬁcant at p < 0.01. For example, for London runners, the
baseline approach can predict PBs, which are a 15% speedup for runners, with
an error rate of just under 0.1. In comparison, the M R LR P P B representation
achieves an error rate of approximately 0.03, a 3x improvement, for the same
speedup.

Fig. 8. The prediction error by degree of PB improvement for runners in Berlin,
London, and New York; the baseline M R results are indicated with unﬁlled markers.

8

Conclusions and Future Work

This paper describes a novel application of CBR to support marathoners with
targeted PB advice. Its main contribution is to extend our past work [19,20],
by using richer case representations to demonstrate signiﬁcant improvements
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in prediction performance, without compromising race-plan quality. We looked
at the relative merits of diﬀerent types of landmark races to serve as abstract
case features, showing that richer representations do not always deliver better
prediction performance, but some richer representations do.
As always, this work has its limitations. An evaluation focus on more experienced runners (>3 races) technically excludes novice, ﬁrst-time marathoners,
for instance. However, such runners are probably more concerned with ﬁnishing,
and if anything it is the slightly more experienced runners who are likely to be
more motivated to run a PB, and so more likely to use the proposed system.
That being said, in the future we will examine whether it may be feasible to
accommodate novice runners by substituting in more common, shorter races
(half marathons, 10k’s etc.) in place of ‘missing’ marathons.
Unlike our previous work [19,20], which evaluated performance based on a
set of marathons from a single city, here we have extended the evaluation to
multiple cities and more runners. That being said, each case base continues to
be made up of cases from a single city. It is an interesting future research question
to determine how prediction accuracy and race-plan quality might be impacted
by using ‘mixed’ cases, made up of race histories spanning multiple diﬀerent
marathon courses. On the one hand this oﬀers the potential to generate larger,
richer case bases. On the other hand, performance in one city (on one marathon
course) may not be a good predictor of performance in a diﬀerent city. Perhaps,
biasing predictions based on the similarity of diﬀerent marathon courses will
help; e.g. Berlin is more similar to London than it is to Boston. Either way, it
will be interesting to examine the pros and cons of this form of transfer learning
[26] in the future.
Another limitation of the work, is that, although the evaluation is tested
with real race data, we did not yet have an opportunity to test ‘live’ predictions,
to determine whether runners actually run better races, based on the app’s
advice. As part of a longer-term project we are now beginning to evaluate live
deployments of our prototype app, and have made arrangements, for example,
to test the approach with some runners of a number of upcoming marathons.
Finally, our future plans include working with more ﬁne-grained race data
(e.g. 1 km segments rather than 5 Km segments) and diﬀerent types of activities
(triathalons, cycling, swimming). We will also apply similar ideas to other related
tasks, such as injury prevention, personalised training, recovery advice etc.
Acknowledgments. Supported by Science Foundation Ireland through the Insight
Centre for Data Analytics under grant number SFI/12/RC/2289 and by Accenture
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7. Möller, A., et al.: GymSkill: mobile exercise skill assessment to support personal
health and ﬁtness. In: 9th International Conference on Pervasive Computing, Pervasive: Video, CA, USA, San Francisco, p. 2011 (2011)
8. Hermens, H., op den Akker, H., Tabak, M., Wijsman, J., Vollenbroek-Hutten, M.:
Personalized coaching systems to support healthy behavior in people with chronic
conditions, vol. 24, no. 6, pp. 815–826 (2014). eemcs-eprint-25228
9. Ohlin, F., Olsson, C.M.: Intelligent computing in personal informatics: key design
considerations. In: Proceedings of the 20th International Conference on Intelligent
User Interfaces, IUI 2015, New York, NY, USA, pp. 263–274. ACM (2015)
10. Geleijnse, G., Nachtigall, P., van Kaam, P., Wijgergangs, L.: A personalized recipe
advice system to promote healthful choices. In: Proceedings of the 16th International Conference on Intelligent User Interfaces, IUI 2011, New York, NY, USA,
pp. 437–438. ACM (2011)
11. Bichindaritz, I., Montani, S., Portinale, L.: Special issue on case-based reasoning
in the health sciences. Appl. Intell. 28(3), 207–209 (2008)
12. Lewis, M.: Moneyball: The Art of Winning an Unfair Game. WW Norton & Company, New York (2004)
13. Kelly, D., Coughlan, G.F., Green, B.S., Caulﬁeld, B.: Automatic detection of collisions in elite level Rugby union using a wearable sensing device. Sports Eng. 15(2),
81–92 (2012)
14. Buttussi, F., Chittaro, L.: MOPET: a context-aware and user-adaptive wearable
system for ﬁtness training. Artif. Intell. Med. 42(2), 153–163 (2008)
15. Vales-Alonso, J., et al.: Ambient intelligence systems for personalized sport training. Sensors 10(3), 2359–2385 (2010)
16. de Oliveira, R., Oliver, N.: TripleBeat: enhancing exercise performance with persuasion. In: Proceedings of the 10th International Conference on Human Computer
Interaction with Mobile Devices and Services, MobileHCI 2008, New York, NY,
USA, pp. 255–264. ACM (2008)
17. Iyer, S.R., Sharda, R.: Prediction of athletes performance using neural networks: an
application in cricket team selection. Expert Syst. Appl. 36(3), 5510–5522 (2009)
18. Bartolucci, F., Murphy, T.B.: A ﬁnite mixture latent trajectory model for modeling
ultrarunners’ behavior in a 24-hour race. J. Quant. Anal. Sport. 11(4), 193–203
(2015)

384

B. Smyth and P. Cunningham

19. Smyth, B., Cunningham, P.: Running with cases: a CBR approach to running
your best marathon. In: Case-Based Reasoning Research and Development - 25th
International Conference, ICCBR 2017, Trondheim, Norway, 26–28 June 2017, Proceedings, pp. 360–374 (2017)
20. Smyth, B., Cunningham, P.: A novel recommender system for helping marathoners
to achieve a new personal-best. In: Proceedings of the Eleventh ACM Conference
on Recommender Systems, RecSys 2017, Como, Italy, 27–31 August 2017, pp.
116–120 (2017)
21. Vickers, A.J., Vertosick, E.A.: An empirical study of race times in recreational
endurance runners. BMC Sport. Sci., Med. Rehabil. 8(1), 26 (2016)
22. Deaner, R.O.: More males run fast: a stable sex diﬀerence in competitiveness in us
distance runners. Evol. Hum. Behav. 27(1), 63–84 (2006)
23. March, D.S., Vanderburgh, P.M., Titlebaum, P.J., Hoops, M.L.: Age, sex, and
ﬁnish time as determinants of pacing in the marathon. J. Strength Cond. Res.
25(2), 386–391 (2011)
24. Trubee, N.W.: The eﬀects of age, sex, heat stress, and ﬁnish time on pacing in the
marathon. Ph.D. thesis, University of Dayton (2011)
25. Abbiss, C.R., Laursen, P.B.: Describing and understanding pacing strategies during
athletic competition. Sports Med. 38(3), 239–252 (2008)
26. Pan, S.J., Yang, Q.: A survey on transfer learning. IEEE Trans. Knowl. Data Eng.
22(10), 1345–1359 (2010)

Dynamic Case Bases
and the Asymmetrical Weighted
One-Mode Projection
Rotem Stram1,2(B) , Pascal Reuss1,3 , and Klaus-Dieter Althoﬀ1,3
1

Smart Data and Knowledge Services Group, German Research Center for Artiﬁcial
Intelligence, Kaiserslautern, Germany
{rotem.stram,pascal.reuss,klaus-dieter.althoff}@dfki.de
2
Department of Computer Science, Technical University of Kaiserslautern,
Kaiserslautern, Germany
3
Institute of Computer Science, Intelligent information Systems Lab,
University of Hildesheim, Hildesheim, Germany

Abstract. Building a case base for a case-based reasoning (CBR) system is incomplete without similarity measures. For the attribute-value
case structure similarity between values of an attribute should logically
ﬁt their relationship. Bipartite graphs have been shown to be a good representation of relationships between values of symbolic attributes and the
diagnosis of the cases in a technical diagnosis CBR system, while using
an asymmetrical weighted one-mode projection on the values to model
their similarity.
However, the weighted one-mode projection assumes that the set of
symbols is static, which is contradictory to the dynamic nature of case
bases as deﬁned by the retain phase of the CBR cycle. In this work we
present two methods to update the similarity measure whenever new
information is available and compare them. We show that even though
updating the similarity measure to exactly reﬂect the case base had
the new information been available a-priori produces better results, an
imperfect update is a feasible, less time consuming temporary solution.
Keywords: Dynamic case bases · Bipartite graph
Weighted one-mode projection · Local similarity · Symbolic attributes

1

Introduction

The basic idea behind Case-Based Reasoning (CBR) is that similar problems
have similar solutions. It is a paradigm for problem solving by using previously
solved problems as the starting point for new solutions. The CBR cycle was
formalyzed by Aamodt and Plaza in [1] and is also known as the four R cycle,
named after its four steps: Retrieve, Reuse, Revise, and Retain.
The retrieve step of the cycle is one of its crucial parts, as it decides which
past experiences the system uses as a basis for a new solution. It takes as input a
c Springer Nature Switzerland AG 2018
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case description representing a new problem, and outputs either the most similar
case from the case base (past experience), or a list of n most similar cases. When
considering a diagnosis system, where a solution is a member of a pre-deﬁned set
of possible diagnoses, there is usually almost no processing done on the retrieved
cases, making the accuracy of this step even more crucial.
At the heart of the retrieval step is the similarity between two cases. There are
two types of similarities in CBR, local and global. If we focus on the attributevalue case structure, local similarity is deﬁned as the similarity between two
values of a single attribute. Global similarity is then the similarity of two cases
as a whole by aggregation of local similarity values.
For local similarities the type of the attribute deﬁnes the similarity function
that is used. For numerical attributes, for instance, a distance measure such as
Euclidean distance can be used. For strings the edit distance is a good solution [4], while the similarity of symbolic attributes is usually either modeled by
experts, deﬁned by taxonomies, or is a combination of both [2,10].
Recently, graph theory and network analysis methods have been introduced
as tools to extract local similarity measures of symbolic attributes, most notably
the weighted one-mode projection (WOMP) [15]. In this work from the technical
diagnosis domain, textual problem description were transformed into keywords,
and each keyword connected to the diagnosis of the case, eﬀectively creating a
bipartite graph (BPG) where the weight of each edge is the number of times
each keyword appeared under each diagnosis. A novel method for asymmetrical
weighted one-mode projection (aWOMP) was introduced, and used as a similarity measure between the keywords. This work, however, assumed that the set
of keywords is ﬁxed and did not address the possibility that the case-base will
change over time. Here we will addresses the possible updates of the aWOMP
as the case base is updated.
This work is structured as follows. In Sect. 2 we will give an introduction to
aWOMP. Section 3 will discuss the update options of aWOMP and introduce two
methods to update the similarity measure under diﬀerent conditions. Section 4
will present the premise of our experimentation and their results. Section 5 will
list works that are related to ours, while Sect. 6 will conclude this paper and
oﬀer possible directions for future work.

2

Asymmetrical Weighted One Mode Projection

One-mode projection (OMP) refers to an action performed on a bipartite graph
(BPG) to transform it to another graph depicting the relationship of only some
of the original nodes. A BPG, as can be seen in Fig. 1a, is a graph with two
groups of nodes generally referred to as left (L) and right (R). Connections are
only allowed between groups, but not within them. A OMP is a projection of
the graph on either the L nodes or the R nodes, where two nodes are connected
if they share a neighbor in the BPG (e.g. Fig. 1b).
In some cases a weighted OMP (WOMP) is needed, and even more so when
the BPG itself is weighted. To this end, Stram et al. [15] introduced a novel
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Fig. 1. a. A bipartite graph. b. The one-mode projection of the bipartite graph

WOMP method in their work from 2017 that produced asymmetrical weights
in the resulting graph (aWOMP). This method was used as a local similarity
measure of symbolic attributes in a Case-Based Reasoning (CBR) system, where
they showed the superiority of aWOMP over other common methods.
The aWOMP relies on resource allocation of nodes in a bipartite graph, and
is based on a method introduced by Zhou et al. [16]. It takes a weighted BPG as
an input, and produces a new graph quantifying the relationship between nodes
in a single group from the BPG by measuring the amount of resources node A
allocated to all the neighbors Ni that it shares with node B, together with the
resources that nodes Ni allocate to node B.
Let G = (L, R, E) be a BPG where E is a set of edges (li , rj , wij ), where wij
the weight between nodes li ∈ L and rj ∈ R, and |L| = n, |R| = m. Then the
resources that node li accumulates is the sum of its adjacent edges:
WiL =

m


wij

(1)

j=1

The resources that node li allocates to node rj is the weight of the edge
between them normalized by the total amount of li ’s resources:
L→R
=
wij

wij
WiL

(2)

Which leads to the resources that each node rj ∈ R accumulates:
WjR

=

n


L→R
wij

(3)

i=1

This process corresponds to the ﬂow of resources seen in Fig. 2a. Now we
switch directions and regard the ﬂow from R to L:
R→L
=
wij

L→R
wij
WjR

(4)
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Fig. 2. a. Resource allocation from L to R. b. Resource allocation from R to
L. c. Asymmetrically weighted one-mode projection

This is visualized in Fig. 2b. When we look at two nodes la , lb ∈ L, the
resources that ﬂow between them are:
L→L
=
wab

m


L→R
R→L
paj · pbj · (waj
+ wBj
)

(5)

j=1

where pij = 1 if li and rj are neighbors, and pij = 0 otherwise. We then normalize
this weight:
wL→L
L→L
= ab
(6)
Wab
L→L
wbb
The resulting weights are those used in the aWOMP graph as seen in Fig. 2c.

3

aWOMP and Dynamic Case Bases

The case base of a diagnostic CBR system is comprised of case description and
diagnosis pairs. We focus on the attribute-value case description type, and so
cases are comprised of a set of attribute values, where a value can on its own be
a set of values. As an example take the system described by Reuss et al. [10] in
the technical diagnosis of aircraft faults domain. Here, symbolic attributes were
extracted from textual fault descriptions and divided into diﬀerent attributes
such as fault, location, and time. For a single case each attribute can hold several values. Focusing on a single attribute, each value representing a keyword
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is connected to the diagnosis of the case. In the BPG the keywords build the
node set L and the diagnoses the node set R. The weight between a keyword
and a diagnosis is the number of cases the keyword appeared in that had this
diagnosis. If this keyword appears in several cases with diﬀerent diagnoses then
in the BPG it will be connected to several nodes from R.
In order to use the aWOMP as a local similarity measure, the BPG needs to
be known beforehand, and the aWOMP is calculated oﬄine. However, in realworld applications the environment is dynamic and new information is constantly
added. In order to overcome this, the aWOMP should be updated whenever new
information arises. New information in this context could be one of the follwoing:
–
–
–
–
–
–
–

a new node in L
a new node in R
a new edge
a diﬀerent weight on an existing edge
removing a node from L
removing a node from R
removing an edge

Removing nodes or edges from the graph is a result of removing cases from
the case base in a process called forgetting [9]. Since forgetting is outside the
scope of this work we will focus only on changes resulting from adding new cases
to the case base. More speciﬁcally, we will focus on adding a new node to L,
adding a new edge, and changing the weight of an existing edge. Adding a new
node to R will not be described here for simplicity reasons, however it is straight
forward since the new node will only have one edge when it is added.
In this section we will discuss two possible update method to the BPG so
that the similarity measure remains up to date with the case base.
3.1

Perfect Update

A perfect update is an update to the aWOMP such that it is indistinguishable
from an aWOMP that would have been calculated had we built the BPG with
the new information in advance. There are two ways to obtain a perfect update
of an aWOMP: either calculate the new aWOMP from scratch, or making local
changes to the BPG only where it is relevant. Let’s focus on two possible local
changes to the BPG: adding a new node to L and changing the weight of an
existing edge.
Adding a New Node to L. Assume that we have a BPG, and for each node
li ∈ L and rj ∈ R we know the values of WiL and WjR respectively. Adding a
new node lx to L, along with an edge to at least one rj ∈ R (e.g. Figure 3) would
L→L
(Eq. 6) for all la and lb that
aﬀect WjR (see Eq. 3) and thus ultimately Wab
share rj as a neighbor.

390

R. Stram et al.

Fig. 3. Adding a new node to a bipartite graph

The required local changes are then:
R
= WjR +
Wjnew

wx
WxL

(7)

L→L
and from here on every call to Wab
would give the correct weight.

Changing the Weight of an Existing Edge. Assuming again that for a
given BPG and for each node li ∈ L and rj ∈ R we know the values of WiL and
WjR respectively (e.g. Fig. 4). We now change the weight of wb . The eﬀect here
is much greater than adding a new node, due to its eﬀect on all the neighbors
of lb , since the sum of all its resources, which is used in Eq. 2, is now diﬀerent.
Subsequently, WjR of all rj ∈ R, rj is a neighbor of lb needs to be updated.

Fig. 4. Changing the weight of an existing edge in a bipartite graph

The following changes need to be made:
L
Wbnew
= WbL − wb + wbnew

(8)

And then for each rj ∈ R, rj is a neighbor of lb :
R
Wjnew
= WjR −

L
wb
wbnew
+
L
WbL
Wbnew

(9)

L→L
From here on every call to Wab
would give the correct weight. With these
example, perfectly updating the aWOMP for the remaining scenarios can be
easily extrapolated.
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Discussion. Remaining in the CBR domain where aWOMP is used as a similarity measure, adding or removing a single case may result in a massive chain
reaction of changes to the BPG, depending on the density of the graph. A case
can be seen as a BPG on its own, where |R| = 1 containing the diagnosis of the
case (see example in Fig. 5b). Adding this graph representation of the case to
the case-base BPG (Fig. 5a) results in a new weight for the shared edges, and
possible new nodes and edges.

Fig. 5. a. An existing BPG representing a case base. b. A BPG representation of a
new case. c. The new BPG resulting from adding the new case to the case base.

A change in the weight of just one edge adjacent to a node li ∈ L would
require an update to the resources li allocates to all its neighbors (see Eq. 2)
and subsequently an update to the resources allocated to all of the neighbors of
rj ∈ R, rj a neighbor of li . Now imagine the new case is comprised of several
keywords. This makes the scalability of the perfect update only slightly more
feasible than calculating the aWOMP from scratch, if at all, especially when the
BPG is dense.
Dynamic real-time systems with large case bases and tens of thousands of
keywords in just one attribute may not have the resources to perfectly update
the aWOMP for every new case, requiring a temporary scalable solution that is
feasible in the short run. A solution can be temporarily imperfect, allowing the
BPG to be perfectly updated (or recalculated) in the background for future use.
3.2

Imperfect Update

In order to better understand the imperfect update of a weighted BPG we ﬁrst
deﬁne the relation ≤c between the similarity functions sim1 and sim2 under a
context c. If the aWOMP of two BPGs is used as local similarity measures sim1
and sim2 between symbolic attributes of a case base domain d (the context),
then sim1 ≤d sim2 if sim2 leads to better diagnosis accuracy than sim1 for the
same test set.
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Let us assume that given a domain d, G1 is a BPG representation of the case
base CB1 , sim1 the similarity measure, C a set of new cases, CB2 = CB1 ∪ C
the case base after adding C, G2 the BPG of CB2 resulting from the perfect
update of G1 , and sim2 the similarity measure of G2 . We also assume that
sim1 ≤d sim2 . An imperfect update of G1 is a transformation of sim1 into a
new similarity measure simu that maintains the following inequality for some
ranked results:
(10)
sim1 ≤d simu <d sim2
In this work we propose an imperfect update method that approximates the
inequality in Eq. 10. Let G = (L, R, E) be a BPG representation of case base
CB, sim the local similarity between symbols of a symbolic attribute as derived
from the aWOMP of G, and let C a set of new cases. We follow these steps:
1. create a new BPG Gc = (Lc , Rc , Ec ) from C and derive the similarity measure
simc from the aWOMP of C.
2. for each symbol pair la , lb ∈ Lc
(a) ﬁnd the similarity value s = sim(la , lb ). If la ∈
/ L or lb ∈
/ L then s = 0.
(b) ﬁnd the similarity value sc = simc (la , lb )
(c) snew (la , lb ) = s + (1 − s) ∗ sc
For the case la = lb aWOMP ensures that sim(la , lb ) = 1, however even if
the value is not in G then simc (la , lb ) = 1 and thanks to the equation in step 2c
snew (la , lb ) = 1. We expect that sim ≤d simnew <d simperf ect where simperf ect
the similarity measure of the perfectly updated BPG.
Discussion. The proposed imperfect update method provides a solution for
local update of similarity between keywords that appeared in the new cases
added to the case base. The advantage here is the quick update for only a
subset of keywords instead of all keywords, meaning only those keywords that
appeared in the new cases. This suggests that a simultaneous update for several
cases at once would give better results than an update for one case at a time,
meaning that batch updates would be more beneﬁcial. On the other hand, this
update requires calculating an aWOMP for the new cases, which is computationally intensive, especially considering that our goal is to avoid recomputing the
aWOMP for the entire case base. This leads to the conclusion that the batches
need to be small enough for the update to be worth while.

4

Experimental Results

The dataset used for testing in this work was taken from [15]. This dataset
is based on IMDB1 data and contains 8,000 movies with a list of descriptive
keywords for each. The movies are tagged with one of the following genres:
action, comedy, horror, and romance. The movies are divided equally between
1

www.imdb.com.
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the genres. This dataset is split into training and test set with 6,000 items (1,500
items per genre) and 2,000 items in the test set (500 items per genre). We keep
each dataset balanced since accuracy is our chosen method of evaluation.
In order to test if the proposed imperfect update method is viable for our
purpose we divide the training set further into two sets: one with 1,300 items
per genre, which we called set 1300, and two repository sets with 100 items per
genre each. From set 1300 we built a BPG where L = keywords and R = genres
and a keyword is connected to a genre if it is listed under a movie that is part
of the genre. The edge weights of the BPG is the number of times each keyword
appeared under each genre.
We performed both an imperfect and a perfect update on set 1300 with the
ﬁrst repository, the result of which we call 1300 imperfect and 1400 respectively.
This was done again on 1400 with the second repository, resulting in BPGs 1400
imperfect and 1500. It is clear that 1500 is equivalent to the BPG of the full
training set. At the end of this process we had ﬁve similarity functions.

Fig. 6. The retrieval accuracy of the similarity functions derived from 1300 and the
two perfect updates

From the test set we built ﬁve case bases, one for each similarity function,
using the myCBR tool [3], where each case represents a movie and contains a
single symbolic attribute with multiple values for the keywords. If a keyword
or a link between two keywords did not exist in the aWOMP or the updates,
the equality function was used (i.e. sim(a, b) = 0 if a = b and sim(a, b) = 1
if a = b). To quantify how well each similarity function performed a retrieval
test was done for each case from the test set. A case was deemed as correctly
retrieved if it belonged to the same genre of the query case. Using this deﬁnition
allows us to simulate a diagnostic problem with a dataset that is usually used
for recommendation. The aggregated accuracy values were then calculated by
retrieval rank (i.e. 1st rank is the case retrieved with the highest similarity value,
the 20st rank the case retrieved with the 20st highest similarity value).
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Fig. 7. The retrieval accuracy of the similarity functions derived from one imperfect
and one perfect update of 1300

We ﬁrst compare the accuracy results of the two perfect updates. As can be
seen in Fig. 6, each update increased the accuracy of the similarity function. It is
clear that 1300 < 1400 < 1500 at least for the ﬁrst 20 retrieved cases. The ﬁrst
imperfect update, however, does not allow a clear-cut assumption that 1300 <
1300 imperf ect < 1400. Figure 7 shows a higher accuracy for the imperfect over
the perfect update for the ﬁrst 7 ranks, and a higher rank over 1300 for the ﬁrst
13 rank, afterwards its performance is worse than both 1300 and 1400. Similar
ratios can be seen for the second imperfect and perfect updates (Fig. 8), and
here accuracy becomes worse than the perfect update in even lower ranks.

Fig. 8. The retrieval accuracy of the similarity functions derived from one imperfect
and one perfect update of 1400
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The questions arise, why does the imprefect update perform better in higher
ranks than both perfect measures, and why does it perform worse in lower ranks?
In order to answer these questions we ﬁrst need to look into the properties of the
evaluation method. Accuracy by rank can also be seen as accuracy for k-nearest
neighbor, i.e. k = rank. The imperfect update, in its nature, is local and therefore
impacts only nodes in its vicinity. This creates a strong positive impact on lower
k’s, however this impact is diminished when increasing the scope of inﬂuence.
These results show that the proposed imperfect update method is not as
reliable as perfect updates, however it is still usable as a temporary solution
with the assumption that a recalibration with a perfect update is performed in
the future.
Discussion. The question is asked, when should the perfect and imperfect
updates be used? As stated before, adding new information to a dense BPG can
cause a wave of changes across the graph, making the perfect update almost
as computationally intensive as recalculating the aWOMP from scratch. In this
scenario it would be more beneﬁcial to use the imperfect update when new
information becomes available, as it has been shown to be reliable enough, while
a new aWOMP can be recalibrated either periodically or when a predeﬁned
number of new cases have been added to the case base. On the other hand, if
the graph is sparse then a perfect update may be the best course of action.

5

Related Work

Several works combined complex network analysis (CNA) methods with CBR.
Cunnigham et al. in [5] described a system that transforms textual case descriptions into graphs where terms are connected according to the sequence of their
appearance in the text. The similarity measure on these cases was then deﬁned
as the maximum common subgraph. Although experiments showed promise, the
time complexity of the similarity measure is polynomial, making its feasibility
for real-world applications diﬃcult.
Another notable work that combined CNA and CBR is Sizov’s Text Reasoning Graph (TRG) [12,13]. Here detailed descriptions of how each case was
solved are transformed into a graph representing causal relationships with textual entailments and paraphrase relations. In their ﬁrst attempt this graph was
built only for the solution of the case, while case similarity was based on the
vector space model with TF-IDF weights. In their followup work the TRG was
incorporated into the case description and the so-call longest common paraphrase
was used as the similarity function. In order for this method to be applicable,
the solution process needs to be available beforehand for each case, and this is
unfortunately hard to obtain for most domains.
There has been some discussion on how symbolic attributes should be compared. A common way to deﬁne symbolic attribute similarity is by using a taxonomy [6]. Recently, Bach et al. [2] described a technical fault diagnosis system
where fault descriptions were given in textual form. Keywords were extracted
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using NLP methods and a taxonomy was manually constructed by experts. Reuss
et al. described a similar scenario in [10], where keywords were extracted from
textual fault descriptions in the technical fault diagnosis domain. Again, taxonomies were manually deﬁned by experts, however they were also automatically
supplemented with further information from tools such as wordnet2 .
More complex automated similarity measure have also been discussed in
the past. In 1995 Ricci et al. described a reinforcement method for learning a
similarity function for symbolic attributes [11], and in 2003, Stahl et al. described
an evolutionary algorithm for the same purpose [14]. Both these methods require
an arduous learning phase with intensive time complexities. For a static case
base and set of attribute values this can be feasibly done oﬄine, however if a
new case is added to the case base containing a new keyword retraining the
similarity function is required.
Simply weighted one-mode projection (sWOMP) was used by Jimenes-Diaz
in a CBR recommendation system for link prediction. The system recommended
students with programming tasks based on previously solved task. A BPG was
built between students and tasks and the sWOMP was derived on the tasks,
where the weights between them were the number of common neighbors in the
BPG. In a followup work, Gómez-Martin et al. [8] performed the sWOMP on
the users, and a user was recommended a task they hadn’t completed yet if a
similar user completed it.

6

Conclusions and Future Work

In this work we discussed the aWOMP method in its role as a local similarity
method in a diagnosis CBR system. In previous works the aWOMP was seen as a
single-pass similarity measure of static symbolic attributes, however, real-world
application are dynamic and ever-changing. We presented two update options
for aWOMP, the perfect and the imperfect update, which can be used when new
cases are added to the case base. The perfect update is equivalent to recalculating
the aWOMP from scratch with the updated case base and is computationally
intensive for dense BPGs, while the imperfect update allows for local changes
on-the-ﬂy that should be usable until a recalibration of the aWOMP is possible.
In our experimentation we showed that a perfect update of the BPG improves
the retrieval accuracy, and this is consistent with the notion that more information allows for a better modeling of an environment. The proposed imperfect
update method performed better than the perfect update for higher retrieval
ranks, however it did not keep its superiority for lower ranks. In the future the
imperfect update method can be reﬁned in order to improve retrieval results.
As for the perfect update, in order to allow faster updates that make this
solution feasible to be used over many changes to the case base, a map-reduce
[7] type system could be used. In an initial architecture, for instance, one could
use a sequence of mappers and reducers where the ﬁrst mapper phase could
2

wordnet.princeton.edu.
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collect the resources of each keyword while the reducer calculates Eq. 1, and the
second mapper would then accumulate the resources that nodes li allocate to
their neighbors, with the reducer performing a sum function that would result
in Eq. 3. Once we know the values of WiL and WjR , ﬁnding the aWOMP is
straightforward.
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Abstract. The development of Convolutional Neural Networks (CNNs) has
resulted in signiﬁcant improvements to object classiﬁcation and detection in
image data. One of their primary beneﬁts is that they learn image features rather
than relying on hand-crafted features, thereby reducing the amount of knowledge engineering that must be performed. However, another form of knowledge
engineering bias exists in how objects are labelled in images, thereby limiting
CNNs to classifying the set of object types that have been predeﬁned by a
domain expert. We describe a case-based method for detecting novel object
types using a combination of an image’s raw pixel values and detectable parts.
Our approach works alongside existing CNN architectures, thereby leveraging
the state-of-the-art performance of CNNs, and is able to detect novel classes
using limited training instances. We evaluate our approach using an existing
object detection dataset and provide evidence of our approach’s ability to
classify images even if the object in the image has not been previously
encountered.
Keywords: Computer vision  Novel object discovery
Convolutional neural networks

 Deep learning

1 Introduction
Computer Vision has seen rapid advancement in recent years as a result of Deep
Learning (DL) techniques, especially for object classiﬁcation tasks. DL algorithms are
able to leverage large annotated image datasets for training, and achieve signiﬁcant
classiﬁcation improvement over traditional vision approaches. Convolutional Neural
Networks (CNNs) [1] have been a driving force behind these improvements as they are
able to use an image’s raw pixel values as inputs and learn higher-level features from
the training data. Thus, they remove the need for manual feature engineering and
extraction, and may learn more discriminative features than those that are hand-crafted
by a domain expert. For example, during training a CNN may learn low-level image
features like lines or curves, and combine those into increasingly complex features like
shapes, wheels, or faces.
© Springer Nature Switzerland AG 2018
M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 399–414, 2018.
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Although CNNs greatly reduce the knowledge engineering required by removing
the need for hand-crafted features, they do require knowledge about the types of objects
that are present in the training images (i.e., an annotation of the object labels). This
adds signiﬁcant bias based on the types of objects that are used to annotate images. For
example, an image of an ofﬁce typically contains dozens of visible objects but may
only have labels for a small subset of those (e.g., humans, computers, desks) and treat
the others as unlabeled background (e.g., books, pencils, papers). Thus, the CNN is
only able to learn to classify objects that the domain expert felt were important enough
to annotate. Similarly, the level of granularity of annotations can impact what a CNN
learns. For example, the CNN will learn differently depending on if an image of a dog
is labelled as “animal”, “dog”, or as the speciﬁc dog breed. These issues can become
more signiﬁcant when you have large datasets containing thousands or millions of
annotated images, since it reduces the likelihood that a consistent annotation
methodology was used on all images (e.g., different annotators, human error, timevarying methods of annotation). The annotated object types in training images restrict
the potential classiﬁcations that a CNN can make when deployed; if an object type is
not annotated in the training data, the CNN will be unable to classify that object type.
For example, if a CNN is trained with images of airplanes, boats, and houses, an image
of a dog would either be classiﬁed as one of those three object classes or not classiﬁed
at all (i.e., if the conﬁdence was too low).
We propose a case-based approach for novel object detection that uses a combination of raw pixel values and detectable object part information to identify when input
images differ noticeably from known object types. Our approach is intended to be used
in combination with existing CNN vision approaches and leverage their state-of-the-art
performance while addressing some of their limitations. More speciﬁcally, our
approach makes the following contributions: (1) a method to detect novel object types
without prior knowledge of those types; (2) a method to identify variations in images of
objects of the same type; (3) an approach that can be used in combination with existing
CNN architectures; and (4) an approach that can be used even with small datasets and a
single example of each object type. We believe the ability to operate using a small
dataset is important given the large dataset requirements that are typically required by
existing Deep Learning systems.
The remainder of the paper outlines our case-based novel object detection
approach. Section 2 provides background on Convolutional Neural Networks, with
Sect. 3 describing our method for novel object detection and how we leverage CNNs
for this task. Section 4 describes our empirical evaluation using an existing object
detection dataset. In Sect. 5, we discuss related work in case-based Deep Learning,
case-based Computer Vision, and novel object type detection. Section 6 discusses areas
of future work and concluding remarks.

2 Background: Convolutional Neural Networks
The typical architecture of a Convolutional Neural Network has three primary building
blocks: convolutional layers, pooling layers, and fully-connected layers. Convolutional
layers are composed of ﬁlters that encode features that will be detected in the input. For
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example, consider a greyscale image of n  n pixels used as input to a convolutional layer
composed of k ﬁlters, each of which are m  m (m  n). The ﬁlters encode feature patterns
that will be identiﬁed in the input image. Each m  m ﬁlter is applied to each distinct (and
possibly overlapping) m  m subregion of the input image, with the results stored in new
ðn  m þ 1Þ  ðn  m þ 1Þ matrix1, called a feature map. This can be thought of as the
ﬁlter sweeping across the image, starting from the top left, and applying the ﬁlter to each
subregion along a row before moving down to the row below (and ending in the bottom
right). Each of the k ﬁlters are applied in this manner, resulting in k feature maps from the
convolutional layer. Thus, the feature map for a particular ﬁlter represents the presence of
that feature in the various subregions of the image. When a CNN is trained, the ﬁlters (i.e.,
the features to look for) are part of what is learned.
Pooling layers are used to reduce the dimensionality of a convolutional layer’s output
and for abstraction to avoid overﬁtting. For example, the convolutional layer in the
previous example took an n  n input and produced a k  ðn  m þ 1Þ  ðn  m þ 1Þ
output (i.e., one feature map for each of the k ﬁlters). Depending on the values of k, n, and
m, this could result in a larger output than the input. Pooling prevents the outputs from
growing progressively larger, since in a typical CNN architecture you will have multiple
convolutional layers in a series. A common form of pooling is max pooling that partitions
the layer’s input into a set of contiguous non-overlapping p  p subregions and selects
the maximum value contained in each subregion. As was the case with convolutional
layers, pooling layers produce k output matrices (i.e., one for each input feature map they
receive). For example, if p ¼ nm2 þ 1, then each input matrix would be downsampled to a
2  2 matrix (i.e., containing the maximum value from the top-left, top-right, bottomleft, and bottom-right regions of the input).
A typical CNN architecture will contain multiple convolutional layers and pooling
layers arranged in a series. The input to the ﬁrst convolutional layer conv1 will be the input
image, and its output outconv1 (i.e., the feature maps it produces) will be the input to the ﬁrst
pooling layer pool1 . The output of the ﬁrst pooling layer outpool1 is then used as input to the
next convolutional layer conv2 , and this sequence of convolutional and pooling layer
continues until the output from the n th pooling layer outpooln . Such an architecture results
in early convolutional layers detecting relatively simple features whereas later layers
detect increasingly complex features (i.e., patterns of lower-level features). After the ﬁnal
pooling layer, that layer’s output outpooln is flattened from a set of matrices into a single
one-dimensional feature vector. For example, if outpooln produced six 3  3 output
matrices, the flattened output would be a feature vector containing 54 values (6  3  3).
The ﬁnal building blocks in a CNN are the fully-connected layers. These layers are
typically multilayer perceptrons (MLPs), and use the flattened feature vector output by
the ﬁnal pooling layer as input. For a classiﬁcation task, the fully-connected layer will
output the class label (or probability of each class label) of the input. During training,

1

This example assumes a step size of 1, where the center on the ﬁlter is moved by 1 pixel at each
step. However, in practice the step size can be set as a parameter.
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the weights used by the MLP to produce the output classiﬁcation are learned. At a high
level, we can think of the convolutional and pooling layers as performing feature
extraction on the input image, and the fully-connected layers use those extracted features to perform classiﬁcation.

3 Case-Based Novel Object Detection
Convolutional Neutral Networks perform supervised machine learning, so their ability
to classify the presence of objects in images is directly related to the labeled training
data they have available; they cannot detect the correct object type if no annotated
training data exists with a label for that object type. If a CNN outputs the conﬁdence in
each known class label (i.e., the output of the fully-connected layers), it could, at best,
label an input image as unknown if none of the possible class labels were above a
conﬁdence threshold. For example, if a CNN was trained to classify airplanes, boats,
and houses, an image of a dog would either be classiﬁed as one of the three known
classes (i.e., if the CNN output a high conﬁdence for one of the classes) or as unknown
(i.e., if none of the classes had a high conﬁdence). If several different novel objects are
encountered, they would all be classiﬁed together into the generic unknown class, even
if the objects were signiﬁcantly different from each other. Returning to the example,
images of dogs, books, space stations, and humans would all be classiﬁed together as
unknown. One solution would be to retrain the CNN after each novel object type is
detected. However, this is generally impractical as CNNs require both a large number
of labeled training examples (i.e., more than a single training instance) and signiﬁcant
computational time to retrain the fully-connected layers.
We propose a case-based reasoning approach to detect the presence of novel object
types and quickly learn from limited training data. Unlike CNNs, a CBR approach can
learn using only a single training example and requires no training time. However, our
approach does not propose to remove CNNs from the object classiﬁcation process.
Instead, our approach leverages the state-of-the-art performance of CNNs while providing capabilities that alleviate some of their limitations. For the remainder of this
section we will largely present the CBR component in isolation, but will discuss how it
can be integrated with existing CNN architectures at the end of this section.
Our CBR system encodes each image Ii as a case Ci . Each case is a triple containing the image’s feature vector Fi , its set of observable parts Pi , and object label li :
Ci ¼ hFi ; Pi ; li i
This representation assumes the availability of two functions: features and parts.
The features function converts a raw image Ii 2 I, where I is the set of all images, into a
feature vector Fi ¼ hfi1 ; . . .fin i 2 F, where F is the set of all feature vectors (features:
I ! F), composed of n feature values. For the features function, we use the convolutional and pooling layers from a CNN to perform this conversion, since they convert
a raw image into a flat feature vector. This is essentially a version of the CNN with the
fully-connected layers removed such that the CNN is only used for feature extraction.
i
The parts function extracts a set of observable parts Pi ¼ fp1i ; . . .; pm
i gP, where P is
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the set of all object parts, from image Ii . The number of observable parts in an image mi
is not ﬁxed, so the size and contents of Pi is image-speciﬁc. In this work, we consider
object parts to be low-level components that make up larger objects. For example, the
parts of a dog could include its legs, tail, torso, tail, head, and ears. Although the
object parts provide more detail about an object, they are assumed to be generic such
that the same parts can be part of numerous object types. Returning to the dog example,
many mammals would share some or all of the same parts. However, even two
instances of the same object may have different observable parts depending on what is
visible in the image. In the dog example, the dog’s tail may not be visible depending on
where it is facing or its legs may not be visible if the bottom of its body is occluded by
another object. The parts function requires a separate vision system that can identify
these generic object parts from visible images. However, as we will discuss later, while
our CBR approach can leverage parts information, it is not strictly necessary for case
retrieval. For example, if no parts extraction was possible, each case could contain an
empty set of parts (Pi ¼ ;) and rely only on the feature vector for retrieval. We assume
each case has a single object label li 2 L, where L is the set of all object labels. This
assumes that each image will contain only a single object of interest. Such an
assumption is valid for uncluttered images or, more realistically, when used as part of a
Region-Based Convolutional Neural Network (R-CNN) [2]. R-CNNs use a region
proposal stage to propose subregions of the input image and then classify those subregions individually. Thus, instead of the entire image being used as input to the CNN,
each subregion is used as a distinct input to the CNN (i.e., the CNN is run multiple
times) and each subregion is used to perform a single classiﬁcation. In our work, the
images stored in cases and used as input to the CBR system could be the image data
from these subregions. Using this case representation, the feature vector and set of parts
represent the problem and the object label is the solution.
When an input image is received, either a complete image or a proposed subregion
from an R-CNN, object classiﬁcation is performed using Algorithm 1. In addition to
the input image Iin , the algorithm uses as input a case base CB, number of nearest
neighbors k, feature vector similarity threshold kf , and parts similarity threshold kp .
The algorithm starts by extracting the features and parts from the image (Lines 1 and
2). If the case base is empty (i.e., the CBR system has no training instances), a novel
object label is generated using the generateLabel function (Line 5). We do not expect
this function to generate an informative label based on knowledge of the image (e.g.,
dog, cat, airplane, house) but instead a unique label for the object type (e.g., class1,
class2, class3). If the case base is not empty, the top k most similar cases are retrieved
from the case base (Line 7). The similarity only considers the feature vector similarity
(e.g., using a similarity function based on the Euclidean distance between feature
vectors), so no parts information is considered. Cases are only added to the top k if their
similarity is above the feature vector similarity threshold kf , so it is possible for fewer
than k cases to be retrieved. In some situations, no cases will be retrieved if none of the
cases are similar to the input image (Line 8). In such a situation, the input image is
assumed to be of a novel object type so a new class label is created for it (Line 9).
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The previous stages of the algorithm only considered the feature vectors when
comparing the input image to cases. The remainder of the algorithm leverages the
detectable parts information. The parts of the input image are compared to the parts of
each of the top k nearest neighbors (Lines 12–15). The similarity function used (Line
13) is assumed to be a similarity function that calculates set similarity (e.g., Jaccard
similarity). Similar to when comparing feature vector similarity, only cases with a parts
similarity above the parts similarity threshold kp are retained (Line 14). If there were no
cases above this threshold (Line 16), the input image is considered to be a novel object
type so a novel label is generated (Line 17). Otherwise, the label from the most similar
case (based on parts similarity, with feature vector similarity used as a tie-breaker) is
used to label the input image (Line 19). Finally, a novel case is created and added to the
case base (Line 20) and the object label is returned (Line 21).

An existing label is only returned when there is a case that is similar to both the
input image’s feature vector and its parts set. Thus, there are three situations where a
novel object label, and therefore a new object class, are created: (1) when the case base
is empty; (2) when none of the cases have similar feature similarity; and (3) when there
is at least one case with similar features but none of those cases have similar parts. As
we mentioned earlier, although parts information is used in the algorithm, it is not
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strictly necessary. Assuming no parts information is available, the parts set of the input
image and all cases will be empty. If the parts similarity function is designed to return
maximal similarity when comparing two empty sets, all of the top k cases will be above
kp and have an equal similarity value. Thus, as long as the top k cases are iterated over
in order of descending feature vector similarity (Lines 12–15), the case with the most
similar feature vector similarity will be selected as the nearest neighbor and have its
label returned.
One of the primary beneﬁts of this algorithm is that it is able to learn using only a
single training instance. Once a novel class has been detected (Lines 5, 9, or 17), it is
immediately added to the case base and can be used to classify future input images.
Similarly, this algorithm can be used even when no existing training data exists (i.e., an
initially empty case base). For example, this algorithm could be used from a cold-start
to perform object classiﬁcation without any labeled data. At such a time when sufﬁcient
data was collected and annotated, and sufﬁcient time was available, a Convolutional
Neural Network could be trained. Once a CNN is trained, the CBR algorithm could run
in parallel to the CNN. Assuming the fully trained CNN has superior performance
classifying known object types, the CBR system could defer classiﬁcation for known
object types and only interject when a novel class is detected or an input image is most
similar to an object class that the CNN has not been trained on (i.e., a previously
detected novel class). Thus, the CBR system can be used in situations where it has
advantages over the CNN, and defer in other situations.

4 Evaluation
In this section, we evaluate the claim that our case-based reasoning system can be used
to detect and learn from novel object types. Our evaluation tests the following
hypotheses:
H1:
H2:
H3:
H4:

4.1

Extracting a feature vector representation from images, using a CNN, provides
sufﬁcient information for a CBR algorithm to differentiate between object types
The addition of observable parts information improves object classiﬁcation
performance
Our CBR approach is able to detect novel object classes and learn from detected
classes
Our CBR approach discovers ﬁner-grained object classes than those provided by
the dataset’s human annotators
Data Set

The dataset we use for evaluation is the publicly available PASCAL-Part Dataset [3]. It
is based on the dataset used for the Visual Object Classes Challenge 2010, a Computer
Vision competition to recognize objects in realistic scenes. While the Visual Object
Classes Challenge 2010 dataset only contains the annotated object types visible in each
image, the PASCAL-Part Dataset contains additional annotations for the object parts
that are visible in the image. The dataset contains 20 object types: aeroplane, bicycle,
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bird, boat, bottle, bus, car, cat, chair, cow, diningtable, dog, horse, motorbike, person,
pottedplant, sheep, sofa, train, and tvmonitor. Each object can have between 0 (boat,
chair, diningtable, sofa) and 24 (person) object parts annotated. However, images of
the same object type may have a different number of annotated parts due to object
occlusion, object positioning, or annotator error. In addition to providing object part
annotations, the PASCAL-Part Dataset has several properties that make it a suitable
dataset for us to use. The images are realistic real-world images, so most images
contain multiple objects (including objects from the 20 annotated object types as well
as other unlabeled object types). The objects have varying locations, rotations, sizes,
and scales. Additionally, images have different backgrounds (e.g., beach, indoors,
forest) and lighting conditions. The annotated objects may be partially occluded,
located partially outside the image, or incorrectly labeled by human annotators.
Our work is focused on detecting a single object type in each image, as we justiﬁed
in the previous section, so we preprocessed the PASCAL-Part Dataset to extract only
the images with a single annotated object. However, it should be noted that although
each image only contains a single annotated object, many of them contain multiple
visible objects. The additional object are either objects that are not of the 20 labelled
object types, or objects that have been omitted due to annotator error. After preprocessing, 4737 images remained (from an initial dataset size of 10,103).
The features function used in Algorithm 1 is a Convolutional Neural Network using
the ResNet [4] architecture (i.e., how the various layers are connected). The CNN was
trained using the ImageNet dataset [5], a dataset containing hundreds of thousands of
annotated images. This was performed to learn the ﬁlters (i.e., the image features) used
by the convolutional layers of the CNN, and after training the fully-connected layers
were removed. The output of the CNN is a feature vector of length 2048. Although
ImageNet is a different dataset than the PASCAL-Part Dataset, pretraining a CNN on
ImageNet learns many general-purpose image features (e.g., lines and shapes). Thus, it
allows training a generic features function that can be used regardless of domain, and
with signiﬁcantly less time and computational effort than retraining the CNN for each
new image dataset. However, it should be noted that due to the size and scope of
ImageNet, there is likely some overlap with the objects contained in the PASCAL-Part
Dataset (but none of the labels from ImageNet are used during our evaluation). The
parts function in Algorithm 1 uses the ground-truth parts annotations provided by the
dataset (i.e., assumes the presence of a perfect parts extractor). Although in real
computer vision tasks the parts would need to be extracted using a separate vision
system, we used the provided parts labels in order to remove error during our initial
evaluations. Future work will examine how our CBR system’s performance is influenced when parts are extracted using a more realistic parts function. Thus, each image
in the preprocessed PASCAL-Part Dataset can be converted into our case representation using the features function, parts function, and object type annotation.
4.2

Classiﬁcation Accuracy

Our initial set of experiments aims to evaluate the ability of our CBR algorithm to
correctly classify the objects contained in images. More speciﬁcally, we examine the
classiﬁcation performance based on what information is used during case retrieval:
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feature vector only, parts only, or both feature vector and parts. Essentially, these
experiments look to conﬁrm that CBR can reasonably discriminate between the various
object types and that reasonable data is contained in cases.
In the experiments, we use a variation of Algorithm 1 that does not attempt to
identify novel classes; the label from the nearest neighbor is used even if that neighbor
is dissimilar. This is achieved by using a non-empty case base (avoiding Algorithm 1,
Line 5), and setting kf ¼ kp ¼ 0:0 (avoiding Algorithm 1, Lines 9 and 17). The
experiments used leave-one-out testing, such that each of the 4737 cases are used as
input with the remaining 4736 cases used as the case base. The accuracy is measured as
the percentage of input cases that have a retrieved object type that is identical to their
true object type (i.e., the solution portion of the case). The three variants we test are:
• Feature Vector Only: We used k ¼ 15 and an empty parts set for all images,
thereby only basing similarity on the feature vectors. In practice, this is identical to
using k ¼ 1 since the case with the highest feature vector similarity will be selected
given that there is no influence from parts similarity (i.e., all cases have empty parts
sets). We used k ¼ 15 to highlight that the various experiments were using similar
parameter values.
• Parts Only: We used k ¼ 4736 so that the entire case base was retrieved, regardless
of feature vector similarity. All cases contained parts information. Thus, the most
similar case is the case with the most similar parts.
• Both Feature Vector and Parts: We used k ¼ 15 and all cases contained parts
information. Thus, the most similar case is the case with the most similar set of parts
from amongst its 15-nearest neighbors (based on feature vector similarity).
Using only a single component of the case for retrieval resulted in lower performance, with a classiﬁcation accuracy of 80.14% when only the feature vector is used
and 88.79% when only the parts are used. The best performance was achieved when
both the feature vector and parts were used for retrieval, with a classiﬁcation accuracy
of 91.13%. These results demonstrate that using CBR with only the feature vector
provides reasonable classiﬁcation performance (giving support for H1) but that performance can be increased by using both the feature vector and parts information
(giving support for H2).
4.3

Novel Class Detection

The results in the previous subsection demonstrate the ability of our approach to be
used to classify known objects in images. However, the primary motivation of our
work is to detect and learn from novel object types in images. In this experiment, we
use Algorithm 1 such that is can detect novel object types (i.e., the case base may be
initially empty, or either kf or kp are non-zero values). The experiment starts with an
empty case base, and cases are randomly removed from the dataset and used as input to
Algorithm 1. After each input, the algorithm stores a case in its case base using the
object classiﬁcation it made for the image (i.e., Algorithm 1, Line 20). Thus, 4737 total
inputs are provided to the algorithm, and after the n th input the algorithm will have a
case base of size n. The evaluation was designed to simulate how the CBR system
would start with no knowledge (i.e., an empty case base) and incrementally learn based
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on its novel object detection capabilities. The parameters used are k ¼ 15, kf ¼ 0:45,
kp ¼ 0:45. The thresholds were selected to be relatively low such that they only
exclude cases if they are signiﬁcantly different than the input image. Similarly, the k
value was selected such that a neighborhood of similar cases would be retrieved.
We use two metrics to evaluate the algorithm’s performance: Class Purity and
Class Count Divergence. Class Purity measures, after all 4737 input images have been
classiﬁed and added to the case base, the percentage of images that are placed in a class
where they share a true object type with the majority of other images in that class. Since
our algorithm starts with no training data, all classes in the case base are novel classes
learned by the algorithm. Thus, we compare whether images with the same algorithmgenerated object type classiﬁcation have the same ground-truth object type classiﬁcation. For example, the algorithm would be performing well if all images of dogs were
given the same novel object classiﬁcation of class10 (or any other class label, as long as
all dogs were given the same label). This metric calculates values between 0 and 1
(inclusive), with higher values being better.
Class Count Divergence measures how close the number of detected object types is to
the true number of objects types in the dataset. In our dataset, there are 20 true object
labels. The motivation for using the metric is to penalize creating an unnecessarily large
number of classes. For example, creating 4737 unique class labels would result in a perfect
Class Purity score but each object label would be overﬁt to a single image. We use a
curved function that has the maximal value when the number of predicted classes classpred
is equal to the true number of classes classtrue and decreases as those values diverge:
ClassCountDivergence ¼ 

1
classtrue classpred
500

2

þ1

Similar to Class Purity, Class Count Divergence calculates values between 0 and 1
(inclusive), with higher values being better. The value 500 was selected for use in the
Class Count Divergence based on the size of the dataset, such that the metric would be
below 0.50 if the number of detected classes was larger than approximately 10% of the
dataset size. Additionally, we report the Overall Performance of the algorithm as the
harmonic mean of Class Purity and Class Count Divergence.
We repeated the experiment 25 times, and Table 1 shows a summary of the results.
Based on the Class Purity, our approach does a reasonable job detecting novel object
types and using those to classify images it encounters in the future. As a baseline, when
input images are randomly assigned to 20 object types (i.e., no novel classes are learned),
the Class Purity is 0.168. The majority of the mistakes made by the algorithm were to
provide the same label to objects that are both physically similar and have similar parts.
For example, many of the four-legged animals were given the same label, especially
in situations where they were small or occluded. Overall, occlusion had a signiﬁcant
impact on performance since it often resulted in very little of the object being visible
(i.e., < 10%) and no parts information being available. Even for humans, it was difﬁcult to
know that these highly obscured objects were the objects of interest. In fact, it was often
the situation that unlabeled objects (i.e., not among the 20 annotated labels) were the most
prevalent objects in images. By examining the learned class labels, we found that our
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algorithm was learning based on these unlabeled object types. However, given that the
Class Purity metric only considers the 20 annotated object types, the metric is unable to
quantify how well the algorithm was able to learn object types that were not annotated in
the dataset. Overall, these results provide support for H3.

Table 1. Results of novel object type detection over 25 experimental runs
Metric
Class Purity
Object Types
Class Count Divergence
Overall Performance

4.4

Mean
0.676
121.7
0.960
0.792

Minimum
0.572
111
0.951
0.717

Maximum
0.738
133
0.968
0.838

Standard Deviation
0.052
6.2
0.005
0.036

Number of Object Types

The results in Table 1 show that our algorithm is learning approximately six times as
many object types as are labelled in the dataset. This is reasonable performance,
considering that it would have created 4737 object types had each image been assigned
its own label, but higher than anticipated. However, our qualitative examination of the
classiﬁcations uncovered that the number of object types is not exclusively a result of
algorithm error but primarily a result of learning ﬁner-grained object types. For
example, images annotated as pottedplant are largely divided by our algorithm into two
distinct classes: one for images of fully-grown plants and one for seedling plants. To a
human, there are clear and obvious distinctions between these two subsets of images,
providing support that the algorithm learned a meaningful subdivision. Numerous other
similar examples were found where the algorithm learned meaningful ﬁner-grained
object types, a selection of which include: full-sized cars vs. go-karts (both annotated
as car), people in water vs. babies vs. athletes (all annotated as person), and locomotives vs. subway trains vs. empty train tracks (all annotated as train). However,
although a signiﬁcant number of the additional object types learned by our algorithm
appear to be meaningful object types, it also learned less meaningful single-image
object types. Although some of those singleton object types are uninteresting or
redundant, it learned several interesting singleton object types based on unusual images
in the dataset: a sheep standing in a bus shelter, a train car with a picture of a dinosaur
painted on it, an alpaca (incorrectly annotated in the PASCAL-Part Dataset as sheep),
and a Ferris wheel. However, there were also situations where our algorithm erroneously subdivided object types, or performed divisions that a human would not deem
as necessary (i.e., too ﬁne-grained). This qualitative analysis provides partial support
for H4, but a more detailed analysis will be necessary to deﬁnitively prove that our
algorithm is identifying meaningful object sub-types.
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5 Related Work
Integrations of Deep Learning and CBR have seen increased interest recently, with
many researchers exploring how the two approaches can beneﬁt each other. In the
domain of Human Activity Recognition (HAR), CNNs have been used for feature
extraction [6]. This work differs from our own in that it uses accelerometer data rather
than image data, but similarly ﬁnds that reasonable results can be achieved with
instance-based algorithms when features are automatically learned and extracted using
CNNs. Instance-based retrieval in the HAR domain has also been used to ﬁnd similar
existing data that can be used to train a classiﬁer for a new user [7]. Their system also
uses CNN-extracted features and, like our work, is motivated to allow learning under
limited data availability. However, their work is focused on classiﬁer personalization
rather that novel class identiﬁcation (e.g., they do not detect new types of activities that
have not been seen before). They have also examined how Siamese Neural Networks
can be used to learn similarity functions [8], and such an approach could potentially be
used in our algorithm to improve retrieval. Deep Learning has been combined with
CBR to generate novel recipes that are both surprising and plausible [9]. However, this
differs from our own work in that their system creates novel items rather than discovering previously unknown items.
Case-based reasoning has been used for a variety of image processing and computer
vision tasks [10]. One application area that has seen particular interest is medical CBR
(e.g., [11–13]), primarily due to the prevalence of medical imagery in patient ﬁles and
the need to retrieve similar images to aid in diagnosis. However, unlike our work, the
majority of CBR approaches rely on hand-crafted features rather than learned features
(e.g., [14–16]). Additionally, while CBR systems are often used for image retrieval and
classiﬁcation, to the best of our knowledge none are able to detect novel object types (or,
more generally, novel classes in non-image systems). Some systems may be able to
perform outlier detection (e.g., when no similar cases are retrieved) but do not attempt to
learn novel object types from these outliers. For example, rather than attempt to generate
a novel object label, a CBR system may present an input image to a domain expert for
manual labelling. Although having human annotations is valuable, it is not always
practical when a system is operating autonomously for long periods of time.
The most similar work to our own involves classifying webpages based on multimedia data (e.g., images) rather than only the contained text [17]. Like our approach,
they use CNNs to perform feature extraction from images and use those features during
case retrieval. The primary difference between their work and our own is that they only
classify images into predeﬁned classes, so no novel object discovery is performed.
They do perform outlier detection, but that is to identify mislabeled or irrelevant images
contained in a webpage rather than to detect novel webpage themes; outliers influence
the case structure but do not modify the set of class labels.
As we mentioned previously, existing approaches to Computer Vision tend to focus
on object classiﬁcation (e.g., CNNs [1]) or detecting regions containing objects (e.g.,
R-CNNs [2]). These approaches rely on a predeﬁned set of object types, with fewer
works examining novel object discovery. Existing approaches for unsupervised object
class discovery are similar to our own work in that they learn from images containing a
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single object type per image [18–20]. However, as we mentioned previously, the
images we use in this work often contain multiple objects in each image but with only
one of the objects labelled by human annotators. The primary difference between these
approaches and our work is that they perform offline object detection using the entire
dataset. Our approach is both online and incremental; novel object types are detected at
run-time based on the content of input images. To the best of our knowledge, no other
approaches exist to allow online and incremental unsupervised object discovery. As we
discussed previously, existing computer vision systems can only identify that an input
image is unlikely to be of a known object type. They do not provide online labels for
these unknown objects or learn from them (i.e., how to classify future images of that
object type). However, our approach can perform such labelling and learning, and can
learn after retaining only a single case.
Our algorithm learns in an unsupervised manner when no expert-annotated training
cases are provided to it (e.g., as in our evaluation that started with an empty case base).
As such, it has many similarities to clustering since it is grouping input images by
assigning them generated class labels. Many traditional clustering algorithms, like kmeans [21], divide data into a ﬁxed number of partitions, whereas our approach
dynamically creates new object types as necessary. Hierarchal clustering methods, like
single-linkage [22], are able to dynamically increase the number of clusters created but
do not cluster incrementally; the entire dataset must be provided as a batch. Incremental
clustering algorithms have been developed, such as incremental k-means [23], that
allow data points to be added sequentially rather than as a batch. However, even
incremental clustering algorithms rely on comparing each data point to a set of cluster
centroids. Our approach compares data points (i.e., input images) to any existing case
in the case base. This is important given the two-stage retrieval process we use. Since
retrieval is based on both an image’s feature vector representation and its observable
parts, there can be a high degree of variability amongst cases of the same object type.
For example, since the similarity thresholds used by our algorithm may be relatively
low (e.g., 0.45 in our experiments), cases of the same object type may not have highly
similar feature vector representations (i.e., a medium feature vector similarity but high
parts similarity). Similarly, cases of the same object type may have high feature vector
similarity but only medium parts similarity. If only cases representing class centroids
were retrieved, an input image could appear dissimilar to all of the centroids (i.e.,
treated as a novel object type) but would have been similar to one or more of the noncentroid cases. Additionally, unlike clustering algorithms, our algorithm can be used
for both classiﬁcation and novel class discovery. Without any labeled data, it performs
classiﬁcation based on its generated object type labels. However, if some cases are
provided using labelled training data (i.e., some supervised learning was performed) the
algorithm can either generate novel class labels or perform classiﬁcation based on
existing object type labels.
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6 Conclusions
This paper described a method for detecting novel object types in images using a
combination of case-based reasoning and Convolutional Neural Networks. Our
approach leverages the automated feature learning and extraction provided by CNNs
while taking advantage of CBR’s ability to perform incremental learning with relatively
few training instances. A set of nearest neighbors are initially retrieved based solely on
similarity between extracted image features, with subsequent retrieval based on the
similarity between observable object parts. Although our approach leverages observable object parts during case retrieval, it can be used even if such information is
unavailable. Additionally, since CBR is an instance-based learner, it does not abstract
the object parts contained in images, thereby allowing them to be directly used during
similarity calculation. If a CNN was to include object part information it would likely
learn an abstraction of what parts exist in a class. For example, it would learn what
parts are generally observable in images of dogs, possibly losing valuable information
necessary to detect uncommon images, like a dog with most of its observable parts
obscured by a costume it is wearing.
Our evaluation was performed using realistic images from the publicly available
PASCAL-Part Dataset. The initial results demonstrated the ability of a CBR system to
classify images using CNN-extracted feature vectors, and the performance improvement provided by including object parts information during retrieval. We also provided
evidence of our algorithm’s ability to be used to detect novel object types. Even when
the algorithm had an empty initial case base and no background knowledge about
object types, it was able to detect novel object types and use them to classify subsequent images. One important ﬁnding of these experiments was that the algorithm
appeared to learn ﬁner-grained object types than those provided by the human dataset
annotators, based on an initial qualitative analysis.
Several areas of future work remain. First, while we briefly discussed how our
approach could be used in parallel with a full CNN (i.e., including fully-connected
layers), we have not provided a full methodology to integrate them. In this paper, we
focused on learning without an existing dataset, so it would not be possible to train a
CNN in such a situation. However, if a subset of existing object types are known and
have sufﬁcient data, a full CNN could be used to classify those known types while our
approach could handle novel object type detection. Second, our approach learns a flat
object type hierarchy. Future work will examine how novel object types can be
compared to existing types to determine relationships (e.g., a fully-grown plant is
similar to a seedling plant) or to provide explanations (e.g., “I think this is different than
a fully-grown plant because it doesn’t have any leaves”). Third, we used ground truth
parts information, but future work will detect both parts and object types. Finally, we
plan to integrate our work with existing R-CNN architectures to allow learning with
images containing multiple annotated objects.
Acknowledgements. Thanks to the Ofﬁce of Naval Research for supporting this work.
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Abstract. Objective measurements of physical behaviour are an interesting research ﬁeld from the public health and computer science perspective.
While for public health research, measurements with a high quality and
feasible setup is important, the analysis of and reasoning about the data is
what we will present in this work. Our focus in this work is the comprehensive representation of physical behaviour throughout consecutive days and
allowing to ﬁnd subgroups in the population with similar physical activity
levels.
We have a unique data set of 4628 participants wearing tri-axial
accelerometers for six days and will present a case-based reasoning (CBR)
system that can ﬁnd and compare similar activity proﬁles. In this work, we
focus on creating a CBR model using myCBR and do initial experiments
with the resulting system. We will introduce a data-driven approach for
modelling local similarity measures. Eventually, in the experiments we
will show that for the given data set, the CBR system outperforms a
k-Nearest Neighbor regressor in ﬁnding most similar participants.
Keywords: Physical activity · Case-based reasoning
Local similarity modelling · k-Nearest Neighbor

1

Introduction

Physical inactivity and poor sleep are considered global health problems [16,25]
that contribute substantially to poor health and premature mortality. It is estimated that physical inactivity is responsible for about 9% premature mortality
[19], which is similar to the eﬀect of smoking [31] and obesity [1].
CBR has become more popular over the last few years, especially in an area
where continuous measurements become more and more available [9,23]. It oﬀers
a way for abstracting and transferring speciﬁc domain expert knowledge into a
self-explanatory and user-friendly tool, which can be used to generate solutions
c Springer Nature Switzerland AG 2018
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for problems ranging from simple daily life tasks to complex issues (which otherwise necessitate expert help), with an appropriate reasoning behind them. Not
only is it being applied for ﬁnding similar cases to provide solutions, but also
for the classiﬁcation of medical [8,33] and activity data [30]. In [30], the authors
propose a CBR method to classify diﬀerent physical activities of elderly based
on their pulse rate.
In this paper, we focus on the knowledge engineering process of creating a
CBR model and present a data-driven approach for modelling local similarity
measures for physical activity data in the myCBR workbench [5,29]. We will
show in our experiments that a CBR system comparing physical activity proﬁles
is less erroneous than a k-Nearest Neighbour (k-NN) regressor model. In our
experiments, both approaches are used to ﬁnd groups of similar activity proﬁles and their performance is evaluated statistically. The second contribution
of this paper is a method for modelling the local similarity measures utilizing
data driven methods. We will showcase how a data set can lead to strong initial deﬁnitions for numerical value ranges and therewith easen and stratify the
knowledge modelling process.
The remaining of this paper is divided into sections as follows: in Sect. 2, we
discuss related work on reasoning about physical activity behaviour using various approaches within machine learning and artiﬁcial intelligence. In Sect. 3, we
discuss the importance of objective measurements of physical activity behaviour
from both public health and computer science perspective. Section 4 is dedicated to similarity modelling for the data set in myCBR. In Sect. 5, we present
the experiments performed to evaluate the CBR model generated and compare
it with that of k-NN model. Sections 6 and 7 are for discussion and conclusion
respectively.

2

Related Work

The amalgamation of sensors, Internet of Things (IoT) and Artiﬁcial Intelligence (AI) provides a unique opportunity not only for health researchers, but
also for AI researchers to perform objective measurements and utilize raw data
recordings to generate physical activity proﬁles of a large number of participants and determine similar physical activity proﬁle groups. With the help of
AI techniques, it is possible to perform objective analysis of sensor data stream
to not only identify diﬀerent physical activities uniquely [4,7,32], but also ﬁnd
out groups of similar activity proﬁles. Finding and clustering similar physical
activity proﬁles is crucial in facilitating the understanding of health and activity
characteristics of a population and identifying diﬀerent activity phenotypes1 . In
[21], the author proposed an ATLAS index to cluster and identify four activity
phenotypes using NHANES2 data set. Similarly, in [32], authors proposed a statistical machine learning model to identify diﬀerent sleep and physical activity
phenotypes. Further, the authors in [13] apply latent class analysis to identify
1
2
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ﬁve diﬀerent activity phenotypes among young adults in a cohort study where
data was collected using hip-worn accelerometers for seven days. Our long term
goals and target data are similar to these studies, however the approach diﬀers
slightly.
Similar to the preference-based CBR framework presented by Hüllermeier
and Schlegel [14], we are presenting a framework for modelling local similarity
measures based on the data set available. Therewith we can tailor each similarity
measure to the application domain. In the continuation of their work Abdel-Aziz,
Strickert and Hüllermeier [2] show that the data distributions and distances in
data sets can be used for learning similarity measures. While the authors focus
on learning preferences, we show with the work presented here that the datadriven view can be carried over to general knowledge engineering tasks. Using
a data-driven approach for automatic similarity learning and feature weighting
has been presented by Gabel and Godehardt [11]. In their work they trained
a neural network to induce local and global similarity measures. While we are
not automatically assigning the similarity measures, we also use existing cases to
derive them. In [28], the authors explore a case-based approach for recommending
5 km times for marathon runners in order to achieve their personal best. The
approach they apply is similar to the one presented in this paper as they use
timing proﬁles as basis for the similarity-based assessment. In a slightly diﬀerent
approach, Sani et al. [27] explore using k-NN for detecting physical activities from
wrist worn sensors. In their work they show that applying k-NN for detecting
movement patterns is very successful for creating personalized models. Even
though the approaches diﬀer, our work is similar in terms of comparing physical
activity proﬁles with raw data coming for accelerometers.

3

Physical Activity Analysis for Public Health
Application Scenarios

Regular physical activity is important for people of all age groups, including
the elderly. It can signiﬁcantly reduce the risk of various health problems such
as stroke, diabetes, various types of cancer, depression, as well as hypertension
and improve bone and muscle health3 . Physical inactivity is one of the most
important public health problems of this century and has a strong negative
impact on the physical and mental well being of an individual. It is estimated
that about 23% adults and 81% adolescents globally are physically inactive. The
ﬁgures are alarmingly high for adolescents. Moreover, being physically active is
not just about moving around in the house or walking at a slow pace, they must
include some form of Moderate to Vigorous Physical Activity (MVPA) such as
brisk walking, dancing, running, cycling, or moving/lifting heavy load.
Over the last few years, researchers in public health domain have moved
rapidly from using self-reported subjective activity data to objectively measured
activity data with the use of body-worn sensors [4,18,20]. Not only are the sensors a more viable option due to the simplicity of extracting and utilizing raw
3
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data, but also eliminate the problem of bias due to self reporting [17,24], which
has been a major concern among researchers as it leads to inaccuracy and uncertainty. Moreover, the accelerometers directly measure the subject’s physiology
motion status to indicate the motion pattern within a given time period, which
is helpful in activity recognition and are much more energy eﬃcient.
The physical activity data used for this work is primarily based on accelerometer data collected during the HUNT44 cohort study. The Nørd-Trøndelag Health
Study (HUNT)5 in Norway is one of the largest health studies of its kind. The
study consists of a large amount of health data collected through questionnaires
and clinical examinations during three intensive previous studies (HUNT1 198486, HUNT2 1995-97 and HUNT3 2006-08). In the ongoing study HUNT4 (201719), each participant is oﬀered to participate in the objective measurements data
collection. If accepted, they are ﬁtted with two wearable tri-axial accelerometers,
placed at their thigh and lower back, which are used to collect activity data for
one week. The raw sensor data is then classiﬁed into 17 diﬀerent physical activities using Support Vector Machines (for the synchronization of sensor data)
and Random forest classiﬁers (for the prediction of activity classes). Afterwards,
these activities are grouped into six main physical activities: lying, sitting, standing, walking, running, cycling, which is the basis data set for our work6 .
By determining the variation among participants in diﬀerent activity clusters
through similarity, it is possible to provide activity recommendations to less
active proﬁles in order to make them more active. Every person has diﬀerent
activity characteristics and ﬁnding a group of activity proﬁles most similar to
that person with respect to the duration of every activity is a challenging task
and we aim to address this task using Case-Based Reasoning (CBR), because it
oﬀers the ﬂexibility and transparency in its reasoning process.

4

Data-Driven Knowledge Modelling

In this section, we explain how we implement a CBR system that can be applied
to ﬁnd and compare similar activity proﬁles from objectively measured population data. We are using the local-global-principle [26] for creating similarity measures and thereby build a knowledge model that tailors the similarity measure
for each attribute. Once the local similarity measures are deﬁned, we continue
to use weighted sum for deﬁning the global similarity.
While the HUNT4 data set is unique in the world, the challenges for utilizing
it for developing a CBR system are very common such as the identiﬁcation of
suitable data set context for the problem at hand, deﬁnition of initial similarity
measures, representation of cases and determination of valuable cases for populating the casebase. In this work we will introduce a method for utilizing a given
data set to model similarity measures. Further we will take into account the
4
5
6
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eﬀect of growing casebases and show a methodology that can help to visualize
and understand how a CBR system learns.
This section is further divided into subsections as follows: First, we describe
how we populate the casebase and generate cases in the developed case representation. Second, we describe our data-driven approach to model the local
similarity measures for the numerical activity attributes. Once the model is in
place, we then query the casebase and compare the most similar activity proﬁles
retrieved.
4.1

Case Generation

Developing a case representation is the ﬁrst part of the system development.
Depending on the domain and the available data this can be a challenging process
on its own [6,12,15]. For our application domain we utilize the pre-processed
HUNT4 data. While HUNT4 collects a very comprehensive set of data, we are
only focusing on the objective measurements. The sensor data is collected over a
period of seven days per participant and the overall data collection in the cohort
stretches over 18 months, starting from the autumn of 2017 until February 2019.
It is an ongoing study and until March 2018, data for 17409 participants has
been automatically classiﬁed and for each participant aggregated into the six
main physical activities. In Table 1 we present the description of the six activity
types used in our data set.
Table 1. Activity descriptions
Activity

Description

Lying

The person lies down

Sitting

When the person’s buttocks is on the seat of the chair, bed or ﬂoor

Standing Upright, feet supporting the person’s body weigh
Walking

Locomotion towards a destination with one stride or more

Running Locomotion towards a destination, with at least two steps where both
feet leave the ground during each stride
Cycling

The person is riding bicycle

Each participant is ﬁtted with two tri-axial accelerometers, AX3 Axivity7 ,
one on the thigh and second on lower back. The sensors are used to detect
vibrations, movement and orientation changes in the three axes. The sampling
frequency of the sensors is set at 50 Hz. After the participant has worn the sensors
for seven days, they are returned to the HUNT research center where the raw
data is downloaded, extracted and classiﬁed using Support Vector Machines and
Random Forest algorithms. The resulting data set contains the H4ID (unique
7

https://axivity.com/downloads/ax3.
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ID for each HUNT4 participant), number of minutes of each diﬀerent activity,
the date and day of the week in a csv ﬁle.
When preparing the data for the CBR system, we further process it by removing the records where we assume the sensor was taken oﬀ or the prediction failed.
Those are very long times of the same activities. Records are removed based on
the following criteria:
• sum of all the activities for a single record exceeds 1440, which is the total
minutes in a day
• records containing zero minutes for lying, sitting, standing and walking
• data set for one participant has less than seven days of data
Eventually, we chose to keep records where exactly six days of data per H4ID
was present, while the rest of the records were removed. For each unique H4ID,
the total minutes of each activity were summed up for six days. We experimented
with diﬀerent knowledge representations including mean, maximum and sum of
duration of each activity per H4ID and found the sum representation to suit
best since it captures the overall physical behaviour of the participants over the
days as well as the variance of the similarity measure over its’ entire range. At
this point, after pre-processing, the data set contains 4628 rows, each record
containing sum of each activity over six days for a single participant. Table 2
gives a brief account of the data set.
Table 2. Data set statistics
Lying
count 4628

Sitting

Standing Walking Running Cycling

4628

4628

mean 3090.49 3322.82 1401.22
min

7.35

max

7513.80 7846.10 4247.10

253.25

56.50

4628

4628

4628

790.67

6.86

26.45

1.55

0

0

2101.65

172.70

719.10

Cases are populated from the previously described data set by loading into
the previously deﬁned case representation using the myCBR tool. A single case
in myCBR is represented as shown in Fig. 1, where Participant is the name of the
concept which consists of six attributes namely cycling, lying, running, sitting,
standing and walking.
4.2

Data-Driven Similarity Measures Development

The local-global-principle requires that both types of similarity measures, the
local one on the attribute level and the global one on the conceptual need to be
deﬁned.
Modelling the local similarity measures for diﬀerent attributes in myCBR
can be challenging as researchers have to balance the input from the domain
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Fig. 1. Case representation in myCBR

experts and the available data. Having criteria which can lead the knowledge
modelling process is helpful for both parties. We therefore suggest to make use
of the existing data in this process. As we assume that the collected data set
covers the scope of what type of problems (cases) we have seen before, this is
a useful departure point. In the following, we would have a reality check with
the domain experts that discusses whether the deﬁned value ranges cover the
domain well. While setting upper and lower limits is straight forward, assigning
the similarity behaviour is not. Consecutively, we assume that numerical local
similarity measures are distance functions and the question is how steep of a similarity decline should be chosen. We use polynomial functions to model similarity
measure since they are more ﬂexible and provide better convergence when using
continuous numerical data. Therefore, we will focus on the polynomial function
of the similarity measure and our goal is to determine their degree.
Taken this task in our application domain, we see an activity variation among
diﬀerent proﬁles, but also in the aggregation of activities over all proﬁles. We
use box plots for visualizing the distributions and variations in our data set and
transfer this into modelling local similarity measures.
Figure 2 shows an example of a numerical local similarity measure. In the
example, it is the total amount of sitting during six days. From there we look
into the Q1 and Q3 which indicated the majority spread for the data set. We
decided to take these values as reference points for determining the decrease of
similarity.
Hence, creating a box-plot of the data set will allow modelling each activity
attribute since we only take the Inter Quartile Range (IQR) and the range
(min to max) into account:
r1 = IQR
r2 = range

(1)

It represents the diﬀerence between upper (Q3 ) and lower (Q1 ) quartiles in
the box-plot, that is IQR = Q3 − Q1 .
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Fig. 2. Example for Data-driven Local Similarity Modelling: On the left there is a
screen shot of a polynomial similarity function for a value range between 0 and 7500.
With the arrows we depict how the box-plot for sitting relates to the decrease of
similarity at a certain distance. IQR ∗ 1.5 method has been used for the box plots.

We assume that all similarity functions are polynomial and adjust the polynomial degree of the similarity function such that
y(r1 ) ≈ 0.30
y(r2 ) ≈ 0

(2)

We can observe in Fig. 2 how the similarity function varies after applying the
methodology in Eqs. 1 and 2. The bigger the polynomial degree, the steeper the
similarity function and more precise the attribute values in retrieved cases. The
decline in the similarity function is steeper in the beginning until at r1 it reaches
close to y(r1 ) and then decreases gradually until at r2 it is approximately close
to y(r2 ). This way, the similarity function covers the entire attribute range as
well as the similarity measure range [0,1]. While the choice of y(r1 ) and y(r2 )
depends on the domain-expert’s knowledge and satisfaction with the outcome, we
however experimented with diﬀerent values and found these best suited for our
application domain. We use this as the initial deﬁnition of similarity measures. If
required, the function can of course be further customized if the relevant domain
knowledge is available.
4.3

Comparing Physical Activity Profiles

Once the casebase and similarity measures are in place, the model can be used
to ﬁnd similar proﬁles. Figure 3 shows the result of one such query retrieval in
myCBR. The ﬁgure shows that the retrieved cases are sorted by similarity value
in descending order, that is, most similar case are displayed at the top while
least similar are at the bottom. On the lower part of the screen shot the four
most similar proﬁles are shown in a detailed view. The tool marks closer matches
darker.
While the myCBR workbench indicates that we can do a similarity-based
retrieval, it is hard to judge how the CBR system works with increasing casebase
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Fig. 3. A Query and its retrieval result in the myCBR workbench

or changing similarity measures. In the next section we will investigate how the
casebase size and diﬀerent retrieval methods perform in our application domain.

5

Evaluation of Increasing Casebase Sizes and Retrieval
Methods

A performance evaluation of the CBR model has been conducted using holdoutrepeat cross-validation in which 200 random cases were held out to be used for
testing. Therewith for each run our casebase consisted of 4428 cases. A test
set, comprising of ten randomly selected cases from the held out set of 200
cases, represents a single epoch in the experiments and performance is reported
using Mean Relative Error (MRE) as a measure of precision. Each experiment
is repeated ﬁve times and the results are averaged over all the epochs.
For each query instance qi in the test set, the number of similar cases retrieved
r from the casebase is 20. The relative error of each activity is the computed
between qi and r for one case at a time. The errors are averaged to obtain MRE
of each activity for qi . The process is repeated for every qi in the test set, that
is, for i = [1, 10].
The MRE of the six activities are added to get the total relative error for
each qi . MRE is then calculated by averaging the relative errors for the entire
queried test set.
The total relative error T for each queried instance is calculated as:
T =

6


M RE(Ai )

i=1

where A is the activity type as they were introduced in Sect. 4.1. MRE for the
each test set is calculated as:
10
Ti
M RE = i=1
10
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The experiments in this evaluation are performed in two ways: First, by
calculating the MRE of retrieved instances against each queried test instance
with increasing casebase size. Second, by comparing the diﬀerent results obtained
using the CBR model and k-NN regressor model.
5.1

Increasing Casebase Size

This experiment focuses on the variation observed in MRE with the increasing
size of the casebase. The CBR model was implemented using myCBR, however
the tool does not support batch queries, which was the need of the hour for
conducting the experiments for our work. To overcome this limitation, we used
a myCBR Rest API8 for batch querying the casebase using POST calls and the
implementation was done in Python (version 3.6.3).
In this experiment, a test set is passed as a query using POST call when
the casebase initially has 500 instances. Subsequently, MRE for that test set is
calculated. 500 cases are then added to the casebase and the process is repeated
until the casebase consists of the entire data set. The experiment is repeated ﬁve
times, each with a diﬀerent random test set. The average MRE of all the epochs
for the given casebase size is shown in Fig. 4.

Fig. 4. MRE comparison between the CBR model and k-NN regressor model with
increasing casebase sizes (MRE is calculated for k = 20 retrieved cases)

In order to have a comparison of the performance of the CBR model, the
same experiment was conducted using k-NN regression model (with k = 20). The
implementation of the k-NN regressor was done using Scikit learn [22] library
(version 0.19.1) in Python (version 3.6.3). The results obtained with the k-NN
model are presented along with the results of the CBR model in Fig. 4, where
x-axis shows the size of the casebase (or size of data set for k-NN) and y-axis
shows the MRE averaged over ﬁve epochs.
8

https://github.com/kerstinbach/mycbr-rest-example.
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It can be observed from the results that MRE decreases steadily with increase
in size of the casebase in the CBR implementation. However, the same cannot
be said for k-NN, as the results show uncertain response to the increase in size
of the data set. Even after introducing the entire data set, no improvement
is observed. This decline in performance in k-NN is caused by the presence
of outliers in the test set. CBR is able to estimate closest similar cases with
respect to every activity for outliers very well, whereas k-NN cannot estimate
the nearest neighbors with respect to every activity when presented with outliers.
For instance, if there is an instance in the test set which has some or all attributes
with values either below 25% or above 75% of the data range for those attributes
in the data set, it leads to the k-NN algorithm computing nearest neighbors which
are closer to the non-outlier attributes but farther from the outlier attributes.
Thus, resulting in higher MRE even with an increased size of the data set.
5.2

Selection of k

Selecting an appropriate value of k is crucial in determining the success or failure
of a k-NN regressor model. To see how the error varies, we experimented with
diﬀerent values of k in the range [3,100]. Figure 5(b) shows the variation in MRE
with the change in value of k. Here, x-axis shows the value of k and y-axis shows
the MRE.

Fig. 5. Number of closest cases: On the left is the graph depicting the variation in
MRE with the number of most similar cases retrieved (n) in CBR implementation. On
the right is the graph for k-NN model depicting the variation in MRE with diﬀerent
values of k.

Although the determination of the closest similar proﬁle in the CBR model
is independent of n (number of retrieved cases), it is interesting to see how the
MRE changes by varying n progressively. This allows us to further compare and
contrast the performance of CBR model with that of k-NN model. Figure 5(a)
shows the variation of MRE with increasing value of n in myCBR, where the
x-axis shows the value of n and y-axis shows the MRE. It is clear from the
results that the value of k in k-NN (refer Fig. 5(b)) has a huge impact on the
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MRE for each epoch. The implication of this graph is that with an increase in k,
more neighboring cases are taken into consideration which are either less similar
altogether or less similar with respect to a subset of activities, resulting in the
sudden variation in errors. Whereas the CBR model has a relatively smoother
response in creating the number of retrieved similar cases. It can be argued from
the results that lower values of k would have been more suitable due to less MRE.
However, our aim in this work is not to predict using k-NN, but to ﬁnd a number
of nearest neighbors of the queried proﬁle, which is why we chose k = 20 for our
experiments. As our data set is large, k = 20 is reasonably acceptable for this
application domain. Also, from CBR perspective, considering more neighboring
proﬁles helps in making improvements to the similarity measure to a greater
extent than considering just one neighbor proﬁle.
5.3

Composition of Error

As we are using activity data to ﬁnd other similar proﬁles, it is important to
know the error observed in the approximation of each activity in the similar
proﬁles.
Figure 6 shows the MRE (in log) for each activity using both the approaches
when introduced with the entire data set. The ﬁgure underlines that for inactive
time (lying, sitting, standing) - which is the majority for the participants (see
Table 2 and Fig. 2) - the k-NN approach produces less of an error. For moderate
activities, like walking, both approaches are very close, while for rigorous activities, which we see only limited in the data set, the CBR approach produces
much better results. This is very important for our overall aim of this work, as
we eventually want to identify beneﬁcial physical activity phenotypes.

Fig. 6. MRE per activity for the entire data set by the k-NN regressor and the CBR
model

This observation is undermined by Fig. 7, which shows the distribution of
MRE for each of the activity calculated for both approaches after introducing
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the entire data set. It can be observed that in both k-NN and CBR, most of the
error is attributed to the approximation of activity running (approx. 79% and
51% respectively). On the other hand, it is far lower in CBR, the result of which
is relatively higher error composition of other activities as compared to those
in k-NN. However, since these are compositional parts and convey only relative
information, rather than concrete information, we must take into consideration
the actual MRE, refer to Fig. 4, which is signiﬁcantly lower in case of CBR.

Fig. 7. Error Composition for the CBR (a) and k-NN (b) model

6

Discussion

The experimental results shown in Fig. 4 demonstrate that the CBR model performs well in ﬁnding similar physical activity proﬁles. While k-NN is able to
well approximate four out of six physical activities when ﬁnding the nearest
neighbours, however it fails miserably in ﬁnding with respect to the other two
activities, which results in higher MRE. On the other hand, the CBR model
is able to determine the most similar physical activity proﬁles with respect to
every activity more closely, resulting in far lower MRE as compared to the kNN model. Furthermore, k-NN is susceptible to outliers, which is the cause of
increase in MRE even after introducing the entire data set. Whereas this is not
an issue with the CBR model. In Fig. 5 we observe very minor increase in MRE
with increasing number of retrieved instances using CBR model, whereas the
variations are more pronounced when using the k-NN model. These experiments
demonstrate that the similarity modelling approach presented is working successfully for our application domain. Consequently, the CBR model signiﬁcantly
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outperforms the k-NN algorithm and is more robust in ﬁnding similar physical
activity proﬁles in a population. CBR approach can be applied to ﬁnd and cluster similar activity groups, which will further be helpful in determining activity
phenotypes.

7

Conclusion and Future Work

In this paper, we presented an approach to model the local similarity measures for physical behaviour data in myCBR in a data-driven manner. This
model can be applied on physical behaviour data acquired using wearable sensors to ﬁnd, group and compare similar activity proﬁles. We have demonstrated
through experiments and statistical evaluation how the CBR model outperforms
the state-of-the-art k-NN regressor model. Thus, it can be concluded that CBR
approach is a suitable and viable option for application such as this in the public
health domain. It can further be utilized in determining activity phenotypes in
order to provide personalized activity recommendations to participants and help
slowly transform an inactive into a more active lifestyle. We have also demonstrated through experiments the eﬀectiveness of similarity modelling approach
presented in this paper for the public health domain and it will be safe to conclude that it can be transferred to other similar domains dealing with continuous
numerical data.
The method presented can further be enhanced to automatically assign the
local similarities based on the attributes’ values in the casebase using machine
learning techniques, similar to what [11] presented in their paper. It can signiﬁcantly reduce the eﬀorts required to create new CBR models using diﬀerent data
sets from scratch.
In the future, we aim to extend our research towards compositional data
analysis [3] on the HUNT4 data and applying CBR on the resulting compositional data. Compositional data analysis has been applied by researchers [10]
for estimating the eﬀect of change in physical activity behaviour for daily activities. Whether a change in one type of behaviour is beneﬁcial or harmful for
health depends on the compensatory shifts in other behaviours. The compositional nature of the HUNT4 data has therefore important consequences for both
the analytical approach undertaken and interpretation of eﬀects on health outcomes. Utilizing CBR for compositional data analysis will facilitate (i) getting
insights into the behavioural characteristics between similar proﬁles in a population, (ii) understanding the association and co-dependency among various
behaviours in diﬀerent proﬁles, and (iii) identifying physical behaviour phenotypes.

References
1. A, A., MH, F., MB, R.: Health eﬀects of overweight and obesity in 195 countries
over 25 years. New England Journal of Medicine 377(1), 13–27 (2017), pMID:
28604169

Modelling Similarity for Comparing Physical Activity Proﬁles

429
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Abstract. This paper demonstrates how case-based reasoning (CBR) can be
used for an explainable artiﬁcial intelligence (XAI) approach to justify solutions
produced by an opaque learning method (i.e., target method), particularly in the
context of unstructured textual data. Our general hypothesis is twofold:
(1) There exists patterns in the relationship between problems and solutions and
there should be data or a body of knowledge that describes how problems and
solutions relate; and (2) the identiﬁcation, manipulation, and learning of such
patterns through case features can help create and reuse explanations for solutions produced by the target method. When the target method relies on neural
network architectures (e.g., deep learning), the resulting latent space (i.e., word
embeddings) becomes useful for ﬁnding patterns and semantic relatedness in
textual data. In the proposed approach, case problems are input-output pairs
from the target method, and case solutions are explanations. We exemplify our
approach by explaining recommended citations from Citeomatic - a multi-layer
neural-network architecture from the Allen Institute for Artiﬁcial Intelligence.
Citation analysis is the body of knowledge that describes how query documents
(i.e., inputs) relate to recommended citations (i.e., outputs). We build cases and
similarity assessment to learn features that represent patterns between problems
and solutions that can lead to the reuse of corresponding explanations. The
illustrative implementation we present becomes an explanation-augmented
citation recommender that targets human-computer trust.
Keywords: Case-Based reasoning  Textual Case-Based reasoning
Explainable artiﬁcial intelligence  Semantic relatedness  Word embeddings
Citation recommendation  Human-Computer trust

1 Introduction and Background
Case-based reasoning (CBR) is a suitable methodology to manage and learn from
experiences, particularly amenable to generating explanations, integrating with other
methods, and manipulating various sources of domain knowledge. Previous work in
CBR has demonstrated multiple strategies for creating explanations [1, 2], and for
dealing with textual sources [3]. The combination of said characteristics reveals the
marked potential for use of CBR in producing explanations for opaque (i.e., black box)
artiﬁcial intelligence (AI) methods, which is the focus of explainable AI (XAI) [4],
particularly in textual contexts.
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Our work resembles that by Nugent and Cunningham [2] in being a generic casebased approach to explain solutions from black-box methods that acts as an intelligent
agent and learns from observing the black-box behavior, and from its accessible data.
Ours differs in that we start without a case base and focus on textual aspects. Also
starting from the black-box method only (i.e., without a case base), Li et al. [5] propose
to augment a deep learning classiﬁcation architecture with a prototype layer and an
autoencoder. The training favors prototypes that are similar to inputs. As a result, the
decoder enables visualization of the prototypes that can be used as explanations for the
learned classiﬁcations. This way, their method explains classiﬁcations based on how
similar the prototypes are to inputs. Because an input-outcome class pair plays the role
of a case problem and explanatory prototypes work as case solutions, the authors [5]
describe this reasoning as case-based.
In contrast, our proposed approach separates the execution of the target method,
i.e., the method whose solutions we want to explain, from reasoning with cases. We
propose a case problem to be the input-output pair from the target method, and the case
solution to be an explanation. For a given target method, designing the TCBR-XAI
approach starts by considering the target method’s input-output pair as the basis of each
case. The ﬁrst step is to identify explanation categories, which requires comprehension
of the application domain and the users’ goals to consider possible circumstances that
would constitute anomalies and thus require explanations [6]. The second step is to
extend cases with features that enable the retrieval of appropriate explanations (Fig. 1).
Case extension learning seeks patterns that describe how input and output relate. The
case extension module relies on external data and knowledge and can reach back to the
target method for patterns. This is particularly important when the target method uses
neural networks fed with textual instances, thus producing latent spaces like word
embeddings that can be used to represent the behavior of words with respect to their
context in the model of the data they were trained (e.g., [7]).

Fig. 1. Cases are designed from the target method’s input-output pairs (ﬁrst), explanations to
meet users’ goals (second), and case extension learning (third)
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Once the approach is ready, operation requires an interface manager to manipulate
inputs and outputs between users, target method, and the CBR module. When a user
inputs a problem, it is sent to the target method, which produces an output. This inputoutput pair becomes the CBR new problem. The approach computes the values for
extended case features and triggers Retrieve to search for the candidate case most
suitable for Reuse. This retrieved case lends its classiﬁcation—that is, an explanation,
to the new problem that is appended to the solution presented to the user.
The value of XAI approaches has been widely illustrated. For example, [5] mentions
how the Food and Drug Administration considers opaqueness of deep learning products
a problem. Enabling explanations for powerful but opaque learning methods is crucial
for acceptance. Hence, XAI plays a key role in the ﬁeld of human-computer trust.
We illustrate the proposed approach using as target method the multi-layer neuralnetwork architecture citation recommender - Citeomatic [8]. We conducted a study to
investigate whether initially identiﬁed patterns in Citeomatic’s input-output pairs can
be used to learn a similarity measure that allows the reuse of explanations with reasonable accuracy.
In the illustrated application, the solution of each case is an explanation for the
target method’s recommended citation, aiming to justify why the user should include
the recommended citation in her literature review. Citation recommendation is not
typically idealized in support of literature reviews, but in combination with an explanation component, we expect to increase trust in such solutions. To the best of our
knowledge, this is the ﬁrst study investigating case-based explanations starting without
a case base thus requiring case extension. We also believe this is the ﬁrst use of
explanations to make use of citation recommendation in support of conducting literature reviews.
In Sect. 2, we describe the proposed approach. Section 3 describes the use of the
approach in support of literature reviews. Section 4 describes the steps of the study,
results, and discussion. Section 5 discusses related works, we conclude in Sect. 6.

2 Proposed Textual Case-Based XAI Approach
This proposed method is inspired in the notion that explanations are needed when users
are presented with facts that deviate from their view of the world [6]. We focus on
explanations for the results of neural-network methods that typically execute some
form of the classiﬁcation task. Our premise is that the explanation for the discrepancy
between the user’s view of the world and the results of a target method can be found in
the universe of relationships between the target method’s input and output, including
external data and knowledge that helps analyze how input and output relate.
In the proposed approach, we deﬁne a target method TM as one that processes input
problems P into output solutions S. It is expected that at least P is textual. Each inputoutput pair P-S is the starting point of a case c 2 C. Cases in C are represented through
a sequence of attributes in A, where A = {P, S, Ff, E}, respectively, problems P and
solutions S, multiple attributes Ff used to describe how input problems P and output
solutions S relate, and an explanation e 2 E, as case solution. Attributes Ff extend case
description by representing relationships between TM’s inputs and outputs.
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The goal of this TCBR-XAI reasoner is to predict which outcome class each P-S pair
belongs. Each explanation corresponds to a classiﬁcation, i.e., to classify the class of a
P-S relationship is how to select their corresponding explanation. This approach
includes two steps described next.
2.1

Identifying Explanation Categories

The proposed case-based explanation method relies on cases that are instances of
problem contexts that correspond to unique explanations. These problem contexts may
fall within categories that correspond to each explanation. The source of explanations
are users’ goals [6] as they react to discrepancies between their expectation and the
target method’s solutions. Designing this case-based explanation method requires
capturing users’ goals and explanation categories, and matching them to create cases.
2.2

Case Extension Learning

Case extension learning refers to the identiﬁcation of case features that can be used to
represent relations between the target method’s problem-solution pairs so they can be
used to retrieve their corresponding explanations. This problem goes beyond traditional
case acquisition because it requires domain knowledge and data that is external to
recorded case problem-solution experiences.
The target method’s P-S pairs and other representations produced by the target
method are the main sources where to search for candidate features. Such features
would represent patterns that may repeat when the same explanation applies. Multiple
features may be acquired and they will be conﬁrmed when learning from labeled
instances determines their relevance. In this sense, case extension is a learning
step. The requirements are the categories of explanations and P-S pairs labeled with
their corresponding classiﬁcations associated with explanations.
Consider a system designed to prescribe workout routines where one of the
explanations identiﬁed is working out in water is less strenuous to the joints. There is
domain knowledge that associates this explanation with problems containing knee
problems and solutions that contain swimming. Given a textual problem and solution
descriptions that may discuss many other aspects, case extension learning must identify
features in the P-S pairs that leads to the reuse of the explanation above. Ideally, it
should include a feature that captures this knee problems-swimming relationship.

3 Explaining Citation Recommendations
The application problem we illustrate involves the use case of a user who seeks relevant
works for a systematic literature review. A user who needs to conduct a literature
review would expect to conduct a search and ﬁnd a number of relevant papers that are
humanly processable. This is not what happens in academic searches. Recent advances
using neural networks and knowledge graphs have increased recall by expanding
queries [9] but precision is still an issue. Works that target automation of literature
reviews typically summarize relevant works based on citation sentences (e.g., [10–12]),
but rely on existing academic search methods.
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We interpret the vast volume of articles in response to academic search as an
anomaly. Based on Leake’s goals for users’ explanations [6], we contend that, in the
context of conducting systematic literature reviews, users need an explanation that can
help them decide whether to include a speciﬁc recommended article in their literature
review. Based on citation analysis, this explanation would indicate a citation category.
For example, think of citations that pay homage to pioneers. Articles to be cited in that
category will certainly be included in the literature review of a dissertation, but they
may not necessarily be included in a small conference paper. Consequently, presenting
the citation category would lead to an explanation for why a certain article is relevant,
helping the user decide whether to include it.
Citation analysis [13–15] is one of the ﬁelds motivated by the concern that
researchers may miss relevant related works in their reviews. Combining citation
analysis and information retrieval, the ﬁeld of citation recommendation (e.g., [8, 16])
proposed the crucial innovation of requiring more than just a few keywords as input.
This improves the recall side of retrieval, decreasing the need for expansion. We
selected Citeomatic [8] because it is the only citation recommender we found that also
implements a step considering precision of retrieval is Citeomatic [8], which combines
the scale of neural networks, semantic relatedness from word embeddings, pruning of
less relevant works for precision, and requires at least an abstract input.
3.1

Identifying Categories

Given the preliminary nature of this work, we have not yet captured the possible
spectrum of user goals when conducting literature reviews. The literature suggests
categories of citations along multiple dimensions [15], including classifying them as
meaningful or not [17]. Those categorizations inspired us, but none directly supported a
user conducting literature reviews.

This publicaon shares important contents with your research.
In my experience, this is an indispensable citaon to include.

Fig. 2. The explanation corresponding to a citation classiﬁed as substantiation

The citations recommended by Citeomatic achieved state of the art performance
[8], so we assume they are all relevant. We adopted two categories that could lead the
user to one of two goals, to include, or not include the citation. The categories are
substantiation and background. A citation that falls in the substantiation category is
more indispensable than a background citation. One way to interpret a substantiation
citation is that the contents of the citing document include ideas that are discussed and
potentially developed in the substantiation citation. An example is a citation that a
reviewer suggests as missing the proper acknowledgement to the authors who contributed to an idea. In a substantiation citation, the citing document describes contents
that appear in the recommended citation. When Citeomatic recommends a citation that
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our approach classiﬁes as substantiation, the corresponding explanation presented to
the user is in Fig. 2. Note this language is preliminary until user studies are performed.
A citation that falls in the background category also shares contents with the citing
document (or Citeomatic would not have recommended it). The relevance of the
background citations is marginal. Their contents are related to the citing document but
the citing document does not include ideas that were developed in the background
citation. This kind of citation may be included in extensive literature reviews that
exhaustively survey a topic, but they are not indispensable. When Citeomatic recommends a citation that our approach classiﬁes as background, the corresponding
explanation presented to the user is in Fig. 3. These are the only two explanations
offered in this implementation using Citeomatic as the target method.

This publicaon does not share substanal contents with your research.
Although pernent, its inclusion is not indispensable.

Fig. 3. The explanation corresponding to a citation classiﬁed as background

3.2

Extending Cases

Extending cases for explaining recommended citations implies seeking representations
that could capture the relations between query and cited paper that would justify their
citation as either substantiation or background. The nature of these relations is
unknown. Identifying features whose values will lead to reasonably accurate retrieval
of explanations would serve both CBR and citation analysis domains. We chose to start
from methods to assess semantic relatedness and descriptive features.

Table 1. Case description
Case role

Attributes

Case problem

Query paper
Cited paper
W2V-based relatedness
PVDM-based
relatedness
Jaccard coefﬁcient
Cited paper size
Publication type pair
Citation position
Classiﬁcation
(Explanation)

Candidate extended
features

Case solution

Example
value
Q05.txt
C0502.txt
0.133884853
0.027161114

Description
Query ﬁle name
Cited ﬁle name
Non-normalized
value

0.041467305
33,716
0
2000
0

Number of bytes
Not the same type
2nd out of 8 parts
0 is substantiation
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The list of candidate feature names, example values, and a brief description are in
Table 1. These features and the methods used to obtain their values are described in the
next section.

4 Experimental Design
The approach proposed in this paper is based on the premise that patterns that associate
target method’s inputs with outputs can be identiﬁed and used to learn a similarity
measure that allows for reuse of explanations with reasonable accuracy. Accuracy in
this study is given by the ratio of correct classiﬁcations to the total number of classiﬁcations, where a correct classiﬁcation indicates the explanation that corresponds to the
citation category.
To investigate the above premise, we start from a sample of 10 (query) papers. For
each query paper, we select 10 papers recommended by Citeomatic. We check that
those recommendations are papers that were indeed cited by the query papers, so the
recommended papers we refer to as cited papers. The 10 query papers, plus 10 cited
papers for each, amount to 110 papers. Each pair query-cited becomes a case, so there
are 100 cases. For case extension learning, we label each of the 10 cited papers using
the categories substantiation and background. These are the outcome classes for the
cases, which correspond to one of two possible explanations. To extend cases, we
identify six candidate features. We create local and global similarity functions, and run
leave one out cross validation (LOOCV) to assess the average accuracy of the case
base. Average accuracy, given in percentage, is the average of the case base accuracy
obtained for 100 iterations when each of the cases is left out. We conduct an ablation
study to assess the impact of each candidate feature in accurately classifying cases.
4.1

Data

To select the data for our study, we had some requirements. Citeomatic relies only on
paper abstracts, but for analyzing the relationship between query and cited articles, we
needed the full text of articles. There is evidence that an article’s claims are not
necessarily reported in the abstract [18], so there may be important language that is
never included when only abstracts are used. The analysis we want to represent in
extended case features aims to determine the citation category in which a citation in the
query paper belongs. Citation analysis emphasizes that the location where a citation
occurs is meaningful [15], thus we could not properly analyze citation relations with
abstracts only. We needed a corpus large enough so we could try to build language
models to beneﬁt from measures of semantic relatedness. Given that Citeomatic targets
computer science and neuroscience, we selected the ACL anthology network corpus
[19]. We used the 2013 version, consisting of 23,594 scholarly publications in the ﬁeld
of computational linguistics. Most full-text papers in the ACL corpus are also in
OpenCorpus1 (openC), an important data source used in Citeomatic studies [8].

1

https://github.com/allenai/citeomatic/blob/master/README.md.
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To select the sample, we had to consider that based on the concepts of substantiation
and background citation categories, the proportion of overlapping contents between
query and cited articles may be relevant, so our data needs to cover examples when this
occurs and when it does not occur so we can verify this. This led us to select at least
some of the sample articles within a narrow domain of the ﬁeld. The goal of 10 query
articles with 10 citations was deﬁned as the limit so humans could easily label them.
We elected the ﬁeld of Sentiment Analysis to choose an initial (arbitrary) number of
four widely cited seminal papers. We included only peer-reviewed workshop, conference papers, and journal articles, excluding books and presentations. We expanded
this set from 4 to 100 by submitting these initial papers to Citeomatic and adding
papers from recommended citations. From this pool of 100 papers, we manually
selected 10 papers that had at least 10 actual citations that were both in ACL and in
openC. This produced 110 papers, 10 queries and 100 cited. This is our base sample.
Table 2 lists query and cited papers, their sizes and quantity.
Table 2. Volume and length of query and cited papers
Quantity Document group
Average size in bytes
10
Whole query papers (WQ) 68,045
100
Cited papers (C)
36,044

4.2

Preprocessing

We downloaded the ﬁle with ACL papers already converted to text2. The quality is not
ideal, there are words joined together, words with all letters repeated or separated by
spaces, tables as meaningless text sequences, various unknown characters, etc.
The ﬁrst step was to extract and name the ﬁles of the 10 sample articles. We could
not locate ﬁve papers in the corpus likely due to their unsatisfactory quality. We
resorted to manually converting those papers from PDF into text and adding them to
the merged corpus. We started preprocessing with 22,396 papers, which included the
110 in the sample. The preprocessing steps were: 1. Removal of non-English words,
using a library3 that detects language and does not remove foreign language words, but
removes noise. We only set the parameter en for English. 2. Removal of hyphens and
paragraph marks so each article in the corpus is separated by one paragraph mark. Data,
code, and raw results are available (See footnote 2).
4.3

Labels

Three members of our team manually labeled the 100 citations in the 10 query sample
articles as either substantiation or background based on the deﬁnitions presented in the
last section. We selected only one citation by query to create cases.

2
3

https://github.com/Rosinaweber/iccbr2018.
https://github.com/Mimino666/langdetect/blob/master/README.md.
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Methods Used to Derive Candidate Extended Features

The two ﬁrst candidate features, W2V-based relatedness [7 20] and PVDM4-based
relatedness [21] require language models. The third feature is the Jaccard coefﬁcient.
The last three features are descriptive. We note that language models and metrics to
assess semantic relatedness are not intended to assess similarity between cases, but to
estimate relationships between a target method’s inputs and outputs. These executions
are also not meant to compare the performance of such models. For this reason, we
adopted conﬁgurations and methods that seemed to be suited for the data and the
techniques used, without making them uniform.
W2V-Based Relatedness. The ﬁrst candidate feature computes the semantic relatedness between query and cited papers. Words that are highly semantically related are not
synonyms, but they occur in the same contexts. For example, the words natural and
language are highly semantically related. Word2vec (W2V) [7, 20] is a neural network
that uses batches of text segments to predict the subsequent words in the text, using a
corpus in a supervised fashion and beneﬁting from the ordering of words. W2V produces a latent space of vectors with useful properties like the cosine of two wordvectors that represents how semantically related the two words are in the trained
corpus. We used the cosine similarity as in Eq. 1 where the dot product of the vectors is
divided by the product of their L2 norms:
cosðQ; CÞ ¼

QC
kQk2 kCk2

ð1Þ

We used the Skip-gram version of the W2V algorithm [7] on the ACL data to
obtain its language model through word embeddings for all 2,176,977 distinct
vocabulary words. We removed stopwords with the English stopwords corpus from
NLTK5, points and commas. Before preprocessing, the ACL ﬁle contained approximately 100 million words. The ACL raw data ﬁle size is of 611,933 KB.
We used Tensorflow6 to run W2V with two conﬁgurations, namely, window of 5,
embedding of 300, batch size 300, 100 negative samples, and 50 thousand iterations
(W2V-5); and window of 21, same embeddings and negative samples, and 100
thousand iterations (W2V-21). To compute semantic relatedness between documents,
we used the produced embedding vectors to represent each word in the query and cited
ﬁles and computed the cosine of each pair. Lastly, we averaged the cosine of all vector
pairs to estimate the semantic relatedness between query and cited ﬁles.
Another W2V conﬁguration used was the popular pretrained model word2vecgoogle-news-3007 [20] (W2V-Gnews). Because it was trained on 100 billion words
and a vocabulary of 3 million words, this model is frequently used for reference.
Despite the fact that this model was trained from news articles, it bears relevance due to

4
5
6
7

PVDM stands for distributed memory model of paragraph vectors as per [21].
https://www.nltk.org/data.html.
https://www.tensorﬂow.org/.
https://rare-technologies.com/new-download-api-for-pretrained-nlp-models-and-datasets-in-gensim/.
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its well- validated quality. For this variant we used Gensim8. When using pretrained
embeddings, it is faster and less prone to error to reuse supported libraries for estimating the semantic relatedness between the documents, so we used the Gensim
library9 for the word mover distance (WMD) metric [22]. WMD is a document similarity metric based on the Earth Mover’s Distance transportation problem. The principle is to compute the cumulative distance that each word in a document has to travel
[22] to match the position of the word in the document being compared. The WMD
metric is computed over a word embedding space, and thus is suitable for using with
pretrained word embeddings.
The last conﬁguration of W2V used was a model trained with the openC data
(W2V-openC), the same data used by Citeomatic [8]. Despite limiting the language
model to abstracts only, the volume of over 39 million abstracts and the fact that this is
the basis of Citeomatic makes this model appealing. The ACL raw data ﬁle size is of
9,596,523 KB. Because this data was also trained in Citeomatic with Gensim, we used
the same conﬁguration as Citeomatic: window 21, embedding 300, and 10 iterations.
PVDM-Based Relatedness. PVDM stands for the distributed memory version of the
paragraph vector algorithm [21]. This algorithm attempts to combine the strengths of
word vectors in paragraph vectors. The PVDM algorithm uses the same principle as
W2V to predict the context of words with neural networks. It differs in that it concatenates entire paragraph vectors with word vectors to predict an output word [21].
We used the Gensim library (See footnote 6) of PVDM, also known as Doc2vec on
the previously described ACL corpus. We used window 21 and embedding 300 in
5,000 iterations. To assess semantic relatedness, we again rely on a library created for
this purpose, similarity_unseen_docs, which computes the cosine between two paragraph vectors, being one paragraph vector created for each document, i.e., query and
cited.
Jaccard Coefﬁcient. This metric takes the ratio of shared to non-shared tokens of a
corpus. We used it to assess the coefﬁcient for every query-cited document pair. We
computed it by dividing the total of the tokens common to the two ﬁles by the sum of
all tokens in both ﬁles, minus the total of shared tokens. This is the same as dividing the
intersection between two ﬁles by their union.
Descriptive Features. Cited paper size is the number in bytes of the cited paper. There
is one cited paper by case, so these values are all unique. Publication type pair is a
binary value that represents whether query and cited paper in each case are of the same
type, the possible types being journal article and conference paper. Citation position
indicates the position in the query paper where the cited paper in each case is cited. We
divided the query papers in eight parts, so the values can be one of eight. A value of
1000 indicates the citation is in the ﬁrst eighth of the query document, whereas 8000
indicates it is in the last eighth.

8
9

https://rare-technologies.com/category/gensim/.
https://radimrehurek.com/gensim/similarities/docsim.html#gensim.similarities.docsim.
WmdSimilarity.
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Similarity, Weight Learning, and LOOCV

Similarity assessment was designed through aggregation of local similarity functions
via weighted average. The result of the average of similarity functions weighted on
learned weights produces a similarity score between each candidate case and a new
case. The candidate case with highest similarity score is the nearest neighbor (NN) (kNN with k = 1). Next, we describe local similarity functions, the weight learning
method, and how we investigated other values of k.
Local Similarity Functions. The local similarity functions for W2V-based relatedness, PVDM-based relatedness, Jaccard coefﬁcient and Cited paper size are linear,
symmetric, and continuous. We compute the local similarity functions for these four
attributes as follows. For attributes a 2 A, acc refers to the value of the current attribute
in the candidate case cc from the case base, anc refers to the value of the current
attribute in the new case, and rangea denotes the difference between the maximum and
the minimum values of a 2 A. The local similarity is computed with Eq. 2:

simðanc ; acc Þ ¼

anc  acc
rangea


1

ð2Þ

The attribute Citation position is discrete, so we create a table for each pair anc−acc,
following Eq. (2). The attribute Publication type pair is symbolic and binary, being 1
when values are equal and 0 when different.
Weight Learning. We used the standard gradient descent (i.e., not stochastic) to learn
weights based on the so-called vanilla implementation10, which relies on a sigmoid
activation function, partial derivatives, and least squares to compute error.
Number of Nearest Neighbors. We varied the value of k to reuse classiﬁcations. To
avoid ties, we computed only odd numbers of neighbors, namely, k = 1, k = 3, and
k = 5. When k = 3 and k = 5, we decide on the classiﬁcation of the new case to be the
mode of the set of classiﬁcations of the nearest neighbors.
Evaluation. Given the non-deterministic nature of gradient descent, we evaluated the
performance of the similarity measure via LOOCV on the 100 cases. At each iteration,
one case is removed to become the new problem, weights are learned via gradient
descent, similarity is assessed, and the candidate case(s) with the highest score(s) lend
(s) its(their) classiﬁcation to the new case. If the predicted accuracy equals the actual
accuracy for that case, then one positive unit is added to compute the total accuracy for
the 100 cases, which gives the percental accuracy of the case base.

10

https://www.pyimagesearch.com/2016/10/10/gradient-descent-with-python/.
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Results

Different Numbers of Nearest Neighbors. Using the four different W2V conﬁgurations (i.e., W2V-5, W2V-21, W2V-Gnews, W2V-openC), we compared results
obtained with k-nearest neighbors with k = 1, k = 3, and k = 5 along these seven
conﬁgurations. We computed the correlation between results with k = 1 and k = 3,
k = 1 and k = 5, then k = 3 and k = 5. Because all correlation values were 1.0 (when
using single digits) we will present the ﬁnal study using k = 1.
W2V Conﬁgurations. We compared the four different W2V conﬁgurations (i.e.,
W2V-5, W2V-21, W2V-Gnews, W2V-openC). First, we computed the correlation
between the average accuracies to identify the lowest and highest results. We found
that the main differences were between W2V-5 and W2V-Gnews. We compared those
two sets of results and the average accuracies were higher when using W2V-Gnews.
W2V-Gnews produced average accuracy 4.37% higher than W2V-5. We thus selected
the values computed with the W2V-Gnews model to populate the W2V-based relatedness feature in the cases for the ﬁnal study.
Table 3. Averages and standard deviations of 100 executions of LOOCV in 100 cases
Attribute removed
None
W2V-based relatedness
PVDM-based relatedness
Jaccard coefﬁcient
Cited paper size
Publication type pair
Citation position

Average
69.03
68.81
69.68
68.39
60.67
71.53
73.43

Variation
100
0.00
0.01
−0.01
−0.12
0.04
0.06

St dev
2.10
2.35
2.51
2.44
2.34
2.40
2.20

Case Extension Learning. We conﬁrm which candidate features we will keep for
case extension with a feature ablation study, focusing on the six candidate features
previously described. Table 3 shows average accuracies for the case base ﬁrst with
none feature removed, then with each of the six candidate features removed. Because
the effect in accuracy is positive when features Publication type pair and Citation
position are individually removed, they are excluded.
Table 4. Averages and standard deviations of 100 executions of LOOCV in 100 cases
Attribute removed
None
W2V-based relatedness
PVDM-based relatedness
Jaccard coefﬁcient
Cited paper size

Average Variation St dev
68.75
100.00
1.48
68.55
0.00
1.75
67.58
0.01
1.52
66.85
−0.01
1.63
64.10
−0.12
3.25
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Table 4 shows results for the four features in Table 4, which can retrieve explanations
with an average accuracy of 68.75%. These features entail repeatable patterns in the
relationship between the target method’s inputs and outputs as they lead to reasonably
accurate average accuracies when retrieving explanations.
The 0.01 increase when the PVDM-based semantic relatedness feature is removed
(Table 4) is considered negligible because it becomes 0.0 when using single digits.
Note that when the two features are removed (from Table 3 to Table 4) the average
accuracy of the none removed decreased, indicating the effect on the remaining features
when a feature or more are removed.

1.4
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1.2

1.2
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C21
C22
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C24
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C1
C2
C3
C4
C5
C6
C7
C8
C9
C10
C11
C12
C13
C14
C15
C16
C17
C18
C19
C20
C21
C22
C23
C24
C25

Discussion. The resulting average accuracy seems low but promising, and the low
standard deviation shows consistency. Because this is a novel task, there are no
alternative approaches for comparison.
Looking at the results in Table 4, we observe that the attribute whose absence
penalized the accuracy the most was the Cited paper size (shaded in Table 4) that
brought down the accuracy from 68.75% to 64.10%. Interestingly, its absence also
increases standard deviation, suggesting this may indeed be an important feature.
The second attribute that penalized accuracy the most was not expected to be this
influential, namely, the Jaccard coefﬁcient. This was added to help distinguish a
content-based similarity versus one at the surface level. This result says more about the
low quality of the two ﬁrst embedding-based similarities than of the quality of this one.
This indicates that more effort needs to be put in the language models to learn
embeddings. New features and/or data are needed to reach higher average accuracy.
The resulting average accuracy suggests that the selected features represent these
classes of input-output relationships with noise. As we attempt to visualize the patterns
revealed by these features, only the feature W2V-based relatedness shows clear distinct
patterns for classes substantiation and background. Figure 4 illustrates how the values
for W2V-based relatedness (left) for a sample of 25 cases in each class reveals a
discernible pattern while the values for PVDM-based relatedness (right) for the same
cases of the same classes are not discernible.

Substanaon

Background

Fig. 4. The pattern of W2V-based relatedness (left) vs. PVDM-based relatedness (right) by
class. W2V-based is discernable while PVDM-based is not
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5 Related Work
We introduced this paper including background and motivating work. In Sect. 3, while
presenting the problem context of our application, we discussed works related to
citation analysis, citation recommendation, automation of literature reviews, and academic search. In this section, we limit our discussion to related works within CBR.
In addition to pioneering contributions in CBR, Schank [23] was of the ﬁrst to
propose case-based explanation, catalyzing the development of early, influential CBR
systems capable of generating explanations (e.g., [6, 24]). Some initial work in casebased explanation saw interest in creativity aspects [24], whereas others sought CBR
approaches for leveraging domain knowledge to produce contextual explanations [25].
Not constrained to a single tool, so to speak, Kofod-Petersen et al. [26] examined
user goals concerning explanations, and the utility of the knowledge-intensive
CBR CREEK framework in the context of the ﬁve explanation goals detailed by Sørmo
et al. [1]: transparency, justiﬁcation, relevance, conceptualization, and learning.
Roth-Berghofer [27] insightfully outlined key challenges of case-based explanation,
elaborating as to what is afforded via each of the four CBR knowledge containers in
terms of what can be explained naturally by each container; offering useful discussion as
to the importance of human-computer trust regarding case-based explanation.
Also proposing a generic case-based approach to explain solutions of opaque
methods, [2] use the target method as an oracle to learn a local case base to increase
explanation quality. Most works create explanations as a posthoc analysis, which [5]
argue against. A recent demonstration [28] however shows that noise in training data
may interfere with explanations but not with classiﬁcations, showing that it is difﬁcult
to guarantee alignment even when explanation and classiﬁcation are synced.
TCBR methods have usually relied on innovations from the ﬁelds of information
retrieval, natural language processing, and text mining. Using information extraction
[3], cosine similarity [29], and language models based on cooccurrence [30] have
marked some of the stages in the TCBR literature. Not surprisingly, it is now the time
to explore neural probabilistic language models (e.g., [7]). The principle is the same as
in latent semantic analysis (LSA) [31] and its variants, to model a corpus based on the
frequencies of cooccurrence of words, leveraging the distributional hypothesis. LSAtype methods rely on counting words, whereas neural probabilistic models are learned
with neural networks. The resulting trained network has powerful properties that allows
operations between vectors that are consistent with the semantic space of words [7].

6 Conclusions, Limitations, and Future Work
In this paper, we introduced a TCBR approach for XAI, and preliminarily demonstrated
how it can be used to explain Citeomatic’s recommendations. We formulated two
explanations based on how the target method’s input and output relate to one another
based on external knowledge from citation analysis [15]. We described a study where
we investigated six candidate attributes to describe the target method’s input-output
relationship. We conducted an ablation study to conﬁrm the contribution of candidate
features and only conﬁrmed 4 out of the six features, illustrating how to implement the
proposed approach.
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Our goal to ﬁnd features that could be used to retrieve explanations was achieved.
The resulting average accuracy over 100 executions on 100 cases in which those
features can propose explanations is 68.75%. This result manifests the competence of
our approach in observing the target method behavior, capturing those observations as
cases, and extending them with results of analyses done by combining domain
knowledge from citation analysis, textual methods, and data accessible from the target
method to offer explanations for the method’s solutions. This result also demonstrates
that case extension has indeed captured repeatable patterns in cases. There are no
alternative means to compare this performance because the illustrated application is
unprecedented. The value of this result is limited by the small number of 100 cases, and
the only two categories of explanations.
These results suggest that new features should be investigated for improving this
average accuracy. The better results for semantic relatedness in alignment with the
labeled instances came from the embeddings pretrained with Google news and not from
any of the data from scientiﬁc articles. These features may require more robust
vocabularies in support of more predictive language models. With better average
accuracies, close examination of the repeatable patterns in case extension features may
shed light on citation categories and potentially on how to implement the proposed
approach to other application problems.
The two other directions to explore are those from [2, 5]. Subsequently, we will
explore more categories of explanations as we conduct user studies to assess their goals
with respect to systematic literature reviews.
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Abstract. Multiple sensor modalities provide more accurate Human
Activity Recognition (HAR) compared to using a single modality, yet
the latter is preferred by consumers as it is more convenient and less
intrusive. This presents a challenge to researchers, as a single modality is
likely to pick up movement that is both relevant as well as extraneous to
the human activity being tracked and lead to poorer performance. The
goal of an optimal HAR solution is therefore to utilise the fewest sensors
at deployment, while maintaining performance levels achievable using all
available sensors. To this end, we introduce two translation approaches,
capable of generating missing modalities from available modalities. These
can be used to generate missing or “privileged” modalities at deployment to augment case representations and improve HAR. We evaluate
the presented translators with k-NN classiﬁers on two HAR datasets
and achieve up-to 5% performance improvements using representations
augmented with privileged modalities. This suggests that non-intrusive
modalities suited for deployment beneﬁt from translation models that
generates privileged modalities.
Keywords: Human Activity Recognition
Case representation · Privileged Learning

1

· Machine learning

Introduction

Human Activity Recognition (HAR) involves the computational analysis of
human movement. The types of movement which are recognised are directly
dependent on the application requirements. Typically these applications relate
to tracking or monitoring movements such as ambulatory activities (i.e. walking or jogging) [9,11], daily activities of living (i.e. gardening or cooking) [1] or
exercises (i.e. muscle strength increasing exercises or stretching) [12]. In these
c Springer Nature Switzerland AG 2018
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situations we would expect to use sensing devices comprised of wearables (inertial sensors such as an accelerometer or a gyroscope) and ambient sensors in the
environment (such as movement sensors in a home) to track user activity.
Reasoning with multi-modal sensor data is an active area of AI research [17]
with applications ﬁelded in a range of domains, including health and well-being,
smart cities, robotics and interactive natural interfaces. For HAR having different modalities for sensing is advantageous as it provides contextually richer
representations. However access to all sensor modalities at deployment can be
restricted due to a variety of reasons. Economics in some situations will limit the
number of available sensors; erroneous behaviour may cause loss of data temporarily or ease of use may restrict the number of sensors one may be willing to
use. In short, considerations such as usability, ease of deployment and cost all
suggest that access to data from all modalities is likely to be a privilege to be
had at training, and not necessarily at deployment (test time). This poses an
interesting question of how representations learnt using all modalities at train
time can also be exploited at test time. Here instead of simply ignoring missing
modalities at test time we explore how performance gains can be achieved by
learning to estimate them.
In this paper we focus on HAR in the context of Privileged Learning (PL) [14].
Speciﬁcally we show how PL can be used to estimate missing parts of a representation when one or more modalities are absent at test time. The key idea is to
learn a generative model that can use existing modalities to estimate representations for any missing modalities. An initial study on linear correlation between
modalities has as expected revealed that a simpler technique such as a linear
regression is ineﬀective at estimating missing modalities. Our solution borrows
ideas from computational language translation [13], but instead of translating
between language pairs, we translate between data generated by sensor modalities - from present to missing modalities. The main assumption here is that
there is a non-linear correlation between modalities and that we can discover
them from a parallel corpus of modality pairs using translators. Accordingly we
make the following three contributions:
– formalise PL in the context of HAR by recognising how diﬀerent modalities
contribute towards improved classiﬁcation;
– introduce novel translation methods that can learn a mapping between sensors
to estimate missing modalities at deployment; and
– conduct a comparative study of the proposed algorithms on the SelfBACK1
and PAMAP22 datasets to demonstrate their ability to achieve improved
performance with fewer modalities at deployment.
This paper is organised as follows: in Sect. 2 we explore work related on HAR,
PL and Sequence generation; in Sect. 3 we interpret Privileged Information (PI)
1

2

The SelfBACK project is funded by European Union’s H2020 research and innovation
programme under grant agreement No. 689043. More details available: http://www.
selfback.eu. The SelfBACK dataset associated with this paper is publicly accessible
from https://github.com/selfback/activity-recognition.
https://archive.ics.uci.edu/ml/datasets/PAMAP2+Physical+Activity+Monitoring.
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in the domain of HAR and oﬀer formalisations for our approaches. We detail
the datasets, experiment design and evaluation techniques in Sect. 4; in Sect. 5
we present results and discuss outcomes; followed by conclusions and future
improvements in Sect. 6.

2

Related Work

Signiﬁcant research has been carried out on reasoning with sensors for HAR using
machine learning techniques. While early work was focused on using a single
sensor to perform HAR with hand crafted features [6], more recent advancements
are largely due to the successes of deep learning. Much of the latest research
has focussed on exploiting multiple sensors for HAR with deep learning models
to achieve state of the art performance [8,16]. In [9] the authors explore the
impact of diﬀerent sensor placements on HAR performance and discuss the tradeoﬀ between convenience (wrist placement) versus accuracy (thigh placement).
Ideally we want to optimise sensor placement convenience whilst minimising the
negative impact this can have on accuracy.
Privileged Learning (PL) mimics how humans learn with a teacher. In a
learning environment the teacher provides the student with explanations and
additional information around the topic, but at test time the student must rely
on what they have learned with no access to the teacher. This concept was introduced by [14] where they deﬁne an additional feature space, Privileged Information (PI) that guarantees 100% classiﬁcation accuracy, but only available at
training. We can draw parallels here in sensor placements; whereby sensors that
lead to improved performance but not considered to be convenient placements
are analogous to the teacher in PL. However unlike with PL, a privileged sensor
placement can only promise positive improvements.
In this paper we explore how an additional PI space can be constructed
for HAR. Typically PI can be viewed as an extra set of features describing the
same problem. For example, using additional image masks to inﬂuence improved
orthogonality in convolutional functions for image classiﬁcation [2] or the use of
skeleton information to improve depth sequence analysis [10]. In the latter paper,
the authors demonstrate a system capable of learning to generate privileged
(skeleton) information from training data (depth sequences) which can then be
used to support classiﬁcation at test time. Similarly, in our work we generate a
PI feature space from existing sensors but use both feature spaces to improve
HAR. However our translation model is a reusable standalone component which
translates between sensor data compared to [10] where skeleton generation is
continuously reﬁned with classiﬁcation.
Sequence to sequence (seq2seq), learning has been successfully applied in
many domains, such as image/video captioning [15,18], language translation [3]
and time-series forecasting [4] with Recurrent Neural Networks (RNNs). We also
see Sequence generation with Deep Belief Networks (DBNs) and Deep Autoencoders applied successfully in audio and video reconstruction [5]. Learning to
reconstruct missing sensor data is similar to sequence generation, but as we
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focus on a small window of time, there are less temporal dependencies to be
learnt. The mapping between input and output data in an autoencoder is more
relevant to our work. Unlike with autoencoders our input and output is not
meant to be identical - instead they involve diﬀerent sensor streams aligned in
time. As such we focus more on learning a mapping between diﬀerent sensor
data to capitalise on their spatial dependencies.

3

HAR with Privileged Learning

Figure 1 illustrates how we create the casebase for HAR task from a sample of
people wearing two modalities (i.e. wrist and thigh). We use a sliding window
approach, with a window size of w, to decompose data streams from each modality. Accordingly the case representation, C = {X1 , X2 , X3 , ..., Xn , L}, captures
all n modalities together with the activity class label L at each time window,
where Xi is the ith sensor modality.

Fig. 1. HAR casebase creation

Fig. 2. Case creation at deployment

Unlike with Fig. 1, in Fig. 2 at deployment the user is wearing a single modality (a wrist sensor). We use a translator to estimate the missing modality, using
the data that is present. Thereafter both the present modality Xiq and the estimated modality Xjq are used to form the query case C q . Here Xjq forms our
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privileged information and the translation model is simply a mapping between
the input and output modalities. In our example (Fig. 2) the translation model
can be learnt from a parallel corpus of wrist-to-thigh instances. We use cases from
our casebase to learn the translation model, as each case contains all potential
modalities. More generally, this mapping can be between any number of input
and output modalities.
3.1

A Privileged Classification Model with Translators

In this section we formalise classiﬁcation with privileged learning for HAR. We
consider privileged information in HAR as a set modalities that is present at
casebase creation but missing at deployment. The HAR classiﬁer receives n
number of modalities as input to predict an activity class. Given a query case
C q = {X1 , X2 , ..., Xm }, where m is the number of modalities present at deployment, we determine the missing modalities as n − m. We then use one or more
translators, T , to generate those missing modalities.
χ = T (χ)
where χ ⊂ X and χ ⊂ X  . Here X denotes the set of modalities present at
deployment and X  is the privileged information generated by translators for all
missing modalities.
In this way, we augment the representation of the query case, using generated modalities to create the representation expected by the HAR classiﬁer.
Accordingly, the augmented query has the following representation:


, Xm+2
, ..., Xn }
C q = {X1 , X2 , ..., Xm , Xm+1

C q = {X, X  }
In the rest of this section we describe two translation methods that can generate
the missing modalities, n − m, from the m modalities.
3.2

k-Nearest Neighbour Translator

In this approach, the PI is generated for a query case by exploiting similarity
based retrieval and solution reuse. Given the query case C q and a case C from
the casebase, we calculate their paired diﬀerence as follows:
Distance(C q ,C) =

m

i=0

δ(Xiq , Xi )

where δ calculates the distance between a pair of modalities.
The top, k, cases are retrieved and their solutions (i.e. PI) is reused to estimate the missing modalities values in C q . More speciﬁcally, we reuse the values
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from the privileged information attributes Xi as taken from the k nearest neighbours and average over k to estimate the privileged attribute Xi .
Xi =

k
1 j
X
k j=1 i

We iterate over all privileged modalities to form an augmented representation,
C q , for the query case. This k-Nearest Neighbour Translator will be referred to
as T kN N .

Fig. 3. An example wrist-to-thigh Nearest Neighbour Translator

Figure 3 illustrates an example T kN N translator which retrieves the ﬁrst 3
nearest neighbour cases from the casebase using the wrist modality attributes of
the query case. The thigh attribute modalities of the retrieved cases are averaged
to form an estimate thigh attribute for the query case. In this way an augmented
representation is formed by combining the estimated thigh modality with the
initial wrist modality.
3.3

Neural Translator

We use a fully connected neural network to generate privileged information;
where it learns a neural mapping between its input and output layers. Here the
input layer consists of features representing modalities that are present only at
test time and the output estimates the missing modalities.
More speciﬁcally we have, p ∗ w, input units where p is the number of input
modalities and w is the window size and the output layer consists of units from
a subset of missing modalities, q ∗ w where q is the number of output modalities.
A single hidden layer is introduced to learn the feature mapping from input to
the output units. We propose to use a narrow middle layer to force the network
to learn the most signiﬁcant features from the input when estimating its output.
This also helps avoid learning arbitrary noisy features from the input.
Figure 4 illustrates an example Neural Translator training using a single input
modality (i.e. wrist) to generate another single modality (i.e. thigh). For training
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Fig. 4. An example wrist-to-thigh Neural Translator

we use a parallel corpus of wrist-thigh pairs where wrist is input, and thigh is
the solution that is being estimated by the network. The ﬁgure also indicates
the node activation and loss functions expressions used for model training.
Let XH denote the hidden layer representation of the input Xwrist and calculated with weights WH and biases bH on the hidden layer. The network derives

using the hidden layer representation XH and weights WO and biases
Xthigh
bO of the output layer. During training, given an input, the network learns to
generate a representation of the output modalities that is as close to the actual
values. This is enforced by using a loss function of Mean Squared Error (MSE)
between predicted output and expected output, in Fig. 4, it is the diﬀerence

and actual thigh data, Xthigh .
between predicted thigh Xthigh
q
When a query case C is presented at deployment, we use one or more Neural
Translators to generate all missing modalities required to re-construct C q for
classiﬁcation. We refer to this Neural Translator as T N . Formally the privileged
information generated by T N is:
χ = θ(χ)
Here θ denotes parameters of the trained neural translator.
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Evaluation

We conduct a comparative study to explore the utility of translation models to augment representations for HAR. Accordingly we include the following algorithms:
– T kN N (Sect. 3.2) for several k values (1, 3 and 5) with Euclidean Distance for
δ; and
– T N (Sect. 3.3) using the hyper parameters in Table 1 which were found to be
empirically most eﬀective.

Table 1. Hyper-parameters for Neural Translator
Hyper-parameter

Value

Number of hidden layers 1
Number of hidden units

96

Loss function

Mean squared error

Optimizer/Learning rate Adam/0.01
Number of epochs

100

In the rest of this section we detail datasets, preprocessing and experiment
designs.
4.1

Datasets

We use two HAR datasets in our experiments and their details appear in Table 2.
SelfBACK dataset was compiled with two tri-axial accelerometer data streams
belonging to 6 activity classes performed by 34 individuals for approximately
3 min. Accelerometers were mounted on the right-hand wrist and thigh of the
subject (thus forming 2 modalities). The data for three axes was recorded at
100 Hz for each modality with time stamp. The dataset was recorded simultaneously on two sensors but dispersed as two separate datasets for each modality.
For this study we merge the two datasets aligning them by timestamps to create
a dataset with 8 columns as follows: 1 for the time stamp, 3 (x, y, z) columns
each for wrist and thigh and the label.
PAMAP2 is a Physical Activity Monitoring dataset which contains data from
3 inertial measurement units (IMUs) located on wrist, chest and ankle. 18 different physical activities were recorded by 9 subjects following a pre-deﬁned
protocol [7]. Due to class imbalance within subjects in the dataset we ﬁlter out
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one subject and 9 activities with insuﬃcient data. In addition we only selected
accelerometer data from IMUs. The reﬁned dataset contained 8 subjects and
9 activity classes. Previous literature of PAMAP2 dataset provides benchmark
classiﬁcation using all modalities [7]. But for the purpose of this research we
created classiﬁcation models using individual sensor modality.
Table 2. Summary - Datasets

Number of subjects

SelfBACK

PAMAP2

34

8

Number of activity classes

6

9

Accelerometer calibration

± 8 g, 100 Hz

± 16 g, 100 Hz

Sensor placements and notation Wrist (W) and Thigh (T) Wrist (W), Chest (C)
and Ankle (A)
Window size

3s

3s

Number of instances

9889

4833

Case base

{C 1 , C 2 , C 3 , ..., C 9889 }

Case

C =

4.2

i

i
{XW
, XTi , Li }

{C 1 , C 2 , C 3 , ..., C 4833 }
Ci =
i
i
i
, XC
, XA
, Li }
{XW

Data Pre-processing

We perform three pre-processing steps on each dataset to create case bases for
our translators and classiﬁcation.
1. We use a sliding window size of 3 seconds with no overlap to create instances
for each subject.
2. We convert the three-dimensional (x, y, z) raw data into a single dimension
Discrete Cosine Transform (DCT) instance. First we convert each axis data
instance of 300 timestamps into a DCT feature array and then select the ﬁrst
60 DCT features. We append DCT features from all axes to form one array
of length 180.
3. Finally we normalize all data instances.
We use DCT feature transformations as it has been proven to result in signiﬁcant performance improvements over raw multi-dimensional features. DCTs
extract generic and robust features compared to other statistically crafted features and was also shown to have slightly better or comparable results to deep
feature embeddings [9]. Importantly for us, it simpliﬁes the task of translators
when the mapping can be carried over a proven feature representation for input
and output data. Finally data normalisation ensures that the k-NN classiﬁers are
unaﬀected by scalar diﬀerences between diﬀerent modalities across all datasets.
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Experiment Design

We employed Leave-One-Person-Out (LOPO) cross validation with all our experiments of HAR, with a k-NN classiﬁer where k = 3. We use accuracy on classiﬁcation to study the contribution of translators to performance gains in HAR
and compare results for with and without privileged information. In order to
establish which modalities are more likely to be considered as privileged in a
given dataset, we also studied their individual performance and the contribution
they each provide when combined with other modalities.
With the neural translator we perform several experiments to identify the
most eﬀective hyper-parameters. We experiment with diﬀerent hidden units and
hidden layers in the neural translator to understand the impact on learning the
mapping between sensors. While maintaining the number of hidden layers to
one, Fig. 5 reports the results obtained for diﬀerent hidden units for SelfBACK
dataset. We can observe how performance increases with number of hidden units,
but after 96 (which is closer to half of the size of input units) performance
declines. This conﬁrms claims we made in Sect. 3.3 on how a narrow hidden layer
supports learning better mappings between sensors while discarding arbitrary
noise.
Figure 6 presents performance results obtained with diﬀerent hidden layers
on the SelfBACK dataset. In the ﬁrst four columns, we maintain a considerably
narrow layer size compared to the input and output units, while increasing the
number of layers. These four experiments do not show substantial performance
gains from having additional layers. Later we increase number of layers and make
them broader which saw a signiﬁcant drop in performance. We can observe that,
when the number of parameters of the network increases, the network tends to
over-ﬁt the training data and leads to poorer performance. Accordingly we use
the best hyper parameters in Table 1 on all Neural Translator experiments.

Fig. 5. T N - hidden units

Fig. 6. T N - hidden layers

We adopt the following naming convention, f (Xi /Xj ) to identify the diﬀerent classiﬁers by the modalities that have been used for training, Xi , as well
as to indicate which modalities (if any) are used as privileged information, Xj .
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Here Xj = ∅ indicates the absence of modalities for privileged information. For
example, the f (T /∅) denotes a classiﬁcation model trained and tested with the
single modality thigh data using no privilege information; similarly f (W, C/∅)
is a classiﬁcation model trained on two modalities, W (wrist) and C (chest),
again with no privileged information. In contrast f (W, C, A/A) suggests the use
of 3 modalities for training with modality A (ankle) forming the privileged information which will be estimated by a translator. With translators we adopt the
following naming convention T (Xi /Xj ); For instance T N (W, C/A) indicates a
neural translator which generates A (ankle) as privilege information by translating from W & C (which are wrist and chest) data.

5

Results

In this section we will ﬁrst identify PI for each dataset by comparing baseline
results, next we present performance we obtained with k-Nearest Neighbour
Translator, ﬁnally we present performance we obtained with our Neural Translator. We discuss results and their implications at each subsection.
5.1

Comparison of Baselines to Identify Privileged Information

For each dataset we create several baselines classiﬁers with no privileged information (see Fig. 7). This allows us to analyse individual performance on the HAR
classiﬁcation task and identify modality placements that are ideal for activity
recognition.

Fig. 7. Baseline classiﬁcation results for SelfBACK and PAMAP2
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In Fig. 7 there are results from 3 baselines created for the SelfBACK dataset.
The best baselines are f (W, T /∅) and f (T /∅), with the inclusion of the wrist
suggesting a slight decline in performance. With f (W/∅) using only the wrist,
we see a considerable performance decline of almost 15% compared to the other
two. These baseline results conﬁrm that thigh is clearly a Privileged Information
in the SelfBACK dataset.
The 7 baseline classiﬁer accuracies for PAMAP2 dataset are also shown in
Fig. 7. Here we can see that each of the 3 single modality classiﬁers have comparable performance but appear to have as much as a 10% performs degradation compared to the multi-modal baselines (e.g. f (W, C, A/∅)). This might be
explained by the similarities between some activity classes for example such as
“Walking”and“Nordic Walking” which are harder to diﬀerentiate with a single
sensor and would instead require multiple modalities.
Of the multi-modal classiﬁers on PAMPA2, f (W, A/∅) outperforms
f (W, C/∅) and f (C, A/∅), furthermore, performance of f (W, A/∅) is notably
close to the three-modality classiﬁer f (W, C, A/∅). Surprisingly the two-modality
classiﬁers f (C, A/∅) does not improve their single-modality performance substantially, but they both (Ankle and Chest) show improved performance when
combined with wrist modality. Accordingly in this dataset we assess the use of
both chest and ankle modalities as privileged information. We believe this is sensible especially when considering the intrusiveness of either of these wearables
compared to an inertial sensor on the wrist.
5.2

Privilege Information Generation with the k-NN Translator

In general k-NN as a translator failed to provide any signiﬁcant improvements
over classiﬁcation without privileged information on the SelfBACK dataset (see
Table 3). We studied two classiﬁers with both using a translator to generate
thigh; where one used only thigh data (ﬁrst column) and the other uses both
wrist and thigh (second column). However at most, we only observed a classiﬁcation performance improvement of only 1.32% over the baseline classiﬁer
f (W/∅). Increasing the number of neighbours (from k values 1, 3 to 5) also had
no signiﬁcant impact apart from a marginal improvement (as little as 1%).
Table 3. T kN N with SelfBACK and PAMAP2
SelfBACK

PAMAP2

f (T /T ),
T kN N (W/T )

f (W, T /T ),
T kN N (W/T )

f (W, A/A),
T kN N (W/A)

f (W, C/C),
T kN N (W/C)

f (W, C, A/A),
T kN N (W, C/A)

T 1N N

81.03

81.02

62.47

62.25

71.01

T 3N N

81.52

81.57

63.01

63.37

72.41

T 5N N

81.50

82.02

62.58

62.82

71.56
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Unlike with SelfBACK, in PAMPA2 we used only multi-modalities to train the
HAR classiﬁer following the poor results observed in Fig. 7 with single modalities.
However once again results here did not exhibit any substantial improvement or
decline in performance compared to the baselines. In addition we observe no significant performance diﬀerence was to be had by increasing the neighbourhood sizes.
We believe the poor translation capability of the kNN method is primarily
due to the inherent noise in some of the modalities. This is particularly the case
with SelfBACK (as observed in Fig. 7) and therefore is not surprising that the
translation mapping was also not able to recover from this noise already captured
in the case representation from wrist. However with PAMPA2 we did not see any
signiﬁcant diﬀerence between any of the single modalities (Fig. 7) and as such
do not believe that wrist is any nosier than, say chest for instance. Here we
believe that the poor performance might be explained by the inability of the
single modality to discriminate between the activity classes. These uncertainties
are emphasised when selecting neighbours using single modality, thus end up not
gaining any performance improvement from privileged information.
In general we expect that an incremental learner such as the neural translator
will have a better opportunity to learn an improved mapping as it minimises the
diﬀerences between estimated and actual privileged information during training.
This alone helps to create an improved feature embedding compared to kNN.
5.3

Privilege Information Generation with the Neural Translator

Figure 8 shows classiﬁcation results for the Neural Translator for both SelfBACK
and PAMAP2 datasets. Here each bar shows the lower and upper bounds set by
the baselines. For instance the upper bound is simply the baseline that uses the

Fig. 8. T N with PAMAP2 and SelfBACK
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actual data instead of the estimated generated by a translator; whilst the lower
bound is when the privileged modality is not used for HAR. Ideally we want the
translator to improve upon the lower bound to get closer to the upper.
On PAMAP2 we experimented with three multi-modal Neural Translators.
Translator T N (W/A) learns from wrist case attribute to generate ankle case
attribute from CBP AM AP 2 . Results suggests a 5.26% increment in accuracy
between f (W, A/A) and the corresponding baseline f (W/∅). Similarly both
Translators T N (W/C) and T N (W, C/A) improves accuracy of their corresponding baselines f (W/∅) by 3.23% and f (W, C/∅) by 3.49% respectively.
The SelfBACK results appear in the last column of Fig. 8. Here we can see
that the Neural Translator for SelfBACK has signiﬁcantly improved the performance of the lower bound baselines f (W/∅) brining it closer to the upper bound
set by f (W, T /∅) baseline (which is when all modalities are available without
the need for translation). Speciﬁcally we observe that the T N (W/T ) translator
(wrist-to-thigh) achieves a 4.28% increment in accuracy using privileged information at deployment.
These results suggest that using a classiﬁer trained with multiple modalities, with a single or subset of modalities in deployment, is not only possible
but improves performance signiﬁcantly. Unlike the k-NN Translator, the Neural
Translator is less aﬀected by the ambiguities of the source modalities. Instead,
it learns relationships that help to map between source and target modalities.
As a result the generated modalities improve performance of the HAR classiﬁers
at deployment using the estimated knowledge.

6

Conclusions

We introduced two Translator approaches for privileged learning with HAR. Our
results showed the Neural Translator to have signiﬁcant performance improvements over the baselines which have no privilege learning. kNN translators were
less eﬀective in this domain, and we concluded that this was due to the inherent
noise and class ambiguities in HAR which requires eﬀective case representations. But unlike the neural translator, the kNN translator had no mechanisms
to iteratively reﬁne its representations.
Overall the neural translator had signiﬁcantly outperformed the lower bounds
set by the baseline classiﬁers on both datasets. However we believe there is further opportunity to improve on the translator generated representations allowing
us to move closer to the upper bound or optimal performance observed when
actual privileged information is used.
Accordingly in future work we will explore a number of directions in which to
improve our Neural Translator, for instance exploring other network optimisation
techniques, diﬀerent data representations and also considering how ideas from
case adaptation might be employed here in a neural setting. Another direction
involves the creation of personalised translators that are better able to capture
personal traits and individual diﬀerences when estimating missing modalities.
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Finally this research has demonstrated that translation methods can help to
minimise the number of sensors needed at deployment; which we argue is one of
the key components of an optimal HAR solution.

References
1. Chavarriaga, R., et al.: The opportunity challenge: a benchmark database for onbody sensor-based activity recognition. Pattern Recognit. Lett. 34(15), 2033–2042
(2013)
2. Chen, Y., Jin, X., Feng, J., Yan, S.: Training group orthogonal neural networks
with privileged information. arXiv preprint arXiv:1701.06772 (2017)
3. Luong, M.T., Le, Q.V., Sutskever, I., Vinyals, O., Kaiser, L.: Multi-task sequence
to sequence learning. arXiv preprint arXiv:1511.06114 (2015)
4. Ma, X., Tao, Z., Wang, Y., Yu, H., Wang, Y.: Long short-term memory neural
network for traﬃc speed prediction using remote microwave sensor data. Transp.
Res. Part C: Emerg. Technol. 54, 187–197 (2015)
5. Ngiam, J., Khosla, A., Kim, M., Nam, J., Lee, H., Ng, A.Y.: Multimodal deep
learning. In: Proceedings of the 28th International Conference on Machine Learning
(ICML 2011), pp. 689–696 (2011)
6. Preece, S.J., Goulermas, J.Y., Kenney, L.P., Howard, D.: A comparison of feature
extraction methods for the classiﬁcation of dynamic activities from accelerometer
data. IEEE Trans. Biomed. Eng. 56(3), 871–879 (2009)
7. Reiss, A., Stricker, D.: Introducing a new benchmarked dataset for activity monitoring. In: 2012 16th International Symposium on Wearable Computers (ISWC),
pp. 108–109. IEEE (2012)
8. Ronao, C.A., Cho, S.B.: Human activity recognition with smartphone sensors using
deep learning neural networks. Expert. Syst. Appl. 59, 235–244 (2016)
9. Sani, S., Massie, S., Wiratunga, N., Cooper, K.: Learning deep and shallow features
for human activity recognition. In: Li, G., Ge, Y., Zhang, Z., Jin, Z., Blumenstein,
M. (eds.) KSEM 2017. LNCS (LNAI), vol. 10412, pp. 469–482. Springer, Cham
(2017). https://doi.org/10.1007/978-3-319-63558-3 40
10. Shi, Z., Kim, T.K.: Learning and reﬁning of privileged information-based RNNs for
action recognition from depth sequences. In: Proceedings of the IEEE Conference
on Computer Vision and Pattern Recognition (CVPR) (2017)
11. Stisen, A., et al.: Smart devices are diﬀerent: assessing and mitigatingmobile sensing heterogeneities for activity recognition. In: Proceedings of the 13th ACM Conference on Embedded Networked Sensor Systems, pp. 127–140. ACM (2015)
12. Sundholm, M., Cheng, J., Zhou, B., Sethi, A., Lukowicz, P.: Smart-mat: recognizing
and counting gym exercises with low-cost resistive pressure sensing matrix. In:
Proceedings of the 2014 ACM International Joint Conference on Pervasive and
Ubiquitous Computing, pp. 373–382. ACM (2014)
13. Sutskever, I., Vinyals, O., Le, Q.V.: Sequence to sequence learning with neural
networks. In: Advances in Neural Information Processing Systems, pp. 3104–3112
(2014)
14. Vapnik, V., Vashist, A.: A new learning paradigm: learning using privileged information. Neural Netw. 22(5), 544–557 (2009)
15. Vinyals, O., Toshev, A., Bengio, S., Erhan, D.: Show and tell: a neural image
caption generator. In: 2015 IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), pp. 3156–3164. IEEE (2015)

Improving kNN for HAR with Privileged Learning Using Translation Models

463

16. Yao, S., Hu, S., Zhao, Y., Zhang, A., Abdelzaher, T.: Deepsense: a uniﬁed deep
learning framework for time-series mobile sensing data processing. In: Proceedings
of the 26th International Conference on World Wide Web, pp. 351–360. International World Wide Web Conferences Steering Committee (2017)
17. Yin, W., Schütze, H., Xiang, B., Zhou, B.: Abcnn: attention-based convolutional
neural network for modeling sentence pairs. arXiv preprint arXiv:1512.05193 (2015)
18. Yu, H., Wang, J., Huang, Z., Yang, Y., Xu, W.: Video paragraph captioning using
hierarchical recurrent neural networks. In: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, pp. 4584–4593 (2016)

Considering Nutrients During
the Generation of Recipes by
Process-Oriented Case-Based Reasoning
Christian Zeyen(B) , Maximilian Hoﬀmann, Gilbert Müller,
and Ralph Bergmann
Business Information Systems II, University of Trier, 54286 Trier, Germany
{zeyen,s4mnhoff,muellerg,bergmann}@uni-trier.de
http://www.wi2.uni-trier.de

Abstract. This paper investigates the generation of recipes in consideration of user-deﬁned nutrient contents. For this purpose, we extend
our previous case-based reasoning approach that already covers the formulation of user queries with various dietary practices. More precisely,
this work augments the domain ontology with nutritional information
and introduces a novel nutrition concept fulﬁllment into the retrieval and
adaptation process. An experimental evaluation with real cooking recipes
demonstrates the applicability of the approach and systematically investigates the inﬂuence of various adaptation methods on the query fulﬁllment with multiple constraints. It is shown, that all adaptation methods
are able to optimize generated recipes according to certain nutritional
constraints as well as ingredient and cooking step preferences and that
the adaptation outperforms the sole retrieval of available recipes.

Keywords: Process-oriented case-based reasoning
Workﬂow adaptation · Recipe generation · Nutrient content

1

Introduction

A healthy and balanced diet is of high importance for many people. In some cases,
allergies or intolerances require particularly a nutrition that is tailored to individual needs. Thus, numerous diﬀerent dietary practices exist such as avoiding
speciﬁc kinds of foods when following a lactose-free or vegetarian diet, preparing food in a certain way for a raw food diet, or reaching a certain amount of
nutrients while being on a high-protein diet. Cooking portals make it convenient
for amateur chefs to ﬁnd desired recipes by providing diverse search capabilities such as a faceted search for diﬀerent diets or local specialties. While many
portals enable the adaptation of ingredient quantities for a desired number of
servings, the vast majority is not able to customize available recipes according
to more comprehensive user queries, e.g., by exchanging ingredients or adapting
preparation steps in a recipe. Since 2008, the computer cooking contest (CCC)
c Springer Nature Switzerland AG 2018

M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 464–479, 2018.
https://doi.org/10.1007/978-3-030-01081-2_31

Considering Nutrients During the Generation of Recipes by POCBR

465

has been organized almost every year and provided varying cooking challenges
some of which demanded the creation of recipes for certain dietary practices. In
recent years, various applications emerged mainly utilizing case-based reasoning
(CBR) [1] for the experience-based creation of recipes by retrieval and adaptation of available recipes. For example, JadaWeb [2,7] is a textual CBR system
that provides desired and undesired ingredients as query capabilities and does
also consider pre-deﬁned diet restrictions such as vegetarian, nut-free, or nonalcoholic using the knowledge encoded in an ontology. The CookIIS system [6]
provides similar capabilities and utilizes pre-deﬁned lists of recommended and
not recommended ingredients for certain diets such as vegetarian, gout, or lowcholesterol diets. Not recommended ingredients are used as ﬁlters during retrieval
and the subsequent rule-based adaptation tries to insert recommended ingredients to further optimize the retrieved recipe. Taaable [4,5] is another textual
CBR system that is able to substitute ingredients and adapt their quantities
based on a semantic wiki and a domain ontology that captures dietary practices and nutritional information about ingredients and dishes. Our contribution
to this contest is a process-oriented CBR (POCBR) [9] system named CookingCAKE [12]. We represent recipes as cooking workﬂows in order to enable
queries containing ingredients in conjunction with preparation instructions. In
the process-oriented query language (POQL) [15] the user can specify desired
and undesired ingredients and/or preparation steps as workﬂow fragments. Analogous to other approaches, the user may specify queries for recipes that comply
with diﬀerent dietary practices. For instance, vegetarian dishes can be requested
by inserting meat as a restriction and a diet with raw food can be achieved by
adding a generalized preparation step increase temperature as a restriction to
the query. However, we are not aware of any approach that covers the speciﬁcation of queries for dishes having a certain distribution of nutrients. Thus, in
this paper, we propose an extension of the recipe generation that additionally
considers nutrient contents.
The contribution of this paper is twofold. From an application-oriented
point of view, we augment the case representation with ontological knowledge
about nutrition, nutrients, and conversions of ingredient quantities. Furthermore, besides the POQL query, we introduce a second query component for the
speciﬁcation of desired nutrient contents. This also requires the extension of the
retrieval and adaptation with a novel nutrient content fulﬁllment. Due to the
additional query component, the creation of recipes becomes a multi-objective
optimization problem and thus the system may not be able to maximize the
fulﬁllment of both query parts at the same time. Hence, from a methodological
perspective, we provide an experimental evaluation that systematically examines
the inﬂuence of adaptation methods on the solution of this problem.
This paper is organized as follows: In Sect. 2 we brieﬂy summarize relevant
previous work in the ﬁeld of POCBR. Subsequently, Sect. 3 describes our approach. The experimental evaluation is presented in Sect. 4 while Sect. 5 summarizes our ﬁndings and discusses future work.

466

2

C. Zeyen et al.

Generating Recipes with Process-Oriented CBR

We now brieﬂy give some background information about our previous work on
the generation of recipes represented as workﬂows with POCBR.
2.1

Similarity-Based Workflow Retrieval

In POCBR, cases are often represented as processes or workﬂows that describe
the logical or chronological order of tasks and the exchange of physical products
or data to produce a certain outcome [17]. In cooking workﬂows, tasks represent
preparation instructions and exchange ingredients in order to produce a certain
dish. We represent workﬂows as semantically labeled directed graphs [3]. In the
graph representation, nodes and edges have semantic descriptions consisting of
pairs of attributes and values. Figure 1 gives an example of a simple cooking
workﬂow for the preparation of a tomato cheese sandwich. Each task and data
node has a name attribute used as the label. The values for this attribute are
structured hierarchically in a data and task taxonomy in order to enable the
assessment of the semantic similarity among them. The data nodes that represent
real ingredients have an extended semantic description specifying their unit and
quantity.

Fig. 1. Example of a cooking workﬂow

Queries in POCBR are used to describe the users’ requirements for retrieving
the most useful workﬂows. In previous work [15], we proposed a process-oriented
query language (POQL) to specify such queries. One part of a POQL query Q =
(Q+ , Q− ) is a query workﬂow representing desired properties of a workﬂow. The
other part consists of several restriction workﬂows each deﬁning one undesired situation that should be avoided. Figure 2 illustrates such a POQL query. In this example, the query workﬂow speciﬁes the desired properties toasted bread, tomato, and
cheese. The ﬁrst restriction workﬂow restricts the desired dish to be a raw food
dish while the second restriction workﬂow favors vegetarian dishes. Comparing the
query with the cooking workﬂow depicted above, one can see that all properties
deﬁned by the query are fulﬁlled in the workﬂow when considering the subsumption of concepts deﬁned by the taxonomies. Please note that the POQL query in
the example does not specify any quantities of ingredients, which are thus ignored
during the retrieval and adaptation of workﬂows.
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Fig. 2. Example of a POQL query

To compute the query fulﬁllment between a POQL query Q = (Q+ , Q− ) and
a workﬂow W we propose the following formula:
QFpoql (Q, W ) =

sim(Q+ , W ) + RS(Q− , W )
2

(1)

The similarity between a query workﬂow Q+ and a workﬂow W is determined
by a semantic similarity measure sim(Q+ , W ) → [0, 1]. We use a measure by
Bergmann and Gil [3] that applies graph-matching combined with a heuristic search to ﬁnd the best possible mapping between the nodes and edges of
both workﬂows. Each mapping is rated with local similarity measures by comparing the semantic descriptions of mapped nodes and edges. Following the
local-global principle, the overall similarity is computed by aggregating all the
local similarity according to an aggregation function. The restriction workﬂows
q − ∈ Q− are compared with a workﬂow W using a restriction satisfaction function RS(Q− , W ) → [0, 1] that is also based on the semantic similarity measure:
RS(Q− , W ) = 1 −

|{q − |q − ∈ Q− ∧ sim(q − , W ) = 1}|
|Q− |

(2)

A restriction component is not satisﬁed and thus reduces the overall restriction satisfaction if the similarity between both workﬂows is 1.0. Consequently,
matching desired data items or tasks increase the query fulﬁllment while matching undesired data items or tasks reduce the query fulﬁllment between a POQL
query and a workﬂow.
2.2

Automatic Workflow Adaptation

If the best matching workﬂow from the case base does not entirely fulﬁll the user
query, we aim to adapted the workﬂow according to the restrictions and requirements speciﬁed in the query by adding missing desired ingredients/preparation
steps and removing undesired ingredients/preparation steps. For this purpose, we
proposed several automatic workﬂow adaptation methods which we now brieﬂy
describe (for a more detailed description of these methods we refer to our previous works [11–14]). Since such adaptation methods usually require a signiﬁcant
amount of domain-speciﬁc adaptation knowledge, we additionally developed new
methods that allow automatic learning of the required knowledge from the workﬂow repository. Hence, we distinguish between a learning phase of adaptation
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knowledge and a problem solving phase in which adaptations are performed. In
all approaches, the adaptation of the workﬂow is performed by chaining several
adaptation steps that iteratively transform the retrieved workﬂow towards an
adapted workﬂow. This process solves an optimization problem aiming to maximize the query fulﬁllment (as speciﬁed in formula 1). This optimization process
is implemented as a heuristic search procedure with the goal of achieving an
adapted workﬂow with the highest possible query fulﬁllment.
The adaptation operator adaptation [14] performs individual transformation
steps which are denoted in a STRIPS-like manner. An operator consists of two
workﬂow sub-graphs that we call streamlets: A DELETE-streamlet speciﬁes a
workﬂow fragment to be deleted from the workﬂow and an ADD-streamlet represents a workﬂow fragment to be added to the workﬂow. The overall adaptation
is implemented as a search process that aims to incrementally modify the workﬂow with the goal of increasing the query fulﬁllment. The required workﬂow
adaptation operators can be learned from the workﬂow repository by analyzing
pairs of highly similar workﬂows (selected by using a similarity threshold). For
each pair, the diﬀerence is determined and workﬂow operators are generated,
whose ADD and DELETE-streamlets basically cover those diﬀerences.
The workflow stream adaptation [11] decomposes workﬂows into meaningful
sub-workﬂows named workﬂow streams in the learning phase. Workﬂow streams
represent valuable adaptation knowledge and can be exchanged during compositional adaptation. More precisely, a workﬂow stream can be replaced by a stream
learned from another workﬂow that produces the same partial output but in a
diﬀerent manner, i.e., with other task or data items. Workﬂow streams can only
be replaced, if their data nodes indicate that they represent the same kind of
sub-workﬂow. This ensures that replacing an arbitrary stream does not violate
the syntactic correctness of the workﬂow. This adaptation is also implemented
as a search process that aims to increase the query fulﬁllment, but it replaces
larger portions of a workﬂow than the adaptation operator adaptation.
The adaptation by generalization and specialization [13] ﬁrst produces a
generalized workﬂow that is structurally identical to the base workﬂow but its
semantic descriptions of task and data items are generalized. The approach generalizes a workﬂow by considering a set of similar workﬂows as training samples and selects generalized semantic descriptions from the domain taxonomy
as generalization hierarchy. The generalization produces a generalized workﬂow
repository which is then used for workﬂow retrieval. The retrieved workﬂow is
adapted by the specialization such that the query fulﬁllment is maximized.
The three approaches can be integrated to form a combined adaptation approach [12]. This integration involves the actual adaptation process as well as
the learning phase. First of all, during the learning phase, adaptation operators
and workﬂow streams can be learned not only from the available speciﬁc workﬂows, but also from workﬂows resulting from generalization. Thus, we ﬁrst apply
generalization to the workﬂows in the repository and then we learn adaptation
operators and workﬂow streams from the generalized workﬂows. The adaptation
process itself then uses the three adaptation methods in combination (see Fig. 3).

Considering Nutrients During the Generation of Recipes by POCBR

469

Fig. 3. Combined adaptation approach

First, similarity-based retrieval selects the best matching generalized workﬂow
from the generalized case base. Then, the workflow stream adaptation replaces
entire sub-workﬂows (e.g., the preparation of the sandwich sauce) by matching
sub-workﬂows (e.g., other sauces) learned from other workﬂows. Next, the adaptation operator adaptation performs additional modiﬁcations on the workﬂows
(e.g., the ingredient tomato is replaced by mushrooms). Finally, the specialization adapts workﬂows (if necessary) by replacing single generalized data items
or tasks with more speciﬁc ones by means of the respective taxonomy (e.g. the
generalized ingredient meat is replaced by chicken).

3

Generation of Recipes in Consideration of Nutrients

Generally speaking, there are three basic components in a diet providing food
energy to humans: protein, fat, and carbohydrates. Unlike these macronutrients,
the micronutrients such as vitamins and minerals are a group of essential nutrients that are present in relatively low amounts in foods. The National Academy
of Sciences (NAS) provide comprehensive reports (see [8]) recommending reference values for nutrient intakes for U.S. and Canadian individuals. One aspect of
the recommendations includes the Acceptable Macronutrient Distribution Ranges
for healthy diets, which are expressed as a percentage of total energy intake (i.e.
calories). Many online sources as well as literature in the health and ﬁtness
sector provide various recommendations for diets (e.g. to count macronutrients
instead of calories) and do also propose numerous diﬀerent ratios of nutrients
as a percentage of the daily intake of calories. We follow these recommendations by considering the absolute amounts of desired nutrient contents during
the generation of recipes and we take macronutrients as well as micronutrients
into account. In order to enable the user to pose a query for a customized dish,
we deﬁne a nutrition concept as follows:
Definition 1. A nutrition concept N = {(n1 , min1 , max1 ), . . . , (nk , mink ,
maxk )} is a set of k triplets each defining a nutrient ni with a lower and upper
limit (0 ≤ mini ≤ maxi ) for the absolute amount in grams of the nutrient in a
desired dish.
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Table 1. Example of nutrition concepts for a single meal

Nutrition concept (goal)

Nutrient

Desired amount [g]

Moderate (lose weight)

Protein
16.67
Total lipid (fat)
9.26
Carbohydrate, by diﬀerence 45.83

Major minerals (healthy diet) Calcium
Magnesium

0.17
0.06

Least fat (lose weight)

0.0

Total lipid (fat)

According to this deﬁnition, Table 1 exempliﬁes some nutrition concepts for
diﬀerent goals. The nutrient contents (except for the last concept least fat) are
based on the recommendations by the NAS and the portion size of one serving
of the available recipes. The last nutrition concept is not based on a recommendation and zero fat can be considered as an unrealistic goal. However, it can be
suitable to obtain dishes with the least amount of fat. Since this concept deﬁnes a
minimization problem w.r.t. the creation of a recipe, it is assumed that the need
of adaptations for reaching this nutrient content is increased. Please note that,
for the sake of simplicity, the example concepts only deﬁne the desired nutrient
amount as a single value (i.e., min = max). However, retrieval and adaptation
also support more elaborate queries according to Deﬁnition 1.
In the following, this section describes the extensions made to the existing
domain ontology, the novel nutrition concept fulﬁllment, and the assessment of
nutrient contents as prerequisites for the nutrient-aware generation of recipes.
3.1

Enriching the Case Representation and Domain Model

In order to consider nutrient contents, the domain ontology containing the taxonomic relations between ingredients is enriched with knowledge about nutrition concepts, nutrients, as well as quantity and unit conversions. We propose a
knowledge model similar to the one presented by the Taaable project [4] but with
the addition of global conversions that are broadly applicable and user-deﬁned
nutrition concepts as speciﬁed in Deﬁnition 1. Figure 4 illustrates the core components of our ontology. According to the deﬁnition of nutrition concepts, each
concept speciﬁes several nutrients with a minimum and maximum quantity. We
implemented the nutrition concepts depicted in Table 1 in the ontology in order
to make them available to users and to use them in the evaluation of the approach.
The ontology assigns nutrient information and measuring units to each nonabstract ingredient. The nutrient information consists of a name and an indication of quantity per 100 grams. The measuring units of ingredients state diﬀerent
kinds of kitchen measurements such as slices, cups, knife tips, or tablespoons.
The ontology further deﬁnes ingredient-speciﬁc unit conversions to obtain gram
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equivalents (e.g. 4 tomato slices =
 100g) and it also includes global unit mappings and conversions (e.g. 1 tablespoon = 1 tbsp, 1 tbsp = 3 tsp, or 1 tbsp =
10g). In the event where a given ingredient quantity in a (new) recipe cannot be
converted into grams since there is no matching ingredient-speciﬁc conversion
available, the global conversions ensure that either a unit can be mapped to
another unit for which a ingredient-speciﬁc conversion exists or that a quantity
can be directly converted into a gram equivalent. The global conversions are prioritized in order to prefer transformations between semantically similar notations
over conversions of diﬀerent measuring units. For instance, a global conversion
such as 1 tbsp = 10g has a very low priority and is only applied to an ingredient
quantity (given in tbsp) in the event where no matching ingredient-speciﬁc or
higher prioritized global conversion has been found.

Fig. 4. Domain ontology with ingredients, nutrients, and nutrition concepts

For the nutrient-aware creation of recipes, the speciﬁc amounts of nutrients
contained in each available dish must be considered. Hence, in a pre-processing
step, the quantities of ingredients indicated in the recipes are converted into
gram equivalents by means of the ontology. This computation diﬀers for concrete and abstract ingredients. For concrete ingredients, the ontology provides
unit conversions that are used to convert all ingredient quantities into gram
equivalents. Subsequently, the nutrients contained in each ingredient and their
masses are determined with the help of the ontology. Abstract ingredients (such
as meat) are represented as inner nodes in the taxonomy and the ontology does
not provide concrete nutrient information. In this event, all subsumed speciﬁc
ingredients (e.g. salami, ham, . . . ) are determined and their amounts of nutrients are assessed. Then, the arithmetic mean of all the masses is calculated as
an approximation for the nutrient contents of the abstract ingredient.
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Nutrition Concept Query Fulfillment

Diets that require certain amounts of nutrients cannot be deﬁned in POQL
queries. Thus, we combine the existing query with a new nutrition concept query.
In such a query, the user may specify an arbitrary number of nutrients according to Deﬁnition 1: N = {(n1 , min1 , max1 ), . . . , (nk , mink , maxk )}. In order to
evaluate to which extent a given cooking workﬂow W ∈ CB from the case base
fulﬁlls the desired nutrient distribution, we deﬁne a novel nutrition concept query
fulfillment as a function QFnc (N, W ) → [0, 1]:
QFnc (N, W ) =

 sim(si , W )
|N |

(3)

si ∈N

The similarity function sim(s, W ) → [0, 1] (see formula 4) assesses a similarity score between a nutrient speciﬁcation s = (n, min, max) and a workﬂow W .
Moreover, the function amount(n, W ) → R+
0 determines the absolute amount
of the nutrient n in a workﬂow W . The function maxAmount(n, CB ) → R+
0
retrieves a cached value (for normalization purpose) of the nutrient’s maximum
amount that has ever occurred in a workﬂow W ∈ CB . Initially, the maximum amounts are set based on the nutrient contents in the original workﬂows.
A maximum amount is updated, whenever successful adaptations increase the
overall nutrient content to a novel highest maximum value. Consequently, if
amount(n, W ) > maxAmount(n, CB ) holds true then maxAmount(n, CB ) :=
amount(n, W ).
⎧
⎪
⎨1 −
sim(s, W ) = 1 −
⎪
⎩
1

s.min−amount(s.n,W )
max(s.min,maxAmount(s.n,CB)−s.max)
amount(s.n,W )−s.max
max(s.min,maxAmount(s.n,CB)−s.max)

if amount(s.n, W ) < s.min,
else if amount(s.n, W ) > s.max, (4)
else.

For the overall similarity computation, a combined query fulﬁllment
QF(Q, N, W ) is computed that contains the conventional POQL query fulﬁllment QFpoql (Q, W ) (see formula 1) as well as the novel nutrition concept query
fulfillment QFnc (N, W ):
QF(Q, N, W ) = α · QFpoql (Q, W ) + (1 − α) · QFnc (N, W )

(5)

Both criteria are weighted by a parameter α ∈ [0, 1]. This combined query fulﬁllment measure replaces the conventional POQL query fulﬁllment. Thus, the
retrieval process and subsequent adaptations now aim at optimizing recipes with
regard to both criteria. However, this procedure results in a multi-objective optimization problem and thus the approach may not be able to maximize both query
fulﬁllments at the same time. As described in Sect. 2, the best matching workﬂow
w.r.t. the query is retrieved during the retrieval phase. In a linear retrieval, each
workﬂow from the case base is evaluated concerning both query components:
QFpoql (Q, W ) is assessed by performing a heuristic search for the best possible
mapping between the elements in the query and the workﬂow and QFnc (N, W )
is assessed by examining each nutrient content constraint. The best workﬂow
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is then used as a starting point for subsequent adaptations. In the combined
adaptation approach, all adaptations are performed in a sequence while each
adaptation step aims to maximize the combined query fulﬁllment analogous to
the retrieval phase. For this purpose, the adaptations with workﬂow streams and
the adaptation operators perform a heuristic search to ﬁnd applicable adaptation
steps that produce an adapted workﬂow with the highest possible query fulﬁllment. Subsequently, the adaptation by specialization specializes task and data
items one by one in consideration of maximization of the query fulﬁllment. Since
the constraint satisfaction is assessed implicitly by similarity scores, neither the
retrieval nor the adaptation approaches have to be adjusted to new constraints.
However, new types of constraints (e.g. desired percentage of nutrient content)
require the deﬁnition of measures that are suitable to assess their satisfaction
properly.
3.3

Generating Recipes with CookingCAKE

We implemented the approach as an extension to our CookingCAKE system
[12], which is part of the CAKE framework1 . CookingCAKE uses a case base
of 70 cooking workﬂows that describe the preparation of sandwich recipes. The
workﬂows are manually extracted from the cooking portal allrecipes.com and the
Taaable project [5]. The semantic descriptions of data nodes (representing the
ingredients) are extended with quantities and units in a semi-automatic process.
During this process, all ingredient quantities are normalized to a single portion
of a dish and unit terms are standardized. The domain ontology is enriched with
data extracted from the USDA Food Composition Databases 2 of the United
States Department of Agriculture, which have also been used by the Taaable
project. In particular, these databases contain nutritional information such as
name of the nutrient, measuring unit, and the amount per 100 grams of food
for many thousands of foods. They also include food-speciﬁc weight indications
and conversions in grams. In total, our domain ontology includes 33 nutrients
for 154 ingredients.
Figure 5 illustrates the user interface3 of the prototypical implementation.4
In the upper third the user can state the ﬁrst query part, i.e., desired ingredients
and preparation steps as well as undesired ones. In the middle, arbitrary nutrition
concepts can be created by specifying nutrients with minimum and maximum
amounts as the second query part. At the bottom, the user can set a weight for
the fulﬁllment of both query parts. However, a user may also deﬁne a query that
consists of only one part.
Table 2 exempliﬁes two sandwich recipes that are created for a query with
croissant as a desired ingredient and least fat as a nutrition concept. The ﬁrst
1
2
3
4

See cake.wi2.uni-trier.de.
See https://ndb.nal.usda.gov/ndb/.
Please note that this is a simpliﬁed user interface that does not allow the deﬁnition
of workﬂow fragments. However, a full-featured interface is also available online.
A running demo is available under cookingcake.wi2.uni-trier.de/diet.
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Fig. 5. The CookingCAKE user query interface

Table 2. Example of two sandwich recipes created for a query with croissant as a
desired ingredient and least fat as a nutrition concept
Generation with QFpoql

Generation with QFpoql and QFnc

Ingredients Croissant (0.5 slice)
Spam (1.5oz)
Emmental cheese (1 slice)
Italian dressing (1 tsp)
Banana (0.5 slice)

Bread (1 piece)
Zucchini (0.25 piece)
Red onion (0.25 piece)
Yellow squash (0.25 cup)
Red bell pepper (0.25 cup)
Basil (4 leaf)

Nutrients

Total lipid (fat) (24g)
...

Total lipid (fat) (3g)
...

QFpoql

1,0000

1,0000

QFnc

0,9137

0,9879
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sandwich is created using the conventional approach and the second one is created with the nutrient-aware approach. Comparing the POQL query fulﬁllment,
one can see that both sandwiches fulﬁll the requirement although croissant is
generalized to bread in the second sandwich. However, in the domain ontology,
croissant is a child node of bread and thus the similarity measure rates the
similarity with a score of 1.0. Regarding the nutrition concept fulﬁllment, the
amount of fat is signiﬁcantly reduced in the second dish.

4

Experimental Evaluation

We now present the evaluation of our approach, which is based on a previous evaluation [10] by Gilbert Müller. The evaluation shows that the adaptation methods
summarized in Sect. 2.2 are capable of increasing the POQL query fulﬁllment signiﬁcantly while maintaining the overall quality of the workﬂows at an adequate
level. The evaluation also determines a ranking of adaptation algorithms w.r.t.
the increase of the POQL query fulﬁllment. The combined adaptation has the
largest leverage followed by the adaptation operators, the adaptation by generalization and specialization, and the workﬂow stream adaptation. We investigate
the following hypotheses in this evaluation:
H1 The approach is able to consider nutrition concepts during the generation
of cooking recipes.
H2 The adaptation methods outperform the sole retrieval in terms of the nutrition concept fulﬁllment.
H3 The ranking of the adaptation methods w.r.t. the increase of the nutrition
concept fulﬁllment is identical to the order obtained w.r.t. the POQL query
fulﬁllment.
4.1

Evaluation Setup

Based on the previous evaluation [10], we now extend the setup in this work. For
the evaluation, we use 51 POQL queries for sandwich recipes, which were deﬁned
by nine amateur chefs. Based on the domain vocabulary, the users speciﬁed arbitrary queries using POQL as well as plain text, which was used for plausibility
checks. Furthermore, each POQL query is combined with each of the nutrition
concepts listed in Table 1 resulting in 153 queries in total.
With each of these queries, the experiments are performed using the setup
as illustrated by Fig. 6. In a ﬁrst experiment, the best-matching workﬂow WR
is retrieved from the repository without any adaptation. In a second test run,
the retrieval is performed on the generalized workﬂow repository and a specialization is performed subsequently, resulting in an adapted workﬂow WG . In the
next two runs, the retrieval is based again on the original repository and the
workﬂow stream adaptation or the adaptation operator adaptation is applied to
the retrieved workﬂow, producing an adapted workﬂow WS or WO , respectively.
In a last experiment, the retrieval is performed using the generalized repository.
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Fig. 6. Evaluation setup taken from [10]

Subsequently, a combined adaptation with workﬂow streams, adaptation operators, and specialization in that sequence is applied in order to obtain an adapted
workﬂow WC .
All the experiments described above are performed twice. In a ﬁrst run, the
recipes are generated using the conventional approach without the consideration
of nutrition concepts. Consequently, only the POQL query fulﬁllment QFpoql is
considered as the optimization criterion during retrieval and adaptation. In the
other run, the nutrition concepts are taken into consideration and the combined,
equally weighted query fulﬁllment QF = 0.5·QFpoql +0.5·QFnc is used to control
the creation process.
4.2

Evaluation Results

Table 3 summarizes the average results over all 153 queries. For each sample type
obtained from the experiments (see Fig. 6), the average query fulﬁllments are
listed for the workﬂows resulted from the generation while considering nutrition
concepts. The diﬀerence to the query fulﬁllments obtained from the conventional
generation are denoted in brackets. QFpoql denotes the POQL query fulﬁllment,
QFnc is the nutrition concept fulﬁllment, and the combined query fulﬁllment is
stated by QF.
Table 3. Evaluation results: average values over all queries
Query fulﬁllment (diﬀerence to conventional approach)
Sample type QFpoql
QFnc
QF
WR

0.8285 (−0.0155) 0.9610 (0.0534) 0.8948 (0.0190)

WG

0.8639 (−0.0132) 0.9761 (0.0816) 0.9200 (0.0342)

WS

0.8503 (−0.0122) 0.9667 (0.0754) 0.9085 (0.0316)

WO

0.8906 (−0.0060) 0.9694 (0.0859) 0.9300 (0.0400)

WC

0.9295 (−0.0035) 0.9831 (0.0867) 0.9563 (0.0416)
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Comparing the average query fulﬁllments over all queries and samples
between the nutrient-aware approach and the conventional approach, one can
see that the nutrient-aware approach is able to increase the fulﬁllment of nutrition concepts about 8% points while QFpoql is slightly lower with an decrease of
about 1% point. All diﬀerences in the table are statistically signiﬁcant (except
for the diﬀerence for the combined adaptation WC w.r.t. QFpoql ) as determined
by a paired t-test (p < 0.005). Thus, hypothesis H1 can be conﬁrmed.
Regarding hypothesis H2, we already investigated in previous work [10]
the capability of the adaptation methods to optimize QFpoql . The ranking of
the adaptation methods w.r.t. the increase QFpoql can be conﬁrmed by this
evaluation and the combined adaptation WC does also outperform the other
approaches. Especially the fulﬁllment of WC is about 10% points higher than
the fulﬁllment of WR . Comparing QFnc between WC and WR , it can be seen
that the fulﬁllment is also increased about 2% points. The application of the
sole adaptation methods does also produce adapted workﬂows (WG , WS , and
WO ) that have a higher QFnc than the retrieved workﬂow WR . Consequently,
hypothesis H2 is conﬁrmed, too.
When looking closer at the nutrition concept query fulﬁllments produced by
the diﬀerent adaptation approaches, one can see that each adaptation method
slightly increases the fulﬁllment and that the order assumed for this leverage in
hypothesis H3 does hold true for the most part. As predicted, the combined adaptation has the highest potential to optimize the nutrient distribution as desired
by the user. In this study, QFnc is increased about 2.2% points. The adaptation
by generalization and specialization reached the second highest increase with
1.5% points and outperforms (in contrast to QFpoql ) the adaptation operators,
which achieved an increase of about 0.8% points in average. The adaptation
with workﬂow streams performed slightly worse with an increase of about 0.6%
points. Based on the results, we assume hypothesis H3 at least to be partially
conﬁrmed.
The ranking observed can be explained by the function principle of the adaptation approaches. Concerning the generalization and specialization no structural changes are applied to the workﬂows. However, single ingredients can be
replaced by semantically similar ones. The operator adaptation is suitable to perform more ﬁne-grained adaptations than the workﬂow stream adaptation, since
its workﬂow fragments are normally smaller. However, in both adaptations, it
may happen that the substitution of workﬂow fragments also inserts or removes
ingredients with nutrients that do not comply with a given nutrition concept.

5

Conclusions and Future Work

This paper presents a means for the consideration of nutrient contents during
the creation of recipes. The deﬁnition of nutrition concept queries enables the
user to specify desired dishes with certain minimum and maximum amounts of
nutrients. The automatic generation of recipes provides customized solutions for
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the user by optimizing the recipes w.r.t. the combined query (consisting of the
POQL and nutrient content component). Maximizing the combined query fulﬁllment is a multi-objective optimization problem that can be solved adequately
by our approach. The experimental evaluation demonstrated that each adaptation method is able to optimize the workﬂows w.r.t. the POQL query while also
optimizing the fulﬁllment of the nutrient contents. While the single adaptation
methods only achieve a rather slight increase, the combined adaptation approach is able to signiﬁcantly elevate the fulﬁllment of both query components.
This result does also conﬁrm the results obtained from a previous evaluation
[16] that investigated the performance of the combined adaptation with a diﬀerent combined query fulﬁllment consisting of the POQL query fulﬁllment and a
complexity-aware query fulﬁllment. Consequently, we have shown that changing
the underlying similarity measures for a newly composed query type ensures
that retrieval and adaptation are able to handle multiple, potentially conﬂicting
constraints by optimizing the overall query fulﬁllment. Thus, we assume that
this framework will be applicable beyond recipe generation, which we would like
to investigate in future work.
Regarding the cooking domain, future work could extend the deﬁnition of
nutrition concepts to support other common speciﬁcations of nutrient contents
such as the desired macronutrient distribution expressed as a percentage of the
daily intake of calories. Furthermore, the adaptation of ingredient quantities
should be integrated in the creation process of recipes. By this means, we assume
that the nutrients can be better adapted according to the user query since in
the current approach only ﬁxed amounts of ingredients (normalized to produce
a single serving of a dish) can be substituted by the adaptations. The current
repository does only contain 70 cooking workﬂows. Hence, it is desirable to have
some more recipes that comply with certain nutrient distributions and thus are
particularly suitable for this approach.
Acknowledgments. This work was funded by the German Research Foundation
(DFG), project number BE 1373/3-3.
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Abstract. Unknown Unknowns (UUs) are referred to the error predictions that with high conﬁdence. The identifying of the UUs is important
to understand the limitation of predictive models. Some proposed solutions are eﬀective in such identifying. All of them assume there is a
perfect Oracle to return the correct labels of the UUs. However, it is not
practical since there is no perfect Oracle in real world. Even experts will
make mistakes in UUs labelling. Such errors will lead to the terrible consequence since fake UUs will mislead the existing algorithms and reduce
their performance. In this paper, we identify the impact of noisy Oracle
and propose a UUs identifying algorithm that can be adapted to the setting of noisy Oracle. Experimental results demonstrate the eﬀectiveness
of our proposed method.
Keywords: Unknown Unknowns
Active learning
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· Uncertainty AI · Model diagnosis

Introduction

In recent years, machine learning and artiﬁcial intelligence (AI) have made great
progress in a wide range of ﬁelds such as Image Classification [13], Speech Recognition [10], and Go [28]. When a predictive model, which is trained on a ﬁnite
and biased dataset, is deployed to real world, there are some points which the
model is highly conﬁdent about its predictions but wrong [1]. [2] referred to
these high-conﬁdence error predictions as Unknown Unknowns (UUs, and
UU for Unknown Unknown). In the ﬁelds of AI safety and Uncertainty AI, UUs
are catastrophic for some high-stakes tasks. For example, a medical diagnostic
model makes the wrong prediction with high conﬁdence on a potential patient,
which leads to the patient being ignored by subsequent human inspection and
causes the irreparable disaster. Therefore, it is important to identify these errors
when the model is deployed to real world.
However, due to the model is highly conﬁdent about its predicted results, it
is impossible to identify UUs eﬀectively only by the model itself without additional annotation mechanism. As a human-based technology, crowdsourcing (e.g.,
c Springer Nature Switzerland AG 2018
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Amazon Mechanical Turk) can be exploited to help such identiﬁcation. However,
a large number of data points will incur much monetary and time cost in crowdsourcing. Therefore, how to identify more UUs under the limited budget is the key
to this problem. [14] assumed that UUs are clustered in certain areas of the feature and conﬁdence space, then they proposed a partition-based approach to identify UUs for any black-box classiﬁers. Their approach consists of two phases. First,
they divide the test set into multiple partitions based on the feature similarity of
instances and the conﬁdence scores assigned by the predictive model. Second, they
select the partition (arm) with the highest expected reward using their bandit algorithm and then sample the instances from the partition. Their paper demonstrated
that the approach is eﬀective in identifying UUs across various applications in the
open world.

Fig. 1. The illustration that fake UUs will mislead the algorithm for identifying UUs.
The algorithm samples the same number of instances in area 1 and 2. The algorithm
discovered 6 UUs in area 1, and 5 UUs were discovered in area 2. Therefore, the
algorithm will misestimate the probability of being a UU in area 1 is greater than that
of in area 2, but the result is actually the opposite. (Color ﬁgure online)

However, their approach rely heavily on a highly reliable human-like Oracle
(or perfect Oracle) which is impractical in real world. Even if the label comes
from human experts, they may make mistakes for several reasons (e.g., distracted
or fatigued when they annotate instances) [23]. At the same time the true UUs
are rare in dataset, if we identify UUs with noisy Oracle, the fake UUs which
are identiﬁed as UUs due to the wrong annotation of noisy Oracle will have
a huge impact on our task. To illustrate this, Fig. 1 shows that the algorithm
misestimate the probability of being a UU in two regions in limited steps, thus
results in spending more query resources on area 2 rather than area 1. Meanwhile,
fake UUs, which aﬀect the understanding of the limitations of model, will reduce
the ratio of true UUs in all identiﬁed UUs and account for a large ratio of all
identiﬁed UUs. Therefore, we need to take into consideration fake UUs when we
identify UUs with a noisy Oracle.
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Fig. 2. The illustration that UUs are clustered together in the same partition. In the
ﬁgure, the red stars represent UU and the blue circles represent non-UU.

Moreover, the partition-based approach has the limitation in identifying more
UUs. After the exploration of each partition, the optimal policy in their approach
will choose the partition with the highest concentration of UUs and use random
sampling to discover UUs in the exploitation process. However, the instances
in this partition should be clustered together such as shown in Fig. 2 rather
than evenly distributed. Since the random sampling ignores such information,
it may not achieve high performance in terms of the quantity of identiﬁed UUs.
Therefore, if we want to identify more UUs under the limited budget, we should
take advantage of the distribution of UUs in this partition.
In order to solve the above problems, in this paper, we extend the utility
model proposed in [14] to adapt to noisy Oracle, and proposed a more eﬀective
method for identifying UUs. In our method, we remove the partition hypothesis
and propose a dynamic nearest neighbour algorithm to estimate the probability
that whether the instance is a UU with the limited information. Meanwhile, we
use the epsilon-greedy strategy, which is commonly used in reinforcement learning [29], to solve the explore-exploit dilemma in the process of identifying UUs.
The experiments demonstrated that our method is more eﬀective in identifying
UUs and is more robust to noisy Oracle than previous methods.
Overall, the main contributions of our work can be concluded as follows.
1. First, we identify the impact of noisy Oracle when discovering UUs that is,
the fake UU caused by the wrong annotation will mislead the UUs identifying
algorithm and make understanding the limitation of model diﬃcult.
2. Second, we extend the existing utility model of identifying UUs to adapt to
noisy Oracle.
3. Third, we propose a method for identifying UUs which is eﬀective in identifying more UUs and more robust to noisy Oracle.
4. Fourth, our experimental results show that our method performs substantially
better than previous methods.
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The rest of this paper is organized as follows. In Sect. 2, we make a formulation of the task of identifying UUs and extend the existing utility objective
to adapt to noisy Oracle. Then, we describe our eﬀective method for identifying
UUs in Sect. 3, including the harmfulness of noisy Oracle for the task. And in
Sect. 4.3, we present experimental results compared with previous works. We
discuss related works in Sect. 5. Finally, Sect. 6 is devoted to conclusions and
future work.

2
2.1

Problem Formulation
Preliminaries

In a traditional predictive task, the model M trained on a limited number of
training set Dtrain , and predicts the test set Dtest . Let yi ∈ Y denote the true
label of the instance xi , yi denote the predicted label from M, and si ∈ [0, 1]
denote the conﬁdence of prediction from M. Following the deﬁnition of UUs
from [14], the instance x is a UU only if the predicted label y  is wrong while its
conﬁdence score s is larger than a ﬁxed threshold τ .
Same as previous works, we simpliﬁed the predictive task into binary classiﬁcation (i.e., Y = {−1, 1}), and set the positive class as the critical class c
where the false positives are costly and need to be identiﬁed [7]. Thus our search
space D for identifying UUs constitutes all the samples in test set Dtest that
are predicted positive and their conﬁdence scores are larger than a threshold τ
(i.e., D = {xi |xi ∈ Dtest ∧ yi = 1 ∧ si ≥ τ }). Meanwhile, we assume that the
probability of a human-like Oracle Oα making mistakes (return the wrong label)
is ﬁxed to α for each instance.
Assumption 1. UUs are clustered in certain locations in the feature space rather
than randomly distributed [14].
If the UUs are randomly distributed in the feature space, we cannot design
a method that is better than random sampling. At the same time, a common
cause for the emergence of UUs is due to the systematic bias in the training set,
thus the UUs should be clustered in certain locations in the space.
2.2

Extended Utility Model with Noisy Oracle

To discover UUs under the limited budget, [14] proposed their utility function
u(·) with a prefect Oracle:
u(x(t)) = 1{Oα (x(t))=c} − λ × cost(x(t)),

(1)

where x(t) is the instance selected at tth step, Oα (x(t)) is the returned label from
Oracle (in their study, the Oracle is perfect and the α is equal to 0), 1{Oα (x(t))=c}
is an indicator function which returns 1 if x(t) is a UU else 0, cost(x(t)) is the
cost for asking Oracle to label x(t) (set to 1 for simplicity), and λ is a trade-oﬀ
parameter which is deﬁned by user.
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The above utility function tends to pick the instance
probability of being a UU to query for Oracle. However,
which are mislabelled from noisy Oracle, and we need to
utility function. Therefore, we extend their utility function

with the maximum
there are fake UUs
punish them in the
as follows.

u(x(t), Oα ) = 1{Oα (x(t))=c} − λ × cost(x(t))
− β × 1{Oα (x(t))=c∧y(t)=c} ,

(2)

where y(t) is the true label of x(t), 1{Oα (x(t))=c∧y(t)=c} is an indicator function
which return 1 if x(t) is a fake UU else 0, and β is a penalty term parameter.
Problem Statement: Let B denote the limited number of queries to the noisy
Oracle Oα , our objective is to find an optimal set S ∗ of B instances in search
space D to maximize the cumulative utility. The formal equation is as follows.

u(x, Oα ).
(3)
S ∗ = arg max
S⊂D

3

x∈S

Methodology

In this section, we ﬁrst explain why noisy Oracle will have a huge impact on the
task of identifying UUs, especially when the error rate α is about the same as
the concentration of UUs. Then, we present our eﬀective method for identifying
UUs with noisy Oracle and corresponding empirical and theoretical analysis. To
better illustrate the eﬀectiveness of our method, we follow the assumptions from
[14] that the model is black-box and we have no access to the training set.
3.1

Harmfulness of Noisy Oracle

Proposition 1. If the probability of being a UU is equal to the error rate of
noisy Oracle, the ratio of true UUs in all identified UUs is only 50%.
Let p denote the probability of an instance which is chosen by an automatic
method being a true UU, and assume that p and the error rate α are independent.
Therefore, the conditional probability of an instance being a true UU given that
the instance is an identiﬁed UU (referred to P for simplicity) is satisﬁed:
p · (1 − α)
α · (1 − p) + p · (1 − α)
p−p·α
=
α+p−2·α·p
1−p
=1 − p
+
1−2·p
α
1−α
=α
p +1−2·α

P =

s.t.

0<p≤1
0<α≤1

(4)
(5)
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According to the above equations, P will decrease with the increase of α
(Eq. 4), and will increase with the increase of p (Eq. 5). This shows that when
the error rate is large, or when the concentration of UU is low, the fake UUs
will account for a large percentage of all identiﬁed UUs. Meanwhile because the
probability of being a UU is small due to the UUs are rare in dataset, if α is
equal to p, the ratio of true UUs in all identiﬁed UUs is only 50%. Therefore, we
must consider the fake UUs of noisy Oracle when we identify UUs.
3.2

Our Eﬀective Method

Our method draws inspiration from selective sampling in CBR [22] and k-NN
conﬁdence measures in Active Learning [12]. The biggest diﬀerence between our
method and them is that our method aims to discover more UUs eﬀectively
under limited budget with noisy Oracle, but their approaches aim to pick the
most informative instances to improve the performance of the model. According
to the utility function (Eq. 2), we should select the instance with the maximum
probability of being a UU. Meanwhile because we do not know the probability
of being a UU for each instance, we need to explore the search space to prevent
the algorithm from falling into the local optimum. Therefore, we use an epsilongreedy strategy [29] in our method to solve this explore-exploit dilemma. Specifically, at the tth step in our method, we randomly select an unvisited instance
with the probability of (t) (with uniform distributed), otherwise we select the
instance with the maximum probability of being a UU.
In order to know which instance is most likely to be a UU with current
information, we ﬁrst select a visited instance x̂ with the maximum probability
of being a UU, and then sample an unvisited instance nearest to the instance
x̂ as our optimal choice. The intuition in our method is that if an instance x
with the maximum probability of being a UU, the instance that is unvisited and
nearest to x is most likely to be a UU. Therefore, as long as we estimate the
probability for each discovered instance, we can exploit UUs near the instance
with the maximum probability of being a UU. Since we don’t know the true label
of each instance in test set, we use a dynamic k-nearest neighbour approach to
estimate the probability in our method. The details are as follows.
At the tth step, let Dt denote the current unvisited instance set, St denote
the current queried instance set, and N (x, Dt ) denote the nearest instance in
Dt to x. The probability Pt (x) of the instance x being a UU in our estimation
approach as follows.

x ∈Dt (x) 1{Oα (x )=c}
,
(6)
Pt (x) =
|Dt (x)|
Dt (x) = {x |x ∈ St ∧ d(x, x ) < d(x, N (x, Dt ))},
(7)
where d(·, ·) is a distance function, and we use the Euclidean distance in the
feature space plus the absolute value of the diﬀerence in conﬁdence as the distance between two instances. Meanwhile because the probability of UU near a
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Algorithm 1. Our Method for Identifying UUs
Input: search space D = {x1 , x2 , . . . , xn }, limited number of queries B, conﬁdence
scores {s1 , s2 , . . . , sn }, explore sequence {(1), (2), . . . , (B)}, the critical class c, and
noisy Oracle Oα

Output: the cumulative utility B
t=1 u(x(t), Oα )
1: S1 = ∅, D1 = D
2: for t from 1 to B do
3:
if rand() ≤ (t) or no UUs in St then
4:
Select an instance x(t) from Dt randomly
5:
else
6:
x̂ = arg max P(x)
x∈St ∧Oα (x)=c

7:
x(t) = N (x̂, Dt )
8:
Query the Oracle Oα for its label
9:
St+1 = St ∪ x(t)
10:
Dt+1 = Dt \ x(t)
11:
Update P(x) for each x in St+1 .

12: return B
t=1 u(x(t), Oα )

UU is larger than the probability of UU near a non-UU, we only choose the
identiﬁed UU with the maximum probability of being a UU to explore new UUs.
Algorithm 1 gives the pseudo code for our method for identifying UUs.
3.3

Analysis of Our Method

In this subsection, we compare our method with the partition-based approach
[14] to analyse the eﬀectiveness of identifying more UUs and being more robust
to noisy Oracle.
Identifying More UUs: Assuming that the partition-based approach has
already known which partition with the largest concentration of UUs, and we
assume that the probability of being a UU in this partition is p̂ ∈ (0, 1). Meanwhile, there is a UU has been identiﬁed but the location in this partition is
uncertain.
The partition-based approach is heavily dependent on the result of partitioning algorithm, if p̂ is high, the approach will perform well on this dataset. On the
contrary, our method does not have this dependency, and as long as the UUs are
clustered together rather than evenly distributed our method will perform well.
Especially if the UUs are all clustered together and away from other non-UUs
(e.g., in Fig. 2), the probability of our method of discovering a new UU from an
identiﬁed UU is 1.0 which is larger than p̂ in this case. Furthermore, the subsequent experimental results (see Sect. 4.3) also show that our method is better
than the partition-based approach in identifying more UUs.
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Noise Robustness: Our method is robust against noisy Oracle due to two
reasons. First, our method is better than the partition-based approach in identifying more UUs (i.e., with a greater probability of the selected instance being a
UU) according to the previous analysis. Therefore, according to Eq. 5, the conditional probability of an instance being a true UU given that the instance is an
identiﬁed UU in our method is larger than that in the partition-based approach.
Second, the partition-based approach randomly sample instances in the same
partition, thus we cannot tell which ones are true UUs and which ones are fake
UUs. On the contrary, in our method, we make the probability estimation for
each queried instance to be a UU, and the estimated probability of being a UU
for the fake UU is lower than that for the true UU. Therefore, the system can
be aware of that those identiﬁed UUs with low estimated probability are likely
to be fake UUs.

4

Evaluation

In this section, we conduct experiments to verify the eﬀectiveness of our method
in identifying more UUs with a perfect Oracle and the robustness to a noisy
Oracle.
4.1

Datasets

In our experiments, we choose four benchmark datasets processed by [3]1 including three text datasets and one image dataset:
– Pang05: This dataset is collected from [20]. It contains 10 K sentiment snippets (or sentences) expressing opinions on various movies. The expressing
opinions including positive and negative sentiment and we set the positive
sentiment as our critical class.
– Pang04: This dataset is collected from [19]. It contains 10 K subjective and
objective snippets (or sentences) extracted from Rotten Tomatoes pages and
IMDb plot summaries. We set the objective as our critical class.
– McAuley15: This dataset is collected from [16]. It contains 50 K reviews of
book and electronics randomly sampling from Amazon reviews, and the objective is to classify whether a sentence has positive or negative sentiment. We
set the positive sentiment as our critical class, and trained on the electronics
reviews then test on the book reviews.
– Kaggle132 : This dataset contains 25 K cat and dog images from Kaggle. The
objective is to classify whether an input image is a cat or a dog. We set dog
as our critical class.

1
2

http://aiweb.cs.washington.edu/ai/unkunk18/.
https://www.kaggle.com/c/dogs-vs-cats/data.
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For all datasets (except for McAuley15), the data is divided equally into a training set and a test set ﬁrstly. Then, to make the bias on Pang05 and Pang04,
[3] use a decision tree to randomly remove part of the training set. And for
Kaggle13, they remove all black cats from training set by asking crowd workers.
Finally, the size of all test sets is limited by random sampling to 5000, and we
construct search space on these ﬁxed-size test sets.
4.2

Experimental Settings

In our experiments, in order for the original biased model to have high performance on the validation set, we use the distributed representation, which has
been proven to be eﬀective and is commonly used [17,30], as the features of text
data and image data. Speciﬁcally, for text data, we use the pre-trained Word2Vec
model [17] which is trained on Google News to represent the averaged distribution for each sentence. And for image data, we use the features obtained from
the last max-pooling layer of a pre-trained AlexNet model [13] which is trained
on ImageNet dataset. Meanwhile, we use logistic regression as the classiﬁer for
image dataset and random forest as the classiﬁer for all text datasets.
All hyper-parameters in training process are set to the default parameters in
sklearn3 . Meanwhile, we set the trade-oﬀ parameter γ to 0.2 and the cost of each
instance to 1. Notice that the values of these two parameters do not actually
aﬀect the process of the algorithm, and we set this up to align with previous
work [14]. We set the penalty term parameter β to 3, and we will discuss it in
more detail later. Meanwhile, we set the conﬁdence threshold τ to 0.654 and set
our explore sequence to:

B
1.0 − 2t
B, t ≤ 2 ,
(t) =
(8)
0,
else,
where B is the limited steps and set to 500 for all datasets. This is done in
order to try to discover UUs in diﬀerent areas as far as possible, then go to
exploit UUs near the discovered UUs. Meanwhile, we follow the setting from [26]
and simulate noise by ﬂipping label randomly (i.e., the noise rate α), which is
beneﬁcial to the quantitative analysis of experiments.
To demonstrate the eﬀectiveness of identifying UUs, we compared our method
with random sampling and the partition-based approach [14]. Since [14] did not
release the code, we use the reproduced code by [3]. Speciﬁcally, for the partitionbased approach used in our experiments, we ﬁrst partition the input data by
the conﬁdence scores and then partition the features. The number of partitions is selected using the elbow method5 . Second, through Bandit for Unknown
3
4

5

http://scikit-learn.org/.
Actually, τ is a parameter worth discussing, and diﬀerent thresholds will construct
diﬀerent search spaces. However, we tried several candidate values such as 0.70 and
0.75 in our experiments, and the results basically consistent, so we use the value in
previous works [3, 14] without further discussion.
https://en.wikipedia.org/wiki/Elbow method (clustering).
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Unknowns (UUB) algorithm [14], we greedily sample the new instance from the
partition with the maximum expected reward. Further, the results demonstrated
for all methods are the average across 50 runs.

Fig. 3. A comparison of the quantity of identiﬁed UUs by diﬀerent methods with a
prefect Oracle. The result shows that our method outperforms the other two methods
on all datasets.

Fig. 4. A comparison of the quality of identiﬁed UUs by diﬀerent methods at diﬀerent
error rate. The result shows that our method outperforms the other two methods on
all datasets.
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Discussion of Results

Quantity: We use the quantity of identiﬁed UUs to evaluate the ability of identifying more UUs for all methods. From the result shown in Fig. 3, we observe that
our method outperforms than random sampling and the partition-based approach in the quantity of identiﬁed UUs with perfect Oracle. And also observed
in Pang05 and McAuley15, the partition-based approach is similar to random
sampling in the performance of identifying UUs. This is because that the partitioning algorithm in [14] does not well partition the space by the diﬀerence
of concentration of UUs on these two datasets. In Kaggle13, the reason that
our method is worse than the partition-based approach in the early stage is
that our method has a large probability of random sampling. Later, the reason
for the partition-based approach being signiﬁcantly worse is that there are fewer
instances in the partitions with the high concentration of UUs and the algorithm
has exhausted all of them. The results also indicate that the partition-based approach is highly dependent on the result of its partitioning algorithm, and our
method is more stable in identifying more UUs.
Quality: To test the robustness of our approach to noisy Oracle, we use the
quality of identiﬁed UUs, which is equal to the ratio of true UUs in all identiﬁed
UUs, as the evaluation metric. From the result shown in Fig. 4, we see that the
quality of UUs identiﬁed in our method is higher than other two approaches,
which shows that our method is more robust to noisy Oracle when we discovery
UUs. Especially in the Pang04, when the error rate reaches 5%, the quality of
identiﬁed UUs in our method is about 90%, while the quality of identiﬁed UUs
in partition-based approach is only 80%, and that in random sampling is less
than 70%.
Cumulative Utility: Overall, to verify the eﬀectiveness of our method in identifying UUs with noisy Oracle, we use the cumulative utility (See Eq. 3) as the
evaluation metric and present the result in Table 1. In Table 1, we also present
result from another baseline with quality control (i.e., repeated sampling), which
is to illustrate that our method can not only identify more UUs but also guarantee the quality of identiﬁed UUs. Meanwhile, in order to make a reasonable
comparison, we ﬁx the penalty parameter γ to 0 and noise rate α to 2% in the
calculation of cumulative utility for all experiments. The experimental results in
Table 1 show that our method can achieve better performance in the cumulative
utility than other methods with the diﬀerence of β. At the same time, it can
be found that the cumulative utility is greatly reduced after the repeated sampling is used, indicating that, the repeated sampling can improve the quality of
identiﬁed UUs, but reduced the quantity of identiﬁed UUs due to the limited
budget. Meanwhile, according to our extended utility function (i.e., Eq. 2), the
larger of β, the greater the penalty for fake UUs, which leads to the decrease in
cumulative utility.
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Table 1. The comparison of the cumulative utility by diﬀerent methods on four
datasets with a noisy Oracle. The penalty parameter γ is ﬁxed to 0 for simplicity,
and the noise rate α is set to 2%.
Dataset

Number of
Labellers

Number of
Queries

Method

Pang04

1

500

Random
Sampling
Partition-based
Approach
Our Method
Random
Sampling
Partition-based
Approach
Our Method

3

Pang05

1

3

McAuley15 1

3

Kaggle13

1

3

500/3

500

500/3

500

500/3

500

500/3

Random
Sampling
Partition-based
Approach
Our Method
Random
Sampling
Partition-based
Approach
Our Method
Random
Sampling
Partition-based
Approach
Our Method
Random
Sampling
Partition-based
Approach
Our Method
Random
Sampling
Partition-based
Approach
Our Method
Random
Sampling
Partition-based
Approach
Our Method

β=1 β=2 β=3
57.2

45.2

33.3

69.6

61.2

52.8

113.9 106.2
16.1
11.1

98.4
6.1

25.8

23.8

21.7

44.7

42.2

39.7

149.9

143.0

136.0

151.2

146.0

140.8

196.0 192.9 189.9
51.0
48.0
45.1
49.1

48.8

48.6

65.6

63.5

61.5

82.7

73.8

64.8

82.4

74.0

65.5

125.3 117.0 108.7
26.8
22.1
17.4
25.9

22.5

19.1

39.1

37.2

35.3

30.2

21.5

12.7

75.7

67.8

59.8

80.2
10.9

71.5
5.9

62.8
2.2

61.0

52.3

55.0

38.2

35.2

32.2
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Related Work
Unknown Unknowns

Unknown Unknowns are cases where the model fails while being conﬁdent that it
is correct to have been studied in [2]. They designed a crowdsourcing framework
(Beat The Machine, BTM) in a game-like setting to leverage humans to identify
them. The experiments demonstrate that their framework could discovery more
UUs than some variant random sampling strategies. Meanwhile, they found that
there is consistency and internal coherence in the identiﬁed UUs. However, the
BTM is completely dependent on humans without assistance and is not realistic
enough for automatic identifying UUs.
Therefore, [14] proposed a two-step framework, which is only requiring a
human-like Oracle to annotate the instance for task, to discover UUs in the
speciﬁed test set. Their framework is based on the assumption that UUs are
clustered in certain space but not randomly. In their ﬁrst step which is called
Descriptive Space Partitioning (DSP), they induce a similarity preserving partition on test set. Then, they present a multi-armed bandit algorithm which
is called Bandit for Unknown Unknowns (UUB) for discovering UUs in these
partitions. They estimate the concentration of UUs in each partition by random sampling strategy. Later, [3] argued that it is not enough to identify more
independent UUs to understand the machine learner’s limitations. And they proposed a coverage-based utility model to maximize the coverage of identiﬁed UUs
for test set. Their utility model is based on a custom coverage function, and
they prove that the greedy strategy will ﬁnd a cover within a constant factor of
optimal if the positions of all UUs are known in advance. Their model selects
the sample with the highest expected utility gain in each step and achieve better
results in the objective of coverage than [14].
However, the approaches from [3,14] all rely on a highly reliable humanlike Oracle which is impractical in real world. Meanwhile, the probability of
each instance being UU is estimated by dividing the search space into multiple
partitions and then sampling, which is a limitation for more accurate estimation
of the probability of being a UU between diﬀerent instances in the same partition.
In this work, we follow the utility model proposed from [14] and extend the
utility function to adapt to noisy Oracle. Meanwhile, we propose a more eﬀective
method for identifying UUs with noisy Oracle.
5.2

Other Related Work

Active Learning [12,23] is a common method for improving the generalization
ability of model by labelling a limited number samples, including Uncertainty
sampling [15], Query by committee [25], Excepted model change [24], Expected
error reduction [32], and Expected variance reduction [31]. However, these query
strategies focus on samples that the model is uncertain about, or prefer to the
samples in dense regions of the space which is likely to modify the decision of
model. Therefore, Active Learning approaches are tend to identify the error data

An Eﬀective Method for Identifying Unknown Unknowns with Noisy Oracle

493

with low conﬁdence score, which are called Known Unknowns [2], and are not
suitable for identifying UUs.
Repeated Labelling [11] (or other quality control mechanism) is the common approach for improving the data quality from crowdsourcing, which is also
useful for modelling [26]. However, it will increase the cost of querying Oracle
and reducing the number of queries, thus it is not suitable for the identifying
UUs task. Meanwhile, our experimental results conﬁrm that repeated labelling
reduces the cumulative utility under the limited budget.
Outlier Detection (or Anomaly Detection) [5,6,9] is the commonly used identiﬁcation of detecting the anomalous points in test set. However, these works
assume that the training set distribution is known, thus conﬂict with our assumptions.
The main problem causing UUs is the diﬀerent distribution between source
domain and target domain. There is a variety of ﬁelds are relevant to this problem, such as Domain Adaptation [4,8], Covariate Shift [27], and Transfer Learning [18]. However, they also need access to the training set is the same as outlier
detection.

6

Conclusions and Future Work

In this paper, we discuss the impact of noisy Oracle on identifying UUs, and
extend the utility model proposed from [14] to adapt to noisy Oracle. At the same
time, we present an eﬀective method for identifying UUs which is also robust to
noisy Oracle. The experimental results show that our method outperforms than
other benchmarks in terms of quantity and quality of identiﬁed UUs. Meanwhile,
the experimental results also show that the partition-based approach is highly
dependent on the partitioning algorithm for identifying UUs, and the partitionbased approach is not as stable as our method in our experiments.
Two considerations have been identiﬁed for future work. First, our method
has eﬀectively identiﬁed a lot of UUs for speciﬁed model, but how can we leverage them to understand the limitation of model? Some fancy frameworks [21] in
explainable AI (XAI) have been proposed, and then how to combine the identiﬁed UUs with them so that researchers or users can better understand the model?
Second, the identiﬁed UUs are valuable for further enhancement of the model’s
performance, how to leverage these error cases to improve the performance of
the model is our another research work in future.
Acknowledgments. We thank all reviewers who provided the thoughtful and constructive comments on this paper. This research is funded by the National Key R&D
Program of China (No. 2017YFC0803700), the National Natural Science Foundation of
China (No. 61773167), the Shanghai Municipal Commission of Economy and Informatization (No. 170513), and the Open Research Fund of Shanghai Key Laboratory of
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Abstract. Analogical transfer consists in making the assumption that
if two situations are alike in some respect, they may be alike in others.
This article explores the links that exist between analogical transfer and
the qualitative measurement of diﬀerences. The main idea is to formulate the similarity principle as a dependency between two measurements
of diﬀerence. Analogical transfer is formulated as a similarity-based reasoning: it is plausible that equally diﬀerent pairs in a certain dimension
are also equally diﬀerent in another dimension, at least for pairs that are
not too (analogically) dissimilar.
Keywords: Analogical transfer
Similarity measurement

1
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Introduction

Case-based reasoning (CBR) can be seen as the application of an analogical inference to problem solving. Analogical reasoning is a cognitive process in which
some structural pattern identiﬁed in a source conceptualization is transferred
to a target domain (possibly the same domain) in order to learn a target conceptualization [10]. Three main subtasks are identiﬁed: retrieval, mapping, and
transfer. The aim of the retrieval phase is to use some memory to identify to
which source situation the new (target) situation can be compared with. The
mapping phase produces a mapping from the retrieved source situation to the
target situation. The transfer phase uses this mapping to makes some prediction
on how to complete the description of the target situation. Analogies in which
mapping is followed with a transfer of information or explanations are called
predictive analogies in [10].
This article explores the links that exist between analogical transfer and
the qualitative measurement of diﬀerences. The main idea is that the similarity principle can be formulated as a dependency between two measurements of
diﬀerence: it is plausible that an equal diﬀerence observed on a certain dimension is accompagnied by an equal diﬀerence in some other dimension. We show
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that diﬀerence equality (“a and b are as diﬀerent as c and d”) and degrees of
diﬀerence (“a and b are more diﬀerent than c and d”) can be measured by applying a scale on the set of pairs of situations. A scale is a homomorphism (i.e.,
a structure-preserving mapping) between relational structures which is used in
mathematical theories of measurement [28] to assign numbers to objects so that
they can be compared. Such a scale groups into equivalence classes the pairs of
equally diﬀerent situations for the considered dimension. Taking a geometrical
metaphor, such equivalence class can be seen as a “contour line”, or a “line
of equal diﬀerences” in the underlying qualitative similarity model. Analogical
transfer is thus formulated as a similarity-based reasoning on such contour lines:
if a contour line is included in another at a given point, then it may also be
included at other points that are not too (analogically) dissimilar.
The paper is organized as follows. The next section discusses the role that
diﬀerences play in analogical transfer through a review of the literature. Section 3
introduces qualitative similarity relations. In Sect. 4, diﬀerences are measured
by deﬁning scales on the set of pairs. Section 5 shows that in this framework,
analogical dissimilarity corresponds to a diﬀerence between two scale values.
Section 6 provides a formalization of the similarity principle, which is used in
Sect. 7 to propose a qualitative formalization of analogical transfer. Section 8
concludes the paper.

2

The Use of Diﬀerences in Analogical Transfer

Analogical transfer is stated from a logical perspective in [6] as the following
hypothetical rule of inference, referred to as the “analogical jump” (AJ):
P (s) P (t) Q(s)
Q(t)

(AJ)

The authors of [6] claim that a suﬃcient condition for the inference (AJ) to
be justiﬁed should: (i) be weaker than a generalization rule ∀xP (x) ⇒ Q(x)
(otherwise the inference is simply deductive), (ii) on the contrary, be stronger
than an enumerative induction that consists in applying the rule P ⇒ Q to t
only because it was seen to hold on one example s, (iii) be in proportion to
the amount of similarity between sources and targets, but similarity degrees are
highly subjective and context-dependent. One criteria that seems satisfying is
when a functional dependency holds between P and Q. To be able to make an
analogical jump, instance-based learning approaches apply a similarity principle,
that states that the more similar two causes are, the more plausible it is that they
have the same eﬀect. In numerical settings, this property can be translated in
the geometrical property that locally, a bounded similarity on problems results
in a bounded similarity on solutions [14].
Analogical transfer can be used to transfer either commonalities between a
target situation and the source situations retrieved from memory, or diﬀerences.
Case-based adaptation can be seen as a more complex transfer of diﬀerences
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that is required when a simple copy of (parts of) a source case appears not to
be suﬃcient to predict the description of the target situation.
Transferring Commonalities. The properties P and Q may represent commonalities. For example, Bob’s car and John’s car share the property P of being
a 1982 Mustang GLX V6 hatchbacks, and Bob’s car has the property Q of having a price of 3 500$. The inference is that the price of John’s car should also
be around 3 500$. Another example of predictive analogy that transfers a commonality is the k-Nearest Neighbor algorithm [20], an instance-based machine
learning algorithm in which the class cls(x0 ) of a target instance x0 is predicted
from the class value cls(x) of the k instances x that are most similar to x0 .
The inference schema (AJ) is applied on a neighborhood N (x) of the retrieved
instance x:
x ∈ N (x) cls(x) = c x0 ∈ N (x)
cls(x0 ) = c
Transferring Diﬀerences. In the analogical jump (AJ), P and Q may also
represent diﬀerences. For example, in Fig. 1, adapted from [29], the pair (a, a )
can be mapped to the pair (b, b ) because b diﬀers from b in the same way
that a diﬀers from a. Both pairs instanciate the two relational predicates R1 =
“diﬀers in proﬁle shape from round to sharp” and R2 = “has the same eyebrow
as”. If we know that d has a sharp proﬁle (i.e., R1 (d, d ) holds), then assuming
d is to d what a is to a, applying the rule (AJ) enables to make the hypothesis
that d has the same eyebrow (curved) as d, i.e., that R2 (d, d ) holds:
R1 (a, a ) R2 (a, a ) R1 (d, d )
R2 (d, d )
Another example of predictive analogy that transfers diﬀerences is the analogical
proportion-based inference, used in analogical classiﬁcation, which, as shown e.g.,
in [3], also consists in making an analogical jump.

Fig. 1. Six faces.

Transfer and Adaptation. Adaptation, i.e., the cognitive ability to envision a
target solution that is diﬀerent from any previously encountered solution, is considered in cognitive psychology [21,24], as one of the core components of analogical transfer. In the following example, taken from [21], students adapt solution
procedures to solve new mathematical problems. They are asked to adapt the
solution procedure of a mathematical problem (called the garden problem [22]),
in which the goal is to calculate the number of plants that two people have in
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their garden. The solution procedure consists in (i) computing the least common multiple (LCM) of a set of numbers (the LCM of 10, 4, and 5, is 20),
(ii) generate the ﬁrst multiples of the obtained number (20, 40, 60, etc.), (iii)
add a left over to each multiple (the left over is 2, so we obtain 22, 42, 62,
etc.), and (iv) ﬁnd the smallest candidate solution that is divisible by a given
number (the smallest divisible by 6 is 42). Two other mathematical problems,
the marching band problem and the cookies problem, are structurally very similar to the garden problem, but diﬀer by the value given to three attributes:
the goal (g), the set of divisors (d), and the left over (l). Fig. 2 represents the
diﬀerence between these problems: garden denotes the description of the garden problem, band denotes the description of the marching band problem, and
cookies denotes the description of the cookies problem. The cookies problem is
solved by adapting the solution procedure of the garden problem. To do so, the
student has to assess how to modify the solution procedure to account for the
diﬀerences observed between the two problems. From the remembering of how
the marching band problem has been previously solved by adapting the solution
of the garden problem, most students were able to induce that a problem with
the same structure as the garden problem may be solved by the same solution
procedure, up to a substitution of attribute values. However, more complex differences between problems may require a deeper modiﬁcation of the solution
procedure, such as adding or removing steps. The authors give the example of
the seashell problem, for which the number of multipliers is greater than the one
of the garden problem. Adapting the solution of the garden problem to solve the
seashell problem would require to add some reasoning steps to its solution procedure. Adaptation is recognized as being part of the case-based reasoning cycle.
But surprisingly, a study of the CBR literature shows that the adaptation step
is not included in the case-based analogical inference [23]. The adaptation step
is always performed after the analogical inference (i.e., retrieval, mapping, and
transfer) has taken place, and only aims at modifying its result. Some adaptation
methods such as critique-based adaptation [11], or conservative adaptation [16]
are used to resolve inconsistencies in the reused source case, whereas others such
as diﬀerential adaptation [9], case-based adaptation [4] or adaptation by reformulation [17] modify the reused source case in order to ﬁt the requirements on
the target case. This singular status of adaptation in CBR research with respect
to analogical transfer appears even more striking since many adaptation strategies apply to themselves an analogical process, by reusing adaptation knowledge
retrieved from memory, in form of adaptation rules [5], substitutions [18], or
adaptation cases [4]. One of the reasons why adaptation is left out of the casebased analogical inference is that adaptation essentially consists in reasoning
on the diﬀerences that exist between two cases and the case-based inference is
currently unable to transfer such diﬀerences to the target case. While the importance of capturing and reusing case diﬀerences has long been acknowledged in
adaptation research (see e.g.,[5,9,12,15,18]), the link between case diﬀerences
and a theory of similarity remains unclear.
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Fig. 2. The diﬀerences between the values of the three attributes goal (g), set of divisors
(d), and left over (l) in the descriptions of some mathematical problems.

3

Qualitative Similarity Relations

A qualitative representation of similarity consists in dropping numerical values in
similarity assessment, which is justiﬁed by the fact that actual values of distance
between two cases are less signiﬁcant than the ability to compare two distances.
Let U be a ﬁnite, non-empty set, called the universe. An element of the square
product U × U represents a pair of elements, and is denoted (a, b), or simply
ab. Following [30], a qualitative similarity relation  is deﬁned as a strict weak
order on U × U. For two pairs ab, cd ∈ U × U, a strict ordering ab  cd for a
similarity relation  is interpreted as “a and b are more similar than c and d”,
and represents a strict inequality. A strict weak order is a binary relation with
the following two properties, for ab, cd, ef ∈ U ×U: asymetry (ab  cd ⇒ ¬ (cd 
ab)), and negative transitivity (¬ (ab  cd) ∧ ¬ (cd  ef ) ⇒ ¬ (ab  ef )). The
axioms of asymetry and negative transitivity deﬁne a form of rationality of a
similarity comparison [28]. If one states that a and b are more similar than c and
d, then one can not state that c and d are more similar than a and b. Besides, if
one does not think that a and b are more similar than c and d, nor that c and d are
more similar than e and f , then it is reasonable to think also that a and b are not
more similar than e and f . For a strict weak order , let ∼ be a binary relation,
called the indiﬀerence relation, deﬁned as: ab ∼ cd ⇔ ¬ (ab  cd) ∧ ¬ (cd  ab).
An element ab ∼ cd is interpreted as “a and b are as similar as c and d”. The
indiﬀerence relation ∼ is an equivalence relation: it is reﬂexive, transitive, and
symmetric. Each equivalence relation deﬁnes a partition, which is a collection of
non-empty disjoint subsets of a set whose union is the whole set. The subset of ∼
that contains a pair ab ∈ U × U is written [ab]∼ = {uv ∈ U × U | ab ∼ uv}, and is
called the equivalence class of ab. Deﬁning a rational (i.e., strict weak) similarity
relation  on a set of pairs U × U is equivalent to deﬁning a total preorder
on U × U. Because  is strict weak, there holds that for any ab, cd ∈ U × U,
exactly one of ab  cd, cd  ab, or ab ∼ cd hold. As a result, the relation
deﬁned as ab
cd iﬀ ab  cd or ab ∼ cd corresponds to the inverse of the
complement of the strict weak relation  (ab cd when it is not the case that
ab ≺ cd), and the complement of a strict weak relation is a total preorder. A
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total preorder intuitively models a ranking with ties. A direct consequence of
the negative transitivity of  is that an (in)equality ab
cd (resp., ab  cd,
ab ∼ cd) between two pairs ab and cd implies an (in)equality between the two
equivalence classes [ab]∼ and [cd]∼ :
[ab]∼

4

[cd]∼ ⇔ ∀uv ∈ [ab]∼ , u v  ∈ [cd]∼ , uv
⇔ ab cd

u v 

Measuring Diﬀerences

To be able to measure diﬀerences on a particular dimension, a scale is deﬁned
on the set of pairs of elements of a set. Such a scale is called a variation1 .
Definition 1. A variation is a scale υ : (U × U, ) −→ (V, ≥).
A scale is a homomorphism, i.e., a mapping that preserves all relations and
operations. Therefore, deﬁning such a scale is a way to specify a similarity relation
on a particular dimension: for a, b, c, d ∈ U, υ(ab) ∼ υ(cd) ⇔ ab ∼ cd
(two pairs are assigned the same value by the scale υ are equally diﬀerent), and
υ(ab) > υ(cd) ⇔ ab  cd (a and b are more similar than c and d whenever the
value assigned to ab is greater than the value assigned to cd). Variations can
be used to describe a wide range of similarity relations, from the most speciﬁc
one (υ(ab) = ab) to the most general (υ(ab) = 1). In this paper, we will restrict
the discussion to variations that are constructed by scaling the set of pairs of
values taken by a given feature2 . A feature is a variable on the set U, and can be
modeled as a function ϕ : U −→ X . In the following, the term feature denotes
either a binary variable (X = {0, 1}), a nominal variable (X is an enumerated
set, like {d, m, u}), a quantity (X is a set of values on an ordinal, interval, or ratio
scale), or a variable that takes its value in the powerset P(A) of a set A. The
term feature space denotes the set X of values taken by a feature.
Proposition 1. Given a feature ϕ : U → X , a scale o : X × X −→ V, and a
strict weak order > on V, the function υϕ
o : U × U −→ V deﬁned by
υϕ
o (ab) = o(ϕ(a), ϕ(b))
is a variation iﬀ ab  cd ⇔ ϕ(a)ϕ(b) X ×X ϕ(c)ϕ(d), where X ×X is the (strict
weak) order induced on X × X by the scale o ( i.e., o(xy) > o(zt) ⇔ xy X ×X
zt).
1

2

The term variation was introduced in [1] to denote a qualitative representation of
diﬀerences between two or more states. In [1], (binary) variations were represented
by functions whose domain is the set of pairs.
The latter are a very common way to represent diﬀerences between two objects,
although not the only one. Variations could for example represent complex rewriting
rules, such as term reduction relations.
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Proof. (Sketch) For two pairs ab and cd of U × U, ϕ(a)ϕ(b) ∈ X × X , and
ϕ(c)ϕ(d) ∈ X × X . The relation > on V is strict weak, so exactly one
of ϕ(a)ϕ(b) X ×X ϕ(c)ϕ(d), ϕ(a)ϕ(b) ≺X ×X ϕ(c)ϕ(d), or ϕ(a)ϕ(b) ∼X ×X
ϕ(c)ϕ(d) holds.

Table 1. Some examples of scales o : X × X −→ V deﬁned on the square product of
a feature space X .
Feature space Examples

1 if x=y
=(xy) =
0 if x = y

All
0 if x = y = 1
1(xy) =
1 otherwise

Ordinal

Continuous

Id(xy) =
xy
1 if x ≤ y
≤(xy) =
0 otherwise
− (xy) = y − x
⎧
⎪
⎨+ if x < y
Sign(xy) = o if x = y
⎪
⎩
− if x > y
dp (xy) = y − xp
Δ(XY ) = |X \ Y | + |Y \ X|

Sets

AP (XY ) = (X \ Y , Y \ X)
s(XY ) = (X \ Y , X ∩ Y , Y \ X)

Examples. Table 1 gives some examples of scales o deﬁned on the set X × X .
can be deﬁned from the nominal feature ϕ = eyebrow :
The variation υeyebrow
=
U −→ X and the scale =: X × X −→ {0, 1} as follows:

1 if eyebrow(a)=eyebrow(b)
eyebrow
(ab) =
υ=
0 if eyebrow(a) = eyebrow(b)
The indicator function 1P of the class “sharing the property P ” can be deﬁned
from the feature ϕ = P and the scale 1 : X × X −→ {0, 1} as follows:

0 if both P (a) and P (b) hold
1P (ab) = υP
1 (ab) =
1 otherwise
The variation υcolor
(ab) = (color(a), color(b)) can be deﬁned from the nominal
Id
feature ϕ = color : U −→ X with X = {r, g, b}, and the scale Id(xy) = xy. The
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variation υd1 (xy) = |age(y) − age(x)| can be deﬁned from the numerical feature
ϕ = age : U −→ N and the scale d1 : N × N −→ N where d1 is the Manhattan
distance. This function returns a natural number representing the (absolute)
diﬀerence in value of the property age. Let ϕ1 , ϕ2 , . . . , ϕn be n numerical features, and v be the function such that v(a) = (ϕ1 (a), ϕ2 (a), . . . , ϕn (a)) ∈ Rn for
→
−
a ∈ U. The variation ab = υv− (ab) = v(b) − v(a) gives the diﬀerence between two
to {a} × U. An inequality ab a→ ac
vectors. Let a→ be the restriction of
is interpreted as “b is at least as similar to a as c is to a”. If the order a→
is a complete preorder on {a} × U, there exists a function u : {a} × U −→ R,
called a utility function, such that for all b, c ∈ U, ab  ac ⇔ u(ab) > u(ac).
The utility function can be deﬁned for example using a distance measure .p
→
−
on U by taking u = υvdp where υvdp (ab) = abp gives the distance between a
and b. Consider the function ϕ = a→ : U −→ N+ that gives for each p ∈ U
the size of the principal ideal ↓ ap = {ab ∈ {a} × U | ap
ab}. The variation υad1→ (bc) = |size(↓ ac) − size(↓ ab)| gives a numerical measure of distance
between two elements b and c when a is chosen as a frame of reference. In particular, if b = a, υad1→ (ac) = |size(↓ ac) − 1| gives a distance from a to c in the
sense of the nearest neighbors: υad1→ (ac) = k iﬀ c is the k−Nearest Neighbor of a.
The scale AP (XY ) = (X \ Y , Y \ X) represents the diﬀerence from a set X to
a set Y by “what is lost” from X to Y and “what is gained” from X to Y . The
scale Δ(XY ) = |X \ Y | + |Y \ X| measures the symmetric diﬀerence between
X and Y . If the n-tuples X = (X1 , X2 , . . . , Xn ) and Y = (Y1 , Y2 , . . . , Yn ) are
. . . An (such that ∀i, Xi ⊆ Ai and
elements of a cartesian product A1 × A2 × 
Yi ⊆ Ai ), the scale Δ is given by Δ(XY ) = i (|Xi \ Yi | + |Yi \ Xi |). The function s(X, Y ) = (X \ Y , X ∩ Y , Y \ X) corresponds to what Amos Tversky called
a matching function in [29].
age

Measuring an Equality of Diﬀerences. An equality υ(ab) ∼υ υ(cd) holds if d
diﬀers from c as b diﬀers from a according to the scale υ. The equivalence class
[ab]υ = {cd ∈ U × U | υ(ab) ∼υ υ(cd)} of a pair ab groups a set of pairs of
U × U which are “equally diﬀerent”, i.e., which diﬀer from each other as much
as b diﬀers from a. Taking the geometric metaphor, such an equivalence class
can be seen as a “contour line” of the underlying similarity model. If ∼υ is the
identity relation (ab ∼υ cd ⇔ υ(ab) = υ(cd)), then each value  ∈ V deﬁnes an
equivalence class denoted by (υ : ) = {ab ∈ U × U | υ(ab) = }. Mapping a pair
ab to a pair cd consists in ﬁnding a scale υ for which the two pairs belong to the
same contour line for υ:
Find υ such that υ(ab) ∼υ υ(cd)

(Mapping)

Sharing a diﬀerence deﬁnes a contour line. In Fig. 1, the pair aa can be mapped
eyebrow
eyebrow
(aa ) = υ=
(bb ) = 0, so they belong to the same
to the pair bb since υ=
eyebrow
eyebrow
: 0) for the variation υ=
. Similarly, a contour line
equivalence class (υ=
v
of the variation υ− groups in the same equivalence class the pairs ab and cd
→ −
−
→
when their diﬀerence is represented by the same vector (i.e., such that ab = cd).
Sharing a commonality (like having a property P ) also deﬁnes a contour line.
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Let s ∈ U be an element that has a property P (i.e., such that P (s) holds).
The variation 1P can be used to map the pair ss to all pairs st ∈ [ss]1P =
(1P : 0) (and thus s to t). An analogical proportion also deﬁnes a contour
line. The analogical proportion X : Y ::Z : T is deﬁned [26] by X \ Y = Z \
T and Y \ X = T \ Z, which means that the analogical proportion X : Y ::Z :
T holds for two pairs XY and ZT iﬀ the two pairs take the same value for
the variation AP (XY ) = (X \ Y , Y \ X). Similarly, in preference theory, the
pairs of transactions satisfying the same conditional preference rules constitute
a contour line. Suppose U denotes a set of objects called transactions. Let I
be a set of distinct literals (called items), and ϕ : U −→ P(I) the function
that associates to each transaction a set of items. A transaction t is said to be
preferred to u according to a conditional preference rule π : i+  i− | C iﬀ
(i+ , C, i− ) ⊆ s(ϕ(t), ϕ(u)) with s(XY ) = (X \ Y , X ∩ Y , Y \ X) [7]. As a result,
two transactions that take the same value for this variation satisfy the same
conditional preference rules.
Measuring a Degree of Diﬀerence. An diﬀerence inequality υ(ab) ≥ υ(cd)
holds if b diﬀers from a more than d diﬀers from c according to the scale υ.
[cd]∼ ). The relation
Inequalities order contour lines (since ab
cd ⇔ [ab]∼
[ab]∼ [cd]∼ is noted a : b  c : d in [27]. For example, in Fig. 1, two faces having
the same eyebrow may be more similar than two faces having diﬀerent eyebrows,
eyebrow
eyebrow
: 0) (υ=
: 1). Similarly, by taking the usual order
i.e., 0 ≤ 1 ⇔ (υ=
≤ on N, one can deﬁne a contour scale: n ≤ m ⇔ (υage
(υage
d1 : n)
d1 : m).
This scale expresses that “ the lower the age diﬀerence, the more similar ”. By
structuring the set P(A) × P(A) with the (strict weak) inclusion relation ⊂
deﬁned by (A, B) ⊂ (A , B  ) iﬀ A ⊂ A and B ⊂ B  , a contour scale can be
deﬁned on analogical proportions:  ⊂ k ⇔ (AP : )  (AP : k). Such a
scale formalizes that all things equal, the less properties are lost or gained when
going from a set X to a set Y , the more similar X and Y are. For example,
if X = {a, b}, Y = {b, d}, Z = {a, c}, and T = {c}, then ZT  XY since
AP (ZT ) = {{a}, {}} =  ⊂ AP (X, Y ) = {{a}, {d}} = k. According to Tversky,
a matching function s(X, Y ) = (X \Y , X ∩Y , Y \X) should enforce a monotony
property. This property is enforced if the scale ≥ on V = P(A) × P(A) × P(A)
is such that s(ab) = (A, B, C) ≥ s(cd) = (A , B  , C  ) whenever A ⊆ A , B ⊇ B  ,
and C ⊆ C  .

5

Analogical Dissimilarity

Analogical dissimilarity is a “diﬀerence between diﬀerences”: it measures the
diﬀerence between two scale values. Taking the geometric metaphor, analogical
dissimilarity measures the “distance” between two contour lines (Fig. 3).
Analogical dissimilarity is given by a scale ad on V, which is coherent with
analogy, i.e., ad(ab, cd) = 0 ⇔ ab ∼υ cd. As a consequence, if ab ∼υ a b and cd ∼υ
c d , then ad(ab, cd) = ad(a b , c d ). If ∼υ is the identity relation, the previous
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observation implies that ad(ab, cd) gives the same value for all ab ∈ (υ : ) and
cd ∈ (υ :  ) taken in two diﬀerent contour lines. Therefore, we will write:
ad(,  ) = ad(ab, cd) for ab ∈ (υ : ) and cd ∈ (υ :  )
The analogical dissimilarity between two vectors [19] is their diﬀerence:

i.e.,

→ −
−
→
υv
(ab, cd) = ab − cdp
ad(ab, cd) = υd−
p
→
→
→
→
ad(−
u,−
v ) = −
v −−
u
p

The variation υad1→ is such that υad1→ (ac) = k iﬀ c is the k−Nearest Neighbor
of a. Analogical dissimilarity measures the diﬀerence between two values of this
variation, and thus corresponds to a ranking diﬀerence:
υa →

ad(ab, ac) = υdd11 (ab, ac)
i.e.,

ad(n, m) = |n − m|

for a, b, c ∈ U
for n, m ∈ N

If the feature ϕ : U −→ P(A) associates to each element of U a subset of a
set A, the analogical dissimilarity between analogical proportions is given by a
symmetric diﬀerence:
υϕ

ad(ab, cd) = υΔAP (ab, cd)
= |U \ W | + |W \ U | + |V \ Q| + |Q \ V |
with U = X \ Y, V = Y \ X, W = Z \ T, and Q = T \ Z
where X = ϕ(a), Y = ϕ(b), Z = ϕ(c), and T = ϕ(d)

Fig. 3. Analogical dissimilarity ad measures the distance between two contour lines.

To illustrate, take A = {a, b, c, d}, and a, b, c, d ∈ U such that X = ϕ(a) = {a, b},
Y = ϕ(b) = {c}, Z = ϕ(c) = {b, c}, and T = ϕ(d) = {a, c, d} (Table 2). The
scale AP gives AP (XY ) = U V with
– U = X \ Y = {a, b} is what is lost from X to Y
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Table 2. Four subsets X, Y , Z, and T .
a b c d
X 1 1 0 0
Y

0 0 1 0

Z 0 1 1 0
T

1 0 1 1

– V = Y \ X = {c} is what is gained from X to Y
and AP (ZT ) = W Q with
– W = Z \ T = {b} is what is lost from Z to T
– Q = T \ Z = {a, d} is what is gained from Z to T
The analogical dissimilarity between ab and cd is ad(ab, cd) = 1 + 0 + 1 + 2 = 4.
If the feature ϕ : U −→ P(I) associates to each transaction a set of items,
the analogical dissimilarity between two pairs of transactions is given by the
symmetric diﬀerence:
υϕ

ad(ab, cd) = υΔs (ab, cd)
= |U \ W | + |W \ U | + |R \ S| + |S \ R|
+ |V \ Q| + |Q \ V |
with U = X \ Y, V = Y \ X, R = X ∩ Y, S = Z ∩ T,
W = Z \ T, and Q = T \ Z
where X = ϕ(a), Y = ϕ(b), Z = ϕ(c), and T = ϕ(d)
For example, if I = {a, b, c, d}, and a, b, c, d ∈ U are deﬁned as above by X =
ϕ(a) = {a, b}, Y = ϕ(b) = {c}, Z = ϕ(c) = {b, c}, and T = ϕ(d) = {a, c, d},
then
– R = X ∩ Y = ∅ is what is preserved X to Y
– S = Z ∩ T = {c} is what is preserved from Z to T
The analogical dissimilarity between ab and cd is ad(ab, cd) = 1 + 0 + 0 + 1 + 1
+ 2 = 5. Therefore, we can say that the distance between the two conditional
preference rules π1 : i+ 1  i− 1 | C1 and π2 : i+ 2  i− 2 | C2 is

 

ad(π1 , π2 ) = i+ 1 Δ i+ 2  + i− 1 Δ i− 2  + |C1 Δ C2 |
For example, the distance between π1 : c  ab | ∅ and π2 : ad  b | c is 5. Such
measure could be useful e.g., to predict preferences in a transductive way [25].
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The Similarity Principle

When more than one scale is considered, the contour lines of the diﬀerent scales
may intersect. The similarity principle, according to which an equal diﬀerence
observed on a certain dimension is accompagnied by an equal diﬀerence in some
other dimension, corresponds to an inclusion relation between two contour lines.
Let Υ = {υ1 , υ2 , . . . , υn } be a set of n variations with υi : U × U −→ Vi , and
n ≥ 2. For υi , υj ∈ Υ, the inclusion of two contour lines at a point ab is called a
ab

co-variation and is written υi  υj . We say that the variation υi co-varies with
the variation υj at ab. The notion of co-variation at a point ab ∈ U × U can be
extended to a subset S ⊆ U × U by stating that:
S

ab

υi  υj iﬀ υi  υj for all ab ∈ S
If each ∼υi is the identity relation, then a co-variation is a functional dependency [2] between the two values  = υi (ab) and k = υj (ab), and the co-variation
ab

ab

υi  υj can be written (υi : )  (υj : k). For example, the co-variation
(υprofile
: (round, sharp))
Id

{aa ,bb }



(υeyebrow
: 0) represents the fact that when the
=

proﬁle changes from round to sharp, the eyebrow stays the same.

ab

Fig. 4. The co-variation (υi : α)  (υj : γ) can be interpreted with diﬀerent semantics
on the set Υ = {υi , υj , υk , υm }. Hatched areas on the ﬁgure represent the resulting
domains of validity of the co-variation. (a) Bayesian semantics: the co-variation is
veriﬁed on the whole equivalence class (υi : α) (b) Semi-bayesian semantics: the covariation is veriﬁed only on a subset of the equivalence class where some other variations
(here, υm ) keep the same value (c) Ceteris paribus semantics: the co-variation is veriﬁed
on the subset of the equivalence class where all other variations keep the same value.

Diﬀerent semantics can be given to a co-variation, depending on how it is
interpreted with respect to the inclusion of equivalence classes [ab]υi ⊆ [ab]υj .
Such an inclusion of equivalence classes is known as the similarity principle, and
states that the equivalence relations ∼υi and ∼υj are locally co-monotone, i.e.,
for all a, b, c, d ∈ U, ab ∼υi cd ⇒ ab ∼υj cd. This principle expresses that if a
and b are as similar as c and d for υi , then a and b are also as similar as c and d
for υj . Therefore, diﬀerent semantics can be given to a co-variation depending
on which subset R ⊆ [ab]υi of the equivalence class [ab]υi the similarity principle
is to be veriﬁed (Fig. 4):
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– Bayesian semantics: R = [ab]υi , i.e., the co-variation is veriﬁed on the whole
equivalence class;

– Semi-bayesian semantics: R = k∈{i}∪D [ab]υk , i.e., the co-variation is veriﬁed
all things equal, but only in the subset of [ab]υi where a set of variations υk
with k ∈ D take the same value [31];

– Ceteris paribus semantics: R = k=j [ab]υk , i.e., the co-variation is veriﬁed
all things equal, in the subset of [ab]υi where all other variations take the same
value.

7

Analogical Transfer

Performing an analogical transfer consists in taking the similarity principle as a
local inference rule, in order to make the hypothesis that if a contour line [ab]υi is
included in a contour line [ab]υj at a point ab, then [ab]υi should also be included
in [ab]υj at (at least some of) other points cd of [ab]υi (i.e., in some points cd
for which ad(ab, cd) = 0), and even maybe at points that are not too dissimilar
(i.e., in some points cd for which ad(ab, cd) ≤ k):
ab

υi  υj , ad(ab, cd) ≤ k

(Transfer)

cd

υi  υj
If each ∼υi is the identity relation, then (Transfer) gives:
ab

(υi : 0 )  (υj : γ), cd ∈ (υi : ) such that ad(0 , ) ≤ k
cd

(υi : )  (υj : γ)
The analogical “jump” (AJ) is a the expression of an analogical transfer where
υi = 1P , and υj = 1Q :
ss

(1P : 0)  (1Q : 0), tt ∈ (1P : 0), with ad(0, 0) = 0
tt

(1P : 0)  (1Q : 0)
tt

By applying the co-variation 1P  1Q , the state of sharing the property Q is
transferred to t. The co-variation is a functional dependency, which is consistent
with the observation of [6] that a suﬃcient condition for an analogical jump (AJ)
to be justiﬁed is that there exists a functional dependency holding between P
and Q. Diﬀerences may also be used in the transfer. In Fig. 1, if we know that
d has a sharp proﬁle, we can make the hypothesis that d has the same eyebrow
as d (curved), since d has a round proﬁle and d has a sharp proﬁle:
{aa ,bb }

: (round, sharp))  (υeyebrow
: 0)
(υprofile
Id
=
profile
dd ∈ (υId
: (round, sharp))
profile

(υId

dd

: (round, sharp))  (υ=

eyebrow

: 0)
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A fortiori reasoning is a type of inference that exploits the co-monotony of two
partial orders to estimate the value of an attribute. In [8], the authors give
the following example: “If whiskey is stronger than beer, and buying beer is
illegal under the age of 18, then we can plausibly derive that buying whiskey is
illegal under the age of 18”. This inference consists in applying the co-variation
bw
age
: 1)  (υlegal
: 1), where b stands for beer, w stands for whiskey,
(υdegree
≤
≤
and degree and legal age are two numerical features that associate to alcohols
their degree and minimum legal age of consumption. Suppose now that we want
to estimate the minimum legal age for cider (denoted by c). If we know that cider
is less strong than beer (degree(c) ≤ degree(b)), then one can use analogical
transfer to infer make the hypothesis that the minimum legal age for cider is less
than the one for beer (18):
bw

age
: 1)  (υlegal
: 1), cb ∈ (υdegree
: 1)
(υdegree
≤
≤
≤
cb

age
(υdegree
: 1)  (υlegal
: 1)
≤
≤

Analogical classiﬁers and instance-based-learning methods apply the similarity
principle to the nearest analogical neighbors [13]. In instance-based learning, the
relation “ belonging to the same class ” is transferred from an element x to an
element x0 whenever x0 is found to be in the neighborhood of x. For example,
in the k-Nearest Neighbor algorithm, (υxdp→ : n) is the equivalence relation that
relates the pairs xy that are the nth most distant from x according to .p , and
(υcls
= : 0) is the equivalence relation that relates all elements that share the same
class. The rule (Transfer) writes:
xx

x→
(υxdp→ : 0)  (υcls
= : 0), xx0 ∈ (υdp : n) with ad(0, n) ≤ k
xx0

(υxdp→ : n)  (υcls
= : 0)

8

Conclusion

There is an intimate link between the qualitative measurement of diﬀerences and
computational analogy. Some essential notions of formal models of analogy, such
as analogical equalities/inequalities, or analogical dissimilarity, and the related
inferences (mapping and transfer) can be formulated as operations on ordinal
similarity relations. The qualitative measurement of diﬀerences thus provides a
bridge between qualitative models and analogical methods. One direct outcome is
that it should allow to inject more psychologically grounded similarity measures
in learning methods. A new light is also shed on analogical dissimilarity which, as
an operation on a qualitative similarity relation, could be used to deﬁne decision
criteria in transductive methods.
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Abstract. It is assumed that preferences between two items, described
in terms of criteria values belonging to a ﬁnite scale, are known for a
limited number of pairs of items, which constitutes a case base. The
problem is then to predict the preference between the items of a new pair.
A new approach based on analogical proportions is presented. Analogical
proportions are statements of the form “a is to b as c is to d”. If the change
between item-1 and item-2 is the same as the change between item-3 and
item-4, and a similar statement holds for item’-1, item’-2, item’-3, item’4, then one may plausibly assume that the preference between item-1 and
item’-1 is to the preference between item-2 and item’-2 as the preference
between item-3 and item’-3 is to the preference between item-4 and item’4. This oﬀers a basis for a plausible prediction of the fourth preference if
the three others are known. This approach ﬁts well with the postulates
underlying weighted averages. Two algorithms are proposed that look
for triples of preferences appropriate for a prediction. The ﬁrst one only
exploits the given set of examples. The second one completes this set with
new preferences deducible from this set under a monotony assumption.
This completion is limited to the generation of preferences that are useful
for the requested prediction. The predicted preferences should ﬁt with
the assumption that known preferences agree with a unique unknown
weighted average. The reported experiments suggest the eﬀectiveness of
the proposed approach.

1

Introduction

Analogical reasoning is reputed to be a valuable heuristic means for extrapolating
plausible conclusions on the basis of comparisons. A simple form of this idea is
implemented by case-based reasoning (CBR) [1], where conclusions known for
stored cases are tentatively associated to similar cases. A more sophisticated
option relies on the idea of analogical proportions. By analogical proportions,
c Springer Nature Switzerland AG 2018
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we mean statements of the form “a is to b as c is to d”. We assume here that,
a, b, c, d refer to four items described by their vector of features values for a
considered set of features. The analogical proportion is to be understood as “a
diﬀers from b as c diﬀers from d” and conversely “b diﬀers from a as d diﬀers from
c”. Then inference is based on triples of vectors (rather than taking vectors one
by one as in case-based reasoning). The underlying idea is that if four items a,
b, c, d are making an analogical proportion on describing features, an analogical
proportion may hold as well on another mark pertaining to them, and then if
this mark is known for a, b and c, one may compute it for d in such a way that
the marks make an analogical proportion.
The notion of analogical proportions and their formalization has raised a
trend of interest in the last two decades [14,16,18,20,21]. Moreover analogical
proportion-based classiﬁers have been designed and experienced with success
[3,4,15], ﬁrst for Boolean and then for nominal and numerical attributes. In
this case, the predicted mark is the label of the class. Although it is not intuitively obvious why analogical proportion-based inference may work well, one
may notice that such a proportion enforces a parallel between four situations in
such a way that the change between a and b is the same as the change between
c and d. So this inference exploits co-variations.
One may wonder if what is working in classiﬁcation may also be applied
to preference prediction. The aim of this paper is to check whether analogical
proportions may be a suitable tool for predicting preferences. This idea has been
recently advocated in [17], but without providing any experimental evidence
that it may work. This paper further investigates this idea and provides an
experimentation of this idea. The problem considered is no longer to predict a
class for a new item, but a preference relation between two items on the basis of
a set of examples made of known comparisons applying to pairs of items. This
set of examples plays the role of a case base, where a case is just a pair of vectors
describing the two items together with information saying what item is preferred.
Cases stating preferences are not usual in CBR literature, although they are
clearly cases of interest. Still this should not be confused with “preference-based
CBR” [2] where preferences between competing solutions in the context of a
problem are handled.1
Preference learning has become a popular artiﬁcial intelligence topic [7,9,10,
12]. Preference learning often relies on the assumption that data sets are massively available. Interestingly enough, analogical proportion-based inference may
work with a rather small amount of examples, as we shall see. Preference-learning
approaches often rely on the hypothesis that known preferences agree with a
1

During the time we were ﬁnalizing this paper, we become aware of a very recent
work [8], also aiming at predicting preferences on an analogical basis. Their approach
exploits what is called “the horizontal reading” in [17], while here we investigate “the
vertical reading” (also introduced in [17]). Moreover the focus of [8] is on learning
to rank evaluated with a loss function, which is slightly diﬀerent from the one here
on predicting preferences and computing the error rate of predictions. A detailed
comparison of the relative merits of the two approaches are beyond the scope of this
paper, but will be the topic of a forthcoming study.
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unique unknown aggregation function or with a conditional preference structure that has to be identiﬁed. Analogical proportion-based methods extrapolate
predictions from known cases without looking for some underlying explanation
model.
The paper is structured as follows. Section 2 recalls the necessary background on analogical proportions and their use in plausible inference mechanisms, while Sect. 3 restates important facts in multiple criteria decision that are
relevant for applying analogical proportion-based inference to preference prediction. Section 4 presents two algorithms, one exploiting a set of given examples,
one using an extension of this set relying on a monotony assumption of the preferences. Section 5 shows that promising results can be obtained, while Sect. 6
provides some lines for further research.

2

Background on Analogical Proportions

As already said, an analogical proportion is a statement of the form “a is to b as c
is to d”. It is denoted a : b :: c : d usually. The name comes from a parallel, already
made in Ancient Greek time, with geometric proportions that equate the ratio of
two numbers a and b with the ratio of c and d, which may appear as a particular
case of an analogical proportion. This is maybe why analogical proportions are
supposed to obey the three following postulates (which correspond to properties
of geometric proportions):
(1) a : b :: a : b (reﬂexivity);
(2) a : b :: c : d = c : d :: a : b (symmetry);
(3) a : b :: c : d = a : c :: b : d (central permutation).
Let us assume that a, b, c and d take their values in a ﬁnite set U with at least
two elements. Let u, v ∈ U . It follows immediately that (u, u, u, u), (u, u, v, v),
and (u, v, u, v) are valid schemas for the analogical proportion. Other possible
schemas with two distinct values are on the one hand (u, u, u, v), (u, u, v, u),
(u, v, u, u), and (v, u, u, u), and on the other hand (u, v, v, u). They all disagree
with the idea of proportion: indeed, e.g., it would be weird to claim that “u is
to u as u is to v” if v = u, while “u is to v as v is to u” looks debatable as well,
since the change from v to u is opposite to the one from u to v.
So the simplest model for analogical proportions, is to consider that the
quaternary relation in U 4 is valid if and only if a : b :: c : d is of the form
(u, u, u, u), (u, u, v, v), or (u, v, u, v). In the case where U would be replaced
by the set of real numbers, a more liberal model may be considered where a :
b :: c : d holds as soon as a − b = c − d [19], and where more than two distinct
values may appear in the 4-tuples that make an analogical proportion, e.g.,
0 : 0.5 :: 0.5 : 1 , or 0.2 : 0.4 :: 0.6 : 0.8. However, we shall not use this modeling
in the following since we use a ﬁnite set U , encoded by numbers, but where the
diﬀerence operation ‘−’ is not a closed operation.
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The above deﬁnition of an analogical proportion extends to vectors straightforwardly. Let a = (a1 , · · · , an ), b = (b1 , · · · , bn ), c = (c1 , · · · , cn ), d =
(d1 , · · · , dn ), then
a : b :: c : d if and only if ∀i, ai : bi :: ci : di , i = 1, n.
Then analogical proportion-based inference [4,20] is usually deﬁned by the following pattern of plausible inference
∀i ∈ [[1, n]], ai : bi :: ci : di
m(a) : m(b) :: m(c) : m(d)
where m(x) denotes a mark associated with vector x, e.g., the label of the class
of x, in a classiﬁcation problem. More generally, m(x) may be also a vector. Here
m represents the sign of the preference relation (the value of m is in {, }).
Then if m(a), m(b), m(c) are already known, while m(d) is unknown, we can
infer a plausible value for m(d) by solving the equation m(a) : m(b) :: m(c) : ?
whose solution is always unique, when it exists. However, note that u : v : v : ?
has no solution, since neither u : v : v : v nor u : v : v : u are valid analogical
proportions.
In the following, the items we consider are made of preferences between two
vectors of criteria values, of the form a1  a2 , b1  b2 , c1  c2 and d1  d2 .
Then an instance of the analogical proportion-based preference inference is now
∀j ∈ [[1, n]], a1j : b1j :: c1j : d1j and a2j : b2j :: c2j : d2j
a1  a2 , b1  b2 , c1  c2
−−−−−−−−−−−−−−−−−−−−−
d1  d2 .
Two other instances, which involve the reversed preference relation , and
which are in agreement with the valid patterns of analogical proportions, would
correspond to following the analogical entailments with the same ﬁrst premise
as above that we do not repeat:
a1  a2 , b1  b2 , c1  c2
−−−−−−−−−−−
d1  d2 .
and
a1  a2 , b1  b2 , c1  c2
−−−−−−−−−−−
d1  d2 .
As we are going to see now, other concerns should be taken into account for
a proper preference prediction mechanism. For that we need to ﬁrst recall some
results in multiple criteria analysis, and to make some observations.
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Multiple Criteria-Based Preference and Analogical
Proportions

In practice, the most largely used multiple criteria aggregation operators are
weighted sums. Let x = (x1 , . . . , xn ) be a vector of evaluations representing a
choice according to n criteria. The same ﬁnite scale S = {1, 2, ..., k} is used
for all criteria (the greater the value, the better it is). As pointed out in [17],
an important property satisﬁed by many aggregation operators, in particular
weighted sums, is that contradictory tradeoﬀs are forbidden (in fact, not showing
contradictory tradeoﬀs is a property shared by many preference models, not only
by weighted sums). This is expressed by the following postulate.
We cannot have together the four following preference statements: ∀i, j

and
and
and

A : x−i α  y−i β
B : x−i γ  y−i δ
C : v−j α  w−j β
D : v−j γ ≺ w−j δ

So the ﬁrst three statements should entail
D : v−j γ  w−j δ
where  denotes a preference relation (x  y is the same as y  x) and x−i
denotes the n-1-dimensional vector made of the evaluations of x on all criteria
except the ith one for which the Greek letter denotes the substituted value. This
postulate ensures that the diﬀerence between γ and δ is at least as large as that
between α and β, independently of the criterion on which this diﬀerence shows
up. In other words, in context x−i the values of α, β are not enough for reversing
the preference, while γ, δ are suﬃcient; in context v−j the values of α, β are now
suﬃcient for getting the preference reversed, then it should be a fortiori the case
with γ, δ in this new context.
This postulate is veriﬁed by preferences that can be represented by a weighted
sum of utilities, i.e., in case there exist a real-valued function u deﬁned on S and
a set of n weights pi summing up to 1, such that, ∀x, y, x  y if and only if
U (x) =

n

i=1

pi u(xi ) ≥ U (y) =

n


pi u(yi ).

i=1

where U (x) is the global utility of the choice associated with vector x.
The above pattern of inference is compatible with the analogical proportionbased patterns of the previous section. In fact, a violation of this pattern would
lead to observe a reversed analogical proportion (of the form a is to b as b is to
a) on the preference symbols, which is opposite to what analogical proportion
expresses [18].
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Besides, the problem considered in this paper is the following. Given a set
E of preferences of the form xk  y k (k = 1, · · · , m), representing what we
know about the preferences of an agent about some pairs of choices, can we
predict its preference between two other choices x and y? First, an idea is to
make the assumption that the preferences of the agent obey a weighted sum
aggregation scheme, whose weights are unknown. Then, we might think of ﬁnding
a sampling of systems of weights summing to 1 that are compatible with the
constraints induced by E. But, enumerating the vertices of the polytope deﬁned
by the system of inequations corresponding to the preferences in E is a NP
hard problem that is not easy at all to handle in practice [13]. Indeed given a
feasible system of linear inequalities, generating all vertices of the corresponding
polyhedron is hard. Yet, in the case of bounded polyhedra (i.e., polytope) the
complexity remains open. It is why we have chosen to explore another route in
this study, based on the exploitation of a pattern avoiding contradictory tradeoﬀs, and patterns expressing that preferences should go well with analogical
proportions. This idea which may sound fancy at ﬁrst glance is based on the
empirical evidence that analogical proportion-based classiﬁers work well and the
theoretical result that such classiﬁers make no error in the Boolean case when the
labeling function is aﬃne [6]. A result of the same nature might be conjectured
when attributes are nominal rather the Boolean. In our case since the scale S is
ﬁnite, criteria may be regarded as nominal attributes.

4

Analogy-Based Preference Prediction

As just said, we investigate how analogical proportions can help for predicting
preference relations from a given set of such relations, while avoiding the generation of contradictory trade-oﬀs. We call AP P such a method, which is short
for “Analogy-based Preference Prediction”.
Let us consider a preference relation  over the universe set S n (n is the
number of criteria) and a set of preference examples E = {ei : xi  y i } telling us
that choice xi is preferred to choice y i . We may apply monotony on examples in
the set E, in order to produce other new valid examples. Namely, if (xi  y i ) ∈ E
and if x , y  are such that x  xi and y i  y  due to dominance, then x  y 
should hold as well. We denote comp(E) this completion of set E by repeated
application of monotony. Moreover the scale S = {1, 2, ..., k}. In the experiments
we use S = {1, 2, 3, 4, 5}. Such a scale is usual in practice.
4.1

Methodology

Given a new item D : X, Y whose preference is to be predicted, the basic principle
of APP is to ﬁnd the good triples (A, B, C) of examples in E (or if possible
in comp(E)) that form with D either the non-contradictory trade-oﬀs pattern
(considered in ﬁrst), or one of the three analogical proportion-based inference
patterns. Such triples, when applicable, will help to guess the preference of D
by applying a majority vote on the solutions provided by each of these triples.
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Let us consider one of the basic patterns:
A : x−i α  y−i β
B : x−i γ  y−i δ
C : v−j α  w−j β
D : v−j γ ? w−j δ
where preference of D is unknown.
The APP can be described by this basic process:
– For a given D, search for good triples in E.
– In case no good triples could be found in E, search for such triples in comp(E).
– Apply a majority vote on the candidate solutions of these good triples to
predict the preference of D.
The process of searching for good triples can be summarized by the following 3
steps:
1. Find good C: In the basic pattern, we can see that the item C may be any
example in the set E which is identical to D except on one criterion that is
denoted by its index j. The intuitive idea of APP is to start by searching for
the best examples C ∈ E that ﬁt the basic pattern considered. As j may be
any index in the set of criteria, a loop on all possible criteria j ∈ {1, ..., n}
should be executed in order to ﬁnd j. Once a candidate C is found, this helps
to also ﬁx parameters α, β, γ and δ for the current candidate triple. We save
such parameters as param = {α, β, γ, δ, j}.
2. Find good A: Once parameters α and β are ﬁxed for each example C, it is
easy to ﬁnd a good example A ∈ E in which α and β appears on the same
criterion, indexed by i. As in the case of C, a similar process is to be applied
to ﬁnd such examples A. This helps to ﬁx a new parameter i and update the
set of parameters to be param = {α, β, γ, δ, j, i}.
3. Find good B: As a result of the previous step, to each candidate pair
(A, C) along with D corresponds a set of candidate parameters param =
{α, β, γ, δ, j, i}. The last step is to ﬁnd all good examples B ∈ E to enclose
the triple (A, B, C), i.e., those that ﬁt exactly the pattern: p : x−i γ, y−i δ
regardless of the sign of the preference relation.
The next step of the APP is to predict preference based on the selected good
triples. Each candidate triple helps to predict an atomic preference solution for
D by inference based on any of the previous patterns described in Sects. 2 and
3. A global preference solution is computed through a majority vote applied on
all atomic solutions and ﬁnally assigned to D.
As expected, the proposed APP may fail in case no examples C (or A, or
B) could be found in the set E especially when E has a limited size (only
few examples of preferences between choices are available). To overcome this
problem, we propose to expand the set E and search for examples e in comp(E).
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For any example e ∈ E s.t.: e : x−i α  y−i β, one may produce a new valid
preference example by dominance (monotony) deﬁned as:
newe ∈ comp(E) iﬀ newe : newx−i α  newy−i β
and newx−i ≥ x−i and y−i ≥ newy−i (1)
For any relation e with opposite preference sign corresponds a newe by reversing
the operators.
4.2

Algorithms

Based on the previous ideas, we propose two diﬀerent algorithms for predicting
preferences in the following.
Let E be a training set of examples whose preference is known. Given a
new preference relation D ∈
/ E whose preference is to be predicted, the ﬁrst
alternative is to look at all good triples (A, B, C) ∈ E that provide a solution for
the item D. It is important to note that in a pre-processing step, one may search


for the appropriate pairs (A, B) ∈ E, s.t: A : x−i α, y−i β and B : x−i α , y−i β ,
i.e., A is identical as B except in one attribute. This step aims to ﬁltering the
high number of pairs and keeping only those that ﬁt the previous patterns. This
ﬁrst option is described by Algorithm 1.
Algorithm 1. APP with restricted set
Input: a training set E of examples with known preferences
a new item D ∈
/ E whose preference is unknown.
P redictedP ref = f alse
Preprocess: S(A,B) = F indP airs(E).
CandidateVote(p)=0, for each p ∈ {, }
for each C ∈ E do
if IsGood(C) then
for each (A, B) ∈ S(A,B) do
if IsGood(A) AND IsGood(B) then
p = Sol(A, B, C, D)
CandidateV ote(p)++
end if
end for
end if
end for
maxi = max{CandidateV ote(p)}
if maxi = 0 AND unique(maxi, CandidateV ote(p)) then
P ref erence(D) = argmaxp {CandidateV ote(p)}
P redictedP ref = true
end if
if P redictedP ref then
returnP ref erence(D)
else
return (not predicted)
end if
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In case Algorithm 1 fails to ﬁnd good triples, the second alternative (described
by Algorithm 2) aims at expanding the set of preference examples E by searching
for good triples (A, B, C) in comp(E). In this set, examples are produced by
applying dominance (monotony) on elements found in E.
Note that the algorithms that we proposed in this paper are quite diﬀerent
from the one in [17], where only a brute force procedure for preference prediction
is presented without giving any clue for implementation. Neither an evaluation
process nor comparisons are provided. Moreover, the algorithm in [17] assumes
that a completed set Comp(E) is ﬁrst computed and used as input for prediction.
Generating the whole set Comp(E) is computationally very expensive, while it
may be useless. In this paper we search for useful elements in Comp(E) only in
case no appropriate triples can be found in E. This clearly reduces the computational burden. We then describe a precise process for searching for appropriate
triples and also present a way to evaluate the algorithm’s performance (which is
not done in [17]). In terms of complexity, due to the use of triples of items, our
algorithms have a cubic complexity while the approach to ﬁnd the set of weights
compatible with the set E has at least a complexity O(|E| ∗ |E  |n ), where n is
the number of weighted averages to be generated and E’ is the new set generated
from one of these weights.

Algorithm 2. APP with a completion set
Input:a training set E of examples with known preferences
a new item D ∈
/ E whose preference is unknown.
Preprocess: S(A,B) = F indP airs(E).
if Algo1(D,E)=not predicted then
CandidateVote(p)=0, for each p ∈ {, }
for each C ∈ E do
newC=comp(C)
for each (A, B) ∈ E × E do
if IsGood(A) AND IsGood(B) then
p = Sol(A, B, newC, D)
CandidateV ote(p)++
end if
end for
if CandidateVote(p)=0, for each p ∈ {, } then
for each A ∈ E do
newB=comp(B)
if IsGood(A) AND IsGood(NewB) then
p = Sol(A, newB, newC, D)
CandidateV ote(p)++
end if
end for
end if
end for
end if
P ref erence(D) = argmaxp {CandidateV ote(p)}
return P ref erence(D)
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Experiments

In order to evaluate the proposed APP algorithms, we have developed a set of
experiments that we describe in the following. We ﬁnally compare these algorithms to a nearest neighbors method.
5.1

Datasets and Validation Protocol

The experimental study is based on three datasets, the two ﬁrst ones are synthetic data generated from a chosen weighted average function. For each of
these datasets, all possible combinations of the feature values over the scale
S are considered. For each pair of vectors (x, y) ∈ E 2 , the preference is determined, through
computing weighted
averages as follows: x  y if and only if
n
n
U (x) = i=1 wi xi ≥ U (y) = i=1 wi yi , where wi is the weight associated to
criterion i.
– Dataset 1: we consider only 3 criteria in each preference relation i.e., n = 3
and we test with 3 diﬀerent options of this dataset. In each of them, examples
are generated using a diﬀerent weighted average function:
• Weights1(noted w1 ) with 0.6, 0.3, 0.1 weights respectively for criteria 1, 2
and 3.
• Weights2(w2 ) with 0.5, 0.3, 0.2 weights respectively for criteria 1, 2 and
3.
• Weights3(w3 ) with 0.7, 0.2, 0.1 weights respectively for criteria 1, 2 and
3.
– Dataset 2: we expand each preference relation to support 5 criteria, i.e.:
n = 5 and similar to dataset1, we tried diﬀerent options of weights:
• Weights1(w1 ) with 0.4, 0.3, 0.1, 0.1, 0.1 weights respectively for criteria 1,
2, 3, 4 and 5.
• Weights2(w2 ) with 0.3, 0.3, 0.2, 0.1, 0.1 weights respectively for criteria 1,
2, 3, 4 and 5.
• Weights3(w3 ) with 0.6, 0.2, 0.1, 0.05, 0.05 weights respectively for criteria
1, 2, 3, 4 and 5.
We may consider that 5 criteria is already a rather high number of criteria for
the cognitive appraisal of an item by a human user in practice. For both datasets,
each criterion is evaluated on a scale with 5 diﬀerent values, i.e., S = {1, ..., 5}.
To check the applicability of APP algorithms, it is important to measure
their eﬃciency on real data. For such data, two choices/options are provided
to a human judge and ask him/her to pick one of them. To the best of our
knowledge, there is no such a dataset that is available in this format [5]. For this
purpose, we select the Food dataset from context aware recommender systems
available in2 .

2

https://github.com/trungngv/gpfm.
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– The Food dataset used by [5] contains 4036 user preferences among 20 food
menus picked by 212 users. In each of them a user is supposed to provide a
numerical rating. Each item in this dataset is represented by three features
that correspond to three diﬀerent level of user hunger. Each of them could be
in 3 possible situations. To test this dataset, we ﬁrst pre-process it to generate
the preferences in the format recommended by our model: We group all the
input data by user and by foods. For any two inputs with diﬀerent ratings, we
generate a preference relation. Since we are only dealing with nominal values
in this paper, we limit our study to 5 diﬀerent foods.
Regarding the validation protocol, for each dataset we have investigated diﬀerent
sizes of E between 20 to 1000 examples. For each subset of data, we repeat the
experiment 100 times to get stable results. In each experiment, a standard 10
fold cross-validation technique is applied. The prediction accuracies shown in
next subsection for both algorithms are for the testing set and are the average
over the 100 rounds.
5.2

Results

Figures 1 and 2 show prediction accuracies of APP algorithms respectively for
Datasets 1 and 2 for diﬀerent sizes of each dataset and diﬀerent weights (see
curves “Algo1 wi (E)” and “Algo2 wi (E)”; the other curves using InterE data
are explained at the end of Sect. 5.2).

Fig. 1. Prediction accuracies for Dataset 1 with 3 criteria and diﬀerent sizes of subsets
of data.

If we compare results of Algorithm 1 and 2 in Figs. 1 and 2, we can draw the
following conclusions:
– In case of Dataset 1, Algorithm 2 is largely better than Algorithm 1 for small
sizes of the dataset (size < 500). Algorithm 1 and 2 provide close results for
datasets with more than 500 examples even if Algorithm 2 is always better.
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Fig. 2. Prediction accuracies for Dataset 2 with 5 criteria and diﬀerent dataset sizes

– Algorithm 1 seems ineﬃcient for prediction when only a small sample E of
examples is given. Since we are only dealing with grades in a nominal way in
this paper, many triples are rejected due to the ‘yes-no’ acceptance condition
for appropriate triples. This may be relaxed and extended to deal with truly
numerical values (which is a process under study).
– Algorithm 2 shows a very good prediction ability even with rather small
samples (i.e., 50 preference examples). Due to monotony exploited by this
algorithm, it is always possible to ﬁnd appropriate triples in Comp(E).
– Since Algorithm 2 is clearly better than Algorithm 1, we limit our experiments
on Algorithm 2 when applied to Dataset 2.
– In case of Dataset 2, prediction accuracy of Algorithm 2 is clearly improved
when dataset size increases as in case of Dataset1.
– If we compare results for the two datasets, it is obvious that Algorithm 2
is signiﬁcantly better when applied to Dataset 1 (with 3 criteria) than to
Dataset 2 (with 5 criteria). This means that it is easier for Algorithm 2 to
predict preferences with a limited number of criteria, as we may expect.
– The three weighted averages for Datasets 1 and 2 yield close results even
though the weights w1 for Dataset 1 and w2 for Dataset 2 give slightly worse
results. In the two latter, the weights are less contrasted (i.e., closer to each
other), which may indicate that it is somewhat easier for the algorithm to
predict preferences generated from a weighted average with more contrasted
weights. Still the three weights sets yield very similar results for large dataset
sizes.
The previous results show the eﬀectiveness of Algorithm 2 as preference predictor which ﬁts with a given weighted average used to produce the preference
examples especially for small number of criteria.
It is worth pointing out that the predicted preferences have been evaluated
as being valid, or not, on the basis of 3 weighted averages, the ones used for
generating the dataset with its three versions. It is clear that a given set E
of preference examples is compatible with a more large collections of weights.
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Strictly speaking a prediction is valid if it is correct with respect to at least one of
the collections of weights compatible with E. As already said, determining all the
extreme points of the polytope of the weights compatible with E is quite tricky.
So in the above reported experiments, we have compared the prediction to ones
obtained by using the weighted averages used in the generation of the training
set, and thus the reported accuracies are lower bounds of the true accuracies.
In the following, we aim at estimating the extent to which APP algorithms
succeed to ﬁt with a larger variety of weighted averages. For this purpose, we
also experiment our algorithms on datasets obtained by applying the following
procedure:
1. Select m diﬀerent weighted averages P1 , P2 , ...Pm , all of them satisfying the
same ranking for the importance of each criterion. We denote E1 , E2 , ..., Em
respectively the corresponding sets of preference examples.
2. Find the intersection set of these preference sets denoted InterE = E1 ∩
E2 ∩ ... ∩ Em containing only examples that any of all weighted averages
∈ {P1 , P2 , ...Pm } can generate.
3. Apply APP Algorithms to predict preferences on subsets of InterE.
To test the previous idea, we use 5 diﬀerent weighted averages (m = 5)
keeping the same importance ranking for the criteria. Results of Algorithm 1
and 2 are given in Figs. 1 and 2 (See Algo1(InterE) and Algo2(InterE)). These
results show that:
– Accuracy of Algorithm 2 is clearly improved when the set InterE is used
instead of the set E which is produced from one of the 5 weighted averages.
This can be noticed for most dataset sizes especially large sizes of the data.
– For Algorithm1, a slight improvement is noticed when using the set InterE
especially for large dataset sizes exceeding 100 examples.
This conﬁrms our intuition and shows that if preference examples agree with a
variety of weighted averages, more predicted preferences can be considered as
ﬁtting with these examples.
5.3

Comparison with a Nearest Neighbor Method

In the following, we aim at comparing APP algorithms to a basic nearestneighbor (NN) preference learning approach. That is why we implemented and
tested a NN preference learning algorithm that we call N N P L. The basic principle of this algorithm is to predict any new preference example d in the same
way as its nearest − neighbor preference example(s) belonging to the training
set. For this purpose, we compute the distance of d to all training examples and
we select those being suﬃciently close. In case of ties, a majority vote is applied.
Let us consider an example d : u ? v to be predicted and c : xi  y i ∈ E, we
compute two distances to c deﬁned as:
Dis1(c, d) = (| u − xi |, | v − y i |)
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Dis2(c, d) = (| u − y i |, | v − xi |)
where | a − b | is simply the Manhattan distance of vectors components.
We deﬁne:
N N (c, d) = {c ∈ E s.t.:Dis(c, d) ≤ θ}
where Dis(c, d) = M in(Dis1, Dis2).
We want to check if the preference d is predicted by APP in the same way
as by NNPL. For this purpose, we computed the frequency of the cases where
both APP and NNPL predict the correct preference for d (this case is denoted
SS), the frequency of the cases where both algorithms predict an incorrect label
(denoted F F ), the frequency where APP prediction is correct and NNPL prediction is wrong (SF ) and the frequency where APP prediction is wrong and
NNPL prediction is correct (F S). For this experiment we exploit APP algorithms applied to Dataset 1 for which we only consider the cases where both
APP and NNPL are able to provide a prediction (we only include examples that
can be predicted by the two compared algorithms). Regarding the threshold θ,
we tried 3 diﬀerent values in {1, 2, 3} and we report the results for the best one
(θ is ﬁxed to 2 in this experiment). Results are saved in Table 1.
Table 1. Frequency of success/fail of AP P predictions that are predicted same/not
same as the N N P L approach
Dataset size Algo1
SS
FF

SF

50

0.901 0

0.099 0

0.697 0.026 0.2

100

0.807 0.04

0.113 0.04

0.811 0.035 0.134 0.02

200

0.841 0.02

0.081 0.058 0.826 0.023 0.106 0.045

FS

Algo2
SS
FF

SF

FS
0.076

500

0.887 0.015 0.056 0.042 0.863 0.012 0.069 0.056

1000

0.92

0.011 0.042 0.027 0.911 0.013 0.045 0.031

In this table, we note that:
– For most cases, APP and NNPL agree and predict the same preference (the
highest frequency can be seen in column SS).
– If we compare results in column SF and F S, we can see that the frequency
of cases where APP provides the correct prediction, while N N P L does not
(column SF ) is signiﬁcantly better than the opposite case (column F S). This
can be seen for all dataset sizes (except the smallest one). Especially for a size
of 100 examples, more than 10% of the total correctly predicted examples are
predicted diﬀerently from the NNPL.
Lastly, we also compare the prediction accuracy of APP algorithms to NNPL
when applied to the Food dataset as representative of real data. Results of Food
dataset, in Table 2, shows that:
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Table 2. Classiﬁcation accuracy of Algo 1 and 2 applied to Food dataset
Dataset Algo1
Food

Algo2

NNPL

[5]

73.31 ± 2.81 73.35 ± 2.63 61.57 ± 3.58 61

– APP algorithms performs well when dealing with real dataset as in case of
synthetic data.
– Algorithms 1 and 2 signiﬁcantly outperform the probabilistic approach proposed by [5] applied to this dataset.
– Algorithms 1 and 2 also do better than the NNPL.
In fact, APP beneﬁts from two basic diﬀerences if compared to the classic NNPL
(i) using a large amount of triple voters for prediction while NNPL uses a simpler voting-based strategy that directly applies a vote on the nearest neighbor
examples and (ii) using more complex calculation by comparing pairs of items
instead of comparing simply two items. We note that the four items involved in
each comparison are not necessarily closes as we shall see from the basic pattern
described in Sect. 4.1. In this pattern, it is clear that D is neighbor to C (only
one criteria is diﬀerent) and B is neighbor to A but D is not necessarily neighbor to A or B. This increase in terms of complexity (which is cubic in case of
APP) may explain the good results of APP if compared to NNPL having linear
complexity.

6

Conclusion

The approach presented in the paper does not amount to inducing a general
representation of the set of examples under the form of a particular class of
aggregation functions or of a graphical preference representation, from which
we could predict a preference relation between any pair of choices. We simply
apply an analogical inference principle (or in the comparative study, a nearest
neighbor principle) for making directly the prediction. This type of approach is
successful in classiﬁcation. The present study shows that it is applicable as well
in preference learning. Still in classiﬁcation, the classes have just to be mutually
exclusive. Preferences are more structured in the sense that they are expected not
to exhibit contradictory trade-oﬀs and to be monotone, which has to be taken
into account in the learning process. In our approach, our experiments have
been on training sets generated by means of weighted sums, which is a quite
standard aggregation function, and we have obtained good results for rather
small subsets of examples. Still it is known that the representation of multiplecriteria preferences may require more general settings such as Choquet integrals
[11] where the condition for avoiding contradictory trade-oﬀs is weaker. Adapting
the proposed approach to guess preferences generated by such more general
settings is a topic for further research.
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(2004)

A Fast Mapper as a Foundation
for Forthcoming Conceptual Blending
Experiments
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Abstract. Algorithms for ﬁnding analogies as mappings between pairs
of concepts are fundamental to some implementations of Conceptual
Blending (CB), a theory which has been suggested as explaining some
cognitive processes behind the creativity phenomenon. When analogies
are deﬁned as sub-isomorphisms of semantic graphs, we ﬁnd ourselves
with a NP-complete problem. In this paper we propose and compare a
new high performance stochastic mapper that eﬃciently handles semantic graphs containing millions of relations between concepts, while outputting in real-time analogy mappings ready for use by another algorithm, such as a computational system based on CB theory.

1

Introduction

In a paper titled Analogy as the Core of Cognition Hofstadter [14] stated that
psychologists and cognitive scientists consider analogy as a sophisticated and
cryptic mental tool used in problem-solving, especially artistic people [11]. Multiple authors [2,11,22] declare that analogy is a essential task in many creative processes. In our current main focus - Computational Creativity (CC) researchers are typically concerned building algorithms for the creation of new
ideas or the display of behaviours exhibiting creativity. From these we refer to a
few which have inﬂuenced our work in [1,3,13,19,24]. Similar to other researchers
in Computer Science we try to bring fruitful ﬁndings in cognitive science into
implementing CC systems.
Simply stated, analogy is a method which relates ideas or pieces of thought.
Analogy as a process can be easily observed when asking someone “if a is to b
then what is c to?” Or the question “the composer is to the general as the
drum is to?” [24] This question should develop in most people answers such
as cannon, bomb, tank, etc. giving us a sense that analogy seems to be at the
core of cognition [26]. Analogy emerges as a fundamental tool to associate the
above two domains of knowledge - the composer and the general. It is not hard to
think that this process can be taken further by combining (or blending) partially
selected parts of information from the two domains into a new mental idea, for
instance, that the composed is directing an orchestra of cannons and bombs
c Springer Nature Switzerland AG 2018
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emerging in a scenery of musical warfare. We are of the opinion that this text
seems to possess some form of creativity [11]. In a nutshell, this is the idea behind
CB, a cognitive theory which has been successfully applied in CC systems [3,19]
including international projects such as CoInvent [20] and ConCreTe [27]. CB
requires a mapping of concepts - an analogy - to be eﬀective and is elaborated
in the next section.
The contribution described in this paper ﬂows from the current work of our
research group in developing a computational system which in the future is
expected to exhibit creativity. We previously reported [9] a CB module (named
the Blender) based on a evolutionary algorithm which requires as an input a
semantic graph and one or more analogies in the form of sets of concept pairs.
These mappings are typically either produced manually (to validate a system) or
produced by an existing computational analogy system such as the ones outlined
in [6]. However, as far as we know we have not found an algorithm fast enough to
extract in real-time mappings from giant non trivial semantic graphs available in
the web, such as the Never-Ending Language Learning (NELL) project [17] and
ConceptNet [21]. Our vision is that in a fully automated process the analogies
should follow the frames pertinent to the blend (an instance of the blending
space) being elaborated in the Blender module. In turn this requires a sort
of feedback loop between the blender and the mapper (which creates suitable
mappings) and therefore, a mapping module (the focus of this paper) capable of
executing in real-time and concurrently with the blending module.
This paper is laid out as follows: we start with a short overview of CB and
why it requires an analogy in the form of a mapping to work; it is followed by the
description of a few computational analogy systems which were relevant for our
work and CB in general; then we reveal our EEmapper and its inner workings;
afterwards we compare it against an optimum mapper and jMapper and examine
the results; ﬁnally, we outline further work to improve our mapper and conclude
on our ﬁndings. Semantic graphs are given as relations in the form (source,
relation, target), an analogy is represented as a functional mapping between
two sets of concepts and the size of a mapping corresponds to the number of
one-to-one associations between concepts in the mapping set.

2

Conceptual Blending and the Importance of Analogies

Fauconnier and Turner [5] suggested CB as cognitive theory to explain processes of conceptual integration occurring in the human thought. Its potential
to model mechanisms of concept invention has increasingly inspired research
in CC in recent years [20,27] and also in our research group [3,9,19]. Initially,
CB was proposed as a framework for conceptual metaphor theory, i.e., a cognitive explanation of the reasoning behind metaphors as a linguistic phenomenon.
Later [8] it was adapted to include the projection of one information domain to
another as a result of an analogy process with a partial recombination of concepts
and relations characteristic of the blending process. The projection of concepts
or analogy corresponds to a one to one mapping between concepts of diﬀerent
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domains being one the source and the other the target. In graph theory, the
analogy (or mapping) is deﬁned as a structural alignment of concepts from different domains of knowledge and can be seen as a graph isomorphism between
two semantic graphs or regions of a larger semantic graph. This way, CB includes
the usage of analogy to blend elements from diﬀerent thoughts and is equipped
to explain the synthesis of new ideas and the everyday language [8].
An essential ingredient in the CB theory is the mental space, a partial
and temporary structure of knowledge assembled for purposes of thought and
action [5]. The CB process takes two input spaces and looks for a partial mapping
between elements of both spaces that may be perceived as similar or analogous in
some respect. A third mental space, called generic, encapsulates the conceptual
structure shared by the input spaces, providing guidance to the next step of the
process, where elements from each of the input spaces are selectively projected
into a new mental space, called the Blend Space. Further stages of the process
elaborate and complete the blend.
In the CC and Analogy ﬁelds the input spaces have been typically given in
the form of semantic graphs, that is, graphs with directed edges representing
relations between concepts. Mappings represent analogies and are deﬁned as
sets of ordered pairs of concepts, each concept usually coming from a diﬀerent
input space than the other concept in the pair. Mappings represent a one-to-one
correspondence between concepts of diﬀerent regions of the semantic space [18].
In this paper we term the computational systems which generate mappings as
mappers and describe the ones we ﬁnd crucial for our work below.
2.1

Structural Mapping Theory

In [7] Gentner conceived her Structure Mapping Theory (SMT) stating that in
order to establish an analogy, two domains of knowledge deﬁned by interconnected relations between concepts, are matched from one domain to the other.
This matching is on its essence a structural alignment, or mapping, of one to
one correspondences between concepts from both domains. First and foremost,
particular crucial associations between the concepts from both domains are what
will identify the analogy. However, more interesting results could materialize if
the associations are fabricated using higher order relations, that is, relations
between relations or some sort of abstract matching [8]. SMT gave rise to a
robust algorithm - Structural Mapping Engine (SME) [4] - which probably is
the most signiﬁcant and earlier work in Computational Analogy [6].
2.2

Sapper

Sapper [25] is one of the ﬁrst mappers oﬀered as an alternative to Gentner’s
SME. Sapper was initially described as a model of memory for metaphor comprehension. Since then it has also been used as a dedicated mapping engine
by itself [24] or as a foundation for developing further mappers [12,19]. Given
two inputs in the form of semantic graphs representing the Tenor domain and
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the Vehicle domain (the components of a metaphor), Sapper lays out what the
authors label as dormant bridges - one-to-one associations between concepts.
Sapper works as a spreading activation mechanism in the given input semantic graphs and thus, it is in a sense a hybrid algorithm integrating principles
from symbolic computation with connectionist philosophies. Sapper works in
batches of two phases exchanging information between a structural inference
phase (mostly the Triangle and Square rules) and the opportunistic activation
phase. Is in the second phase where the limits of the mapping are deﬁned by
checking how important the nearby pairs of concepts are.
The Triangle rule lays out a dormant bridge (equivalent to a association of
two concepts) whenever those two concepts share a common concept with the
same relation. For instance, if dog, isa, animal and cat, isa, animal the shared
concept is animal through the isa relation. In this example Sapper associates
both dog and cat concepts in the ﬁrst phase. The Square rule builds on previously laid associations of concepts and if these also share the same relation
with a third and a forth concepts, Sapper associates the latter two. Again, as an
example if dog and cat are associated and the semantic network contains the two
relations cat, atlocation, crib and dog, atlocation, doghouse, Sapper lays down
a new association, in this case between the concepts crib and doghouse. When
Sapper is complete it returns the largest mapping (in number of associations)
containing the dormant bridges activated during its execution.
2.3

jMapper

In [19] Pereira developed in Prolog a mapper which found analogy mappings
between concepts from two input spaces, using a structural alignment algorithm
based on Sapper [24]. In [12] Pereira’s mapper was re-implemented in Java with
gains in eﬃciency and scalability, although maintaining the original idea. The
authors state that jMapper reduces the search space and ranks the pairs of
concept candidates in terms of potential similarity. This similarity is based on the
number nearby relations shared between each concept and their nearby concepts.
The mapper allows a similarity threshold to be set that avoids the exploration of
portions of the search space. For instance, if a low threshold is set a region of the
mapping which associates animals with plants could stop if their only relation
in common is that they are a form of life. As such, jMapper prefers to explore
concepts from the semantic graph that have more in common.
As stated above, jMapper has its roots on Sapper and looks for pairs of
concepts that share the same relation to a third concept (the Triangle rule).
From then on, it applies the Square rule to look for 1-to-1 correspondences. In
the end, jMapper returns the largest mappings.
2.4

Optimum Mapper

This mapper was previously developed in our research group to investigate the
complexity and feasibility of ﬁnding mappings in various semantic networks of
diverse sizes [3]. As the name indicates, the algorithm is exhaustive and optimal,
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as it will create all sets of possible mappings in order to ﬁnd the largest achievable
analogy, that is, the mapping set with the greatest number of concept pairs. As
the algorithm serves as a theoretical basis for the EEmapper we give a short
summary next.
The algorithm begins in a root pair composed of two distinct concepts taken
from the input spaces. Both concepts are not required to be related and thus contrasting the Triangle Rule in Sapper/jMapper. Then, the execution is performed
in two stages. In the ﬁrst stage, the algorithm ﬁnds a structural isomorphism
in the global input space (combination of both input spaces), extracting two
isomorphic sub-graphs. This isomorphism is edge based and reﬂects the same
sequence of relations in the sub-graphs. We term the two input spaces left and
right. Starting at the root pair, the isomorphic sub-graphs are extracted from
the input spaces by executing two synchronized expansions of nearby concepts
at increasingly depths, one from the left and the other from the right concepts
deﬁning the root pair. The expansion is done recursively in the form of a hybrid
between a depth ﬁrst expansion and a breadth ﬁrst expansion, one expansion
dedicated for the left sub-graph and the other to the right sub-graph. The left
and right isomorphic sub-graphs deﬁne a mapping composed of a unique set
of ordered pairs of concepts. Each concept of a pair comes from its respective
left or right isomorphism and thus, from one of the input spaces. Any concept
belonging to a pair is excluded from further expansions and future pairs.
While expanding, the algorithm stores additional associations between each
matched relations and the corresponding concept which was reached through
that relation. In reality, what is likely to happen is to occur a multitude of
isomorphisms. In that case the algorithm will store various concept pairs relating
any given concept to multiple matching concepts, as long as the same concepts
where reached from a previous concept with the same relation. This is the basis to
ﬁnd an edge/relation based sub-graph isomorphism. The last stage corresponds
to iterating all the isomorphisms found in the ﬁrst stage and extracting the
largest mapping in terms of concept pairs. It may happen that there are multiple
mappings with the same size and in either case, all the equally largest mappings
are outputted as analogies.

3

EEMapper

Our proposed algorithm for extracting mappings from semantic graphs is titled
EEmapper and is based on evolutionary principles. Although there is quite a
number of mappers in the literature, including the ones explained before, none
is fully capable of handling semantic graphs in the order of millions of relations. Either the mappers do not halt at all or consume a vast amount of
resources (memory included) and trigger software exceptions due to the combinatory explosion of possibilities they have to explore to output a mapping.
There are also other problems such as the wait for a usable mapping. When a
CB system depends on a mapping to do its elaboration and the mapping is not
available, or if the mapping should change in a small part to allow the CB task
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to improve its results it is clear that the mapping engine must be fast enough to
nourish the dependent tasks. In this case we have an optimisation issue inside of
another optimisation problem and therefore the combined complexity must be
lowered if we expect results in a useful time. Hence the purpose of this paper,
a somewhat embryonic but highly fast mapper to ﬁnd the largest mapping (in
number of concept pairs - one to one associations of concepts). Although currently missing, in the future we expect this search to include a form of semantic
quality or even of usefulness for a CB framework.

Fig. 1. Example of a mapping (analogy) between two domains of knowledge (green
and red) of a larger semantic graph. Associations are shown with vertical dashed lines
between concepts. Best viewed in colour. (Color ﬁgure online)

It is well known in Computer Science that ﬁnding the perfect answer to a
problem (in our case the ideal mapping) may be impossible to reach. The only
alternative then is to ﬁnd an answer “good enough” to our problem and that
is when we turn ourselves to stochastic algorithms. Both our CB framework [9]
and our Domain Spotter [10] are based on a High Performance Genetic Algorithm (GA) and because of this, we have a good foundation for building the
EEmapper. Our GA is prepared to handle multiple threads in parallel while
minimising memory usage. The GA runs in multiple batches of three phases in
parallel corresponding each batch to an epoch in the evolution of the population.
The three phases are the population mutation and crossover (genetic operations
phase), population selection for the next generation (k tournament selection)
and ﬁtness evaluation. Our EEmapper currently does not implement crossover
and has a simple but fast mutation. Hence we consider it a system with evolutionary principles and not a fully GA, but this is expected to change in the
future. Given the scope of this paper we do not describe the inner workings of a
typical GA but only the required operations to implement the EEmapper. The
mapper is founded on a partial but faster version of the isomorphism described
in the optimum mapper.
Each chromosome is deﬁned by what we name a root pair of two diﬀerent
concepts (vertices 6 and 23 in Fig. 1 representing a one to one association and the
building blocks of the emerging mapping. Any association of concepts is possible,
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given the stochastic nature of the algorithm. In each epoch, EEmapper evolves
hundreds or thousands of chromosomes, each representing a mapping. Hence
the system not only outputs the best result but multiple mappings similar or
resulting from a ﬂuctuating population of chromosomes. Excluding speed optimizations in the algorithm (such as only running the ﬁtness function whenever a
chromosome changes) the ﬁtness function reﬂects the execution of the stochastic sub-isomorphism ﬁnding algorithm, naturally applied to every chromosome
of each generation. As in the Optimum Mapper, the score for each chromosome (and related mapping) is the number of concept pairs in the mapping. For
instance, if a chromosome has stored in its genetic material the mapping shown
in Fig. 1 its ﬁtness score would be 6.
When the GA ﬁrst starts, the root pairs are randomly generated, i.e., the
mapper starts from an association such as (dog, cat) or from (rock, light). This
decision was taken so that the system could ﬁnd mappings between disconnected
domains even if at ﬁrst sight they appear completely unrelated, as this may discover extraordinary ﬁndings [15]. The partial isomorphism matching algorithm
executes whenever a chromosome changes (because of a genetic operation) or is
reset (build from scratch or in the GA’s ﬁrst population). The algorithm randomly chooses the same path of relations (labels such as isa, partof, atlocation)
in the left and right input spaces shown in the same Fig. This is equivalent to
executing the full left and right expansion in the optimum mapper for later only
choosing a single random mapping from that expansion, that is, one path from
the root to a leaf in the deep ﬁrst expansion of the semantic tree. Therefore, a
mapping depends on the initial root pair and the (random) sequence of branches
(associations of relations and thus concepts) generated by the Random Number
Generator. In a sense, the deﬁning of a root pair is equivalent to Sapper’s Triangle
rule and the mutation’s random walk to Sapper’s Square rule. However, contrary
to Sapper, the EEmapper works without problems in disconnected input spaces.
With the above described stochastic process executing in the mutation operator
the search space is cut in a tiny fraction of the other mappers with the expected
outcome of lowering the probability of ﬁnding the largest mapping.
The mutation mechanism does two types of operations. First, it randomly
changes one or both of the concepts in its root pair to nearby connected concepts.
This mechanism has a progressively smaller chance of randomly mutating a
concept to a more distant neighbour. As an example, if a root pair is dog, cat a
possible mutation is canine, cat or in Fig. 1 changing the root pair 6, 23 to 6,
24. Second, the mutation re-executes a new partial isomorphism match from the
existing or mutated root pair in the hope of shuﬄing the resulting mapping.

4

Comparative Evaluation

As an initial validation of our new mapper, we compared it against an optimal
mapper we developed previously in our research group [3] and against an eﬃcient implementation of Sapper - jMapper [12]. This comparison is as of this
document done ingenuously in the form of the number of concept pairs present
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in the resulting mappings and naturally, the time required to obtain those mappings. We admit we are neglecting the semantic features of the mappings but as
expressed in the Sect. 6, further study is expected in this aspect. The experiments
were done with the following criteria in mind:
– for what size of the input spaces do the optimum mapper and jMapper fail
to converge?
– for the time optimum mapper and jMapper took to execute what are the
largest mappings obtained by EEmapper?
– if possible, how long does EEmapper require to reach similar results to the
other mappers?
jMapper requires two input spaces with one requirement - the existence of
common concepts in both input spaces to be used in the Triangle rule [24]. On
the other hand, both our EEmapper and optimum mapper do not have this
requirement. To use jMapper we decided to use our semantic graph splitter,
titled Domain Spotter [10] to partition ConceptNet in various pairs of input
spaces to be used in the experiments. The Spotter is based on the theory of
Bisociation and extracts from a given semantic graph two apparently unrelated
domains - the input spaces - ideally connected only through a single term [15] the bridge node which is always present in both extracted input spaces.
The Domain Spotter runs as a Genetic Algorithm and aims to maximise the
number of concepts present in both generated input spaces while minimising
their intersection. It includes a penalisation parameter τ to control how hard is
the separation (in concepts) of both input spaces. The higher the τ is, the higher
the amount of concepts in the intersection between both extracted input spaces.
In this case, jMapper will have a high amount of concepts available to apply
its Triangle rule. The Spotter contains various parameters for ﬁne-tuning the
movement of the bridge vertex in the search space, with γ deﬁning the nearby
range where the bridge concept can move to.
To evaluate our EEmapper against the optimum mapper and jMapper we
turned to ConceptNet v5, a known semantic network built from information
collected by the Open Mind Common Sense project at the MIT. ConceptNet
includes information extracted from data sources such as the Wikipedia and
Wiktionary projects, a subset of DBPedia from the Leipzig University which
contains information extracted from the infoboxes on Wikipedia articles and
English facts from the word game Verbosity, formerly run by the GWAP project,
an academic project at Carnegie Mellon University.
We agree with Baydin et al. [1] regarding noise in ConceptNet. We found
biased relations against political subjects, gender issues, sexual or sexist remarks,
incomplete or erroneous concepts, funny statements and incorrect relations
such as the following: cell phone, isa, cat; montain ion, isa, cat; food, isa, cat;
prion,isa,prokaryote; woman, purposeof, cook ; etc.
We decided to clean ConceptNet from many of the above issues although
many do yet remain. We did this not only for these experiments but expecting the future use of an optimized ConceptNet in further experiments on our
research projects. Also removed where ambiguous concepts such as this, that,
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pronouns which do not deﬁne a clear subject, deﬁnite and indeﬁnite articles, lengthy concepts as thin material that be fold entirely around object and
large bird whimsically think of as wear tuxedoes, etc. Additionally, many incorrect relations were reversed, e.g., person, isa, athlete → athlete, isa, person.
From the pre-processed ConceptNet graph we chose the largest graph component which contains 1229508 concepts and 1791604 edges. To give an idea of
the information present in the processed ConceptNet the number of relations of
various types are displayed in Fig. 2 and the concepts T which are targets of isa
relations are shown in Fig. 3.

Fig. 2. A portion of the relations with the shown label and their number in the processed ConceptNet semantic graph. Notice the logarithmic scale.

Fig. 3. The quantity of the source concepts of isa relations from a portion of the
processed ConceptNet semantic graph. Notice the logarithmic scale.

The input space extracting algorithm, Domain Spotter, was run with a population of 256 chromosomes, a limit of 1024 epochs, binary tournament selection
with the strongest chromosome having a winning probability of 85%. The bridge
jumping parameter γ was set to 2. We varied the τ parameter and run the
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Spotter multiple times in order to obtain pairs of input spaces with diﬀering
characteristics such as the shown in Table 1. This table is described as follows:
– The ﬁrst column contains the τ parameter used in the Domain Spotter,
– the bridge column contains the required bridging concept which interconnects the two input spaces,
– the degree column shows the degree of the bridge node (number of incoming/outgoing relations),
– the deep column represents how many relations/edges is the farthest concept
of each of the input spaces away from the bridge node,
– #s0 and #s1 are respectively the number of concepts present in input spaces
0 and 1,
– the intersect column contains the number of concepts intersecting both input
spaces (and as such present in both of them),
– concepts shows the combined amount of concepts in both input spaces and
is equal to #s0 + #s1 − #(s0 ∩ s1 ) − 1. The reduction by one is because of
the bridge concept being present in each input space (thus twice in the sum
of their cardinality) but only once in their intersection.
After obtaining the input space pairs using the Domain Spotter, we gave each
pair to the three mappers (optimum, jMapper and EEmapper), executed each
one seven times, recording the executing time and the resulting output mappings.
The source code of the Optimum mapper and jMapper where changed to add a
time-out and to return their best result until then, instead of using their original
implementation of waiting forever and returning a result. This time-out and
EEmapper’s running time was limited to 3600 s.
Table 2 contains the cardinality (number of concept pairs) of the mappings
obtained from the three mappers, including their standard deviation. Table 3
shows the time (in seconds) the optimum mapper and jMapper took to generate
a mapping, except in the case of EEmapper this represents the average time the
mapper needed to generate a mapping as big (in number of concept pairs) as the
best mapping extracted by one of the other mappers. This is because EEmapper
only stops its execution either when it reaches a limit of epochs or a time limit.
The two ﬁgures (Figs. 4a and b) compare the real-time cardinality of the
mappings generated by all the mappers during their execution. Because we can
not output both the optimum mapper and jMapper mappings in real-time, we
terminate them after a time-out of 3600 s (one hour). Therefore their graphs are
shown as a linearly interpolated lines between their start at t = 0 s and their
termination at either t = 3600 s or when they complete.
All the experiments and mappers were executed on a Intel Xeon X3470 with
32 GB RAM, Windows 10 x64, Java JDK 9.0.4 and with JVM settings -Xms8g
-Xmx24g. The EEmapper ran with 4 parallel threads to minimize cache ineﬃciency (pollution and misses) and the memory bottleneck, given the dispersive
nature of the semantic graphs in computer memory [16,23].

542

J. Gonçalves et al.

Table 1. Input spaces extracted by the Domain Spotter from the processed ConceptNet
knowledge base.
τ

Bridge

Degree Deep #s0

0.00 Exercise physiology 2

4

4841

#s1

#intersect Concepts

124

0

4964

0.01 Redwatch

2

3

13

17

0

29

0.01 Venography

2

4

42

21

0

62

0.10 Hiram ohio

2

2

3

202368 0

202370

0.10 Horror ﬁction

2

4

17919

19742

1594

36066

40808

220

0.25 Redwatch

2

5

3379

0.25 Vascularity

2

4

412593 249954 8682

653864

0.25 Venography

2

6

52454

56101

4349

701

43966

Table 2. The cardinality of the mappings for each experiment and mapper. The values
shown in bold represent the largest mappings.
τ

5

Bridge

Optimum jMapper EEmapper

0.00 Exercise physiology 14±0

1±0

28.333±1.506

0.01 Redwatch

10±0

0±0

6.000±0.000

0.01 Venography

11±0

0±0

6.000±0.000

0.10 Hiram ohio

2±0

0±0

5.833±1.329

0.10 Horror ﬁction

13±0

3864±0 1175.833±10.722

0.25 Redwatch

12±0

398±0

1410.400±8.877

0.25 Vascularity

2±0

0±0

7318.600±35.529

0.25 Venography

18±0

1174±0

2277.600±8.019

Discussion

The proposed EEmapper extracted the largest mappings for 5/8 of the experiments. Other than the experiments: τ = 0.1 ∧ bridge = hiram ohio, τ =
0.25 ∧ bridge = vascularity, τ = 0.25 ∧ bridge = venography, the mapper
started outputting large mappings after thirty seconds of execution or less
(Figs. 4a and b). In the last two mentioned experiments, including the case
τ = 0.25 ∧ bridge = redwatch, the EEmapper extracted from the input spaces
mappings with far higher number of concept pairs when compared with the other
mappers and in less than 1/6 of their time.
An example of a considerable large mapping is shown in Fig. 5.
In the experiment τ = 0.01 ∧ bridge = redwatch, the optimum mapper was
able to generate the largest mapping with EEmapper reaching 60% of the optimum mapping. In our opinion, this experiment matches the limit where the
complexity of the problem at hand is simple enough that a stochastic solver is
not justiﬁed for two reasons: (1) an exhaustive solver ﬁnds the optimum answer
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Table 3. Time (in seconds) taken by each mapper in each experiment. The times in
bold represent the time required to obtain the largest mapping.
τ

Bridge

Optimum

jMapper

0.00 Exercise physiology 3644.666±85.5610.875 ±0.247
0.01 Redwatch

0.342±0.147

0.000±0.000

EEmapper
13.793±0.881
3600.078±0.016

0.01 Venography

3602.435±7.588

0.000±0.000

33.037±0.016

0.10 Hiram ohio

0.235±0.181

0.379±0.008

207.844±15.870

0.10 Horror fiction

3631.042±54.753

1836.532±63.679 3602.374±1.277

0.25 Redwatch

3651.080±52.964

228.895±0.812

34.667±1.562

0.25 Vascularity

3633.345±91.153

3612.787±32.445

425.866±54.790

0.25 Venography

3615.587±17.392

837.980±12.292

56.602±2.130

Fig. 4. Number of concept pairs being extracted during the mappers real-time execution for two experiments. The optimum mapper and jMapper are drawn as straight
lines interpolating their starting and ending times. The mappers are represented with
the following line strokes: red dashed - optimum mapper; green dotted - jMapper;
remaining line strokes - EEmapper. (Color ﬁgure online)
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Fig. 5. One of the possible mappings extracted by EEmapper from the experiment
τ = 0.25 ∧ bridge = venography. It contains roughly two thousand concept pairs. Each
vertex in the graph is in the form (conceptl , conceptr ).

Fig. 6. A small region of a mapping generated by EEmapper in experiment τ = 0.1 ∧
bridge = horror ﬁction.

faster than a stochastic algorithm and (2) these situations are straightforward
for the optimum mapper but yet complex enough that the probabilistic nature
of the EEmapper reduces its likelihood of obtaining the perfect answer.
jMapper was unsuccessful in the second to fourth experiments shown in
Table 2, although it managed to extract one pair of concepts from the input
spaces in the experiment τ = 0.0 ∧ bridge = exercise physiology. This is due
to the minimal intersection between the two input spaces (Table 1) with this
intersection comprised of only the bridge concept. This minimal intersection
restricts the usage of the Triangle rule, fundamental to Sapper and thus jMapper. This demonstrates that jMapper has diﬃculties ﬁnding analogies when the
input spaces have little to no concepts in common.
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In experiment τ = 0.1 ∧ bridge = horror ﬁction jMapper managed to extract
the largest mapping. Our hypothesis is that this experiment contains a large
amount of concepts in the intersection of the two input spaces, favourable to
Sapper’s Triangle rule. This allowed jMapper to further trigger the Square rule
and easily expand its mappings. We wonder if, were it given more execution
time and computational resources, jMapper would also have extracted a large
mapping in the experiment τ = 0.25 ∧ bridge = vascularity.
We ﬁnd important to mention that the mapper is currently a stochastic mechanism without intricate mutation and crossover mechanisms typically expected
from evolutionary algorithms and yet it obtained larger results when compared
with the other mappers. This emphasises the complexity of the task at hand
- extracting analogies from large semantic graphs - and the importance of not
obtaining perfect results, but mappings “good enough” for their purpose. This is
observed in 5/8 of the experiments except the three following: τ = 0.01∧bridge =
redwatch, τ = 0.01 ∧ bridge = venography, τ = 0.1 ∧ bridge = horror ﬁction.
Lastly, given the main purpose of the proposed EEmapper - to be used in CB
experiments - we ﬁnd crucial that a ﬁrst inspection of the mappings’ semantic
structure is made. Although we expect a deeper examination of this subject in
a future paper, we illustrate in Fig. 6 a small region of a mapping generated in
experiment τ = 0.1 ∧ bridge = horror ﬁction. Part of the structure of the input
spaces is present in the entire mapping, for instance anemone, atlocation, reef
and shark, atlocation, reef.
Noise from ConcepNet is visible in relations such as shark, isa, asbestos. However, given this noise and the association of distantly related or even unrelated
pairs of concepts in the mapping, we ﬁnd promising the usage of our EEmapper
in the next step of our research - its implementation in a CB framework. For
example, who knows if the creative system elaborates a story of a parrot named
bug who works as a microphone in the amazon rainforest.

6

Conclusions and Future Work

We have proposed a fast multi-threaded mapper for ﬁnding analogies in realtime. It was compared against an optimum mapper developed by us and against
jMapper, based on Sapper. EEmapper was found to outperform the other mappers in large semantic graphs in the order of at least half a million of interconnected concepts. As far as we know, our mapper is the ﬁrst of its kind to handle
semantic graphs in this level of proportion and to scale beyond. The mapper is
based on evolutionary principles and thus straightforward to adapt its ﬁtness
function should the mappings have to adhere to diﬀerent criteria.
We ﬁnd important to mention that the proposed mapper may appear somewhat elementary but we think that given the purpose of handling large semantic
networks and future real-time interaction with a conceptual blending module,
as a ﬁrst step the mapper should be the fastest possible. Hence this requires a
GA with a fast evolution, swift genetic operations and quick ﬁtness evaluations
because of existence of a blending module down the pipeline.
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In the future we expect further development of our EEmapper in the form of
reﬁnements in its evolution algorithms, the addition of the genetic crossover operator and improvements in the mutation of mappings. Moreover, the mappings
will undergo a semantic evaluation during their evolution within the EEmapper
in order to be consistent with the CC System that we hope to realize in the
future.
Acknowledgements. João Gonçalves is funded by Fundação para a Ciência e Tecnologia (FCT), Portugal, under the PhD grant SFRH/BD/133107/2017.
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Production of Large Analogical Clusters
from Smaller Example Seed Clusters
Using Word Embeddings
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Abstract. We introduce a method to automatically produce large analogical clusters from smaller seed clusters of representative examples.
The method is based on techniques of processing and solving analogical
equations in word vector space models, i.e., word embeddings. In our
experiments, we use standard data sets in English which cover diﬀerent
relations extending from derivational morphology (like adjective–adverb,
positive–comparative forms of adjectives) or inﬂectional morphology (like
present–past forms) to encyclopedic semantics (like country–capital relations). The analogical clusters produced by our method are shown to be
of reasonably good quality, as shown by comparing human judgment
against automatic NDCG@n scores. In total, they contain 8.5 times as
many relevant word pairs as the seed clusters.

Keywords: Analogy

1

· Analogical clusters · Word embeddings

Introduction

Analogy relates systems through structure-mapping [5,8,18] or connects words
through relational or attributional similarity [16,17]. It can be applied to knowledge acquisition. For instance, in [3], a system is developed to help untrained
volunteer contributors to extend a repository of commonsense knowledge by
analogy. As another example, [19] used analogy as a principle to organize large
knowledge bases.
Apart from applying analogy to knowledge bases, it is also promising to construct knowledge repositories which store the knowledge of analogy itself. [10]
deﬁnes analogical clusters as sets of word pairs, any two pairs of which can form
a valid analogy. As an illustration, Table 1 shows three analogical clusters. They
correspond to the string : string+ed relation, the present : past relation and the
male : female relation, respectively. From these three clusters, by picking any
two word pairs, we can obtain analogies. For instance, abcd : abcded :: he : heed,
fly : flew :: walk : walked and king : queen :: man : woman etc.
c Springer Nature Switzerland AG 2018

M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 548–562, 2018.
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Table 1. Example analogical clusters of three diﬀerent types. Any two word pairs from
each of these clusters form formal, morphological and semantic analogies, respectively.

Analogical clusters are used as test beds to assess the quality of word vector
space models [6,13,15]. They are also used to build quasi-parallel corpora for
under-resourced language pairs for machine translation [20]. In light of these
applications, this paper presents an automatic method to produce analogical
clusters by expanding small example seed clusters. The analogical clusters output by our method are constrained according to the following three axiomatic
properties of analogy:
– exchange of the means: A : B :: C : D ⇔ A : C :: B : D;
– inverse of ratios: A : B :: C : D ⇔ B : A :: D : C;
– the salient features in A should appear either in B or C or both.
The whole process is based on word embeddings, as they have been shown
to have the capability of capturing morphological and semantic analogies [13].
Figure 1 (next page) gives an overview of the method.

2
2.1

Related Work
Relation Extraction

Relation extraction is the task of labeling the relation between two labeled entities in a text segment, usually a sentence [1,7]. For example, the word pair (dog,
pup) will be labeled as an animal -young relation in the sentence “A homeless
dog gave birth to a pup in the park.”.
Relation extraction techniques seem deployable for building analogical clusters. However, the reason that prevents us from using them are as follows.
Most semantic relations considered in relation extraction are more ontologically focused than linguistically focused, which makes it hard to form analogies.
For example, China is located in Asia and MIT is located in Massachusetts. They
are both located in relations, but China : Asia :: MIT : Massachusetts is not
a robust analogy because such salient features of China like being a “country”
are neither to be found in Asia nor MIT.
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Fig. 1. Production of an analogical cluster from an example seed cluster by the proposed method. The seed cluster, as well as the produced analogical cluster, illustrates
the relation animal : young. The method uses normalized word embeddings. Observe
that the produced analogical cluster does not contain all the word pairs from the
example seed cluster.

2.2

Formal Analogical Clusters Building

A method to build analogical clusters has been proposed in [10] for formal analogies (see left of Table 1). It is based on vector representations of words, but the
feature values are limited to integer values for the method to work. The method
groups word pairs by checking for equality of vector diﬀerences while traversing
a tree structure obtained from the feature values.
As the goal of this paper is to produce analogical clusters which reﬂect morphological, semantic or even encyclopedic relations, not formal ones, we choose to
base our method on word embedding models [14,15]. Word embedding models
use continuous values for feature values, along dimensions automatically discovered during the process of building the word space. For this reason, more
ﬂexible and tolerant ways of checking for analogies in such continuous models
are required. The next section discusses this point.
2.3

Analogy Test in Word Embeddings

Solving analogies, or solving analogical equations, is the task of ﬁnding a word D,
given three words A, B and C, such that A : B :: C : D is a valid analogy. Word
embeddings have been shown to encapsulate analogical conﬁgurations between
word vectors. Therefore, the task is commonly used as a benchmark to evaluate
the quality of word embedding models [6,13,15], notwithstanding some doubts
about its reliability [4,12]; this is referred to as the analogy test.
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Several formulae for determining the solution of an analogical equation in vector space models have been proposed. They do so by selecting the word D with
the highest score, hence the use of arg max, according to some formula supposed
to characterize the analogical conﬁguration in such vector spaces. The most used
formulae respectively introduced in [4,11,13] are given below with their names.
3CosAdd(A, B, C) = arg max cos(v D , v C − v A + v B )
D∈V

cos(v D , v C ) cos(v D , v B )
D∈V
cos(v D , v A )
PairDirection(A, B, C) = arg max cos(v D − v C , v B − v A )
3CosMul(A, B, C) = arg max
D∈V

LRCos(A, B, C) = arg max P (D ∈ Class(B)) × cos(v D , v C )
D∈V

(1)
(2)
(3)
(4)

In all these formulae, V is the vocabulary, v X denotes the word vector of
word X. For LRCos, P (D ∈ Class(B)) is the probability for word D to belong
to the class of word B, obtained by training a logistic regression model.

3

Proposed Method

An analogy can be produced by solving an analogical equation A : B :: C : D for
D. The deﬁnition of analogical clusters states that each pair of words (Cj , Dj ) in the
cluster has the same relation. Consequently, it is possible to select a representative
pair of words A and B, such that, for all j, the analogy A : B :: Cj : Dj holds.
Hence, given the representative pair of words A and B and a set of words {Cj }, it is
possible to solve equations A : B :: Cj : D and obtain a set of words {Dj } which
makes {(Cj , Dj )} an analogical cluster.
This way of producing analogical clusters raises two questions:
1. How to determine the representative A and B?
2. How to guarantee that the word pairs in {(Cj , Dj )} do form valid analogies,
i.e., they satisfy the axiomatic properties of analogy?
Subsection 3.1 is dedicated in answering the ﬁrst question and Subsects. 3.2
to 3.4 show how to satisfy each of the axiomatic properties of analogy.
3.1

Example Seed Clusters

To answer the ﬁrst question, as A and B should be a representative word pair of
a certain type of relation, the proposed method requires extra knowledge: this
consists in a set of hand-crafted word pair instances for a given relation. Such
sets do not have to be strictly analogical clusters. For example, the presence of
bear : cub and wolf : cub prevents the seed cluster in Fig. 1 from being considered a valid analogical cluster according to [10], because no same word can
appear on the same side of two diﬀerent word pairs according to their deﬁnition.
However, for our method, it is still possible to produce an analogical cluster out
of such a set.
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As these sets are clusters of word pairs and as they are used to produce
analogical clusters, we call them example seed clusters. We denote each word pair
in an example seed cluster by (Ai , Bi ) with i ranging in some set of indices I.
Now, to answer the question of ﬁnding a representative word pair (A, B) of
the set {(Ai , Bi ), i ∈ I}, rather than directly choosing a word pair from the
example seed cluster itself, we independently choose the centroid of the vector
representations of the set {Ai , i ∈ I} (resp. {Bi , i ∈ I}) as A (resp. B). The
decision to choose centroids rather than more intricate alternatives is motivated
by simplicity. As a result, A and B are not necessarily actual words from the
vocabulary: they are just vectors from the vector space which can be used directly
in the analogy solving formulae presented in Sect. 2.3.
3.2

Word Clustering by Salient Feature

We now turn to determine a set of relevant word vectors {Cj } which will belong
to the analogical cluster built. Any of the Ai should be a good candidate to
belong to the analogical cluster built. But any word vector Cj from the entire
word space model cannot be selected to build an analogical cluster with any
representative vector pair (A, B). This comes from the fact that, generally, when
solving analogical equations A : B :: C : D for D a solution D is always output
by the word solving formulae (simply because of the use of arg max) even when
the word C is not reasonable. Hence, A : B :: C : D is not always guaranteed
to be a valid analogy. Let us illustrate with A standing for japan and B for
japanese. With C being computer, the analogy solving formula 3CosMul delivers
the solution D = computers with the word embeddings used in our experiments
(Sect. 4.2). Obviously, japan : japanese :: computer : computers is not a valid
analogy, neither formally, nor morphologically, nor semantically.
Our method to determine the set {Cj } thus bases on the axiomatic properties of analogy mentioned in Sect. 1: for A : B :: Cj : Dj to hold, the salient
features of A should appear in either B or Cj or both. We select those Cj which
satisfy this property from the vocabulary by imposing the constraint that, in the
example seed cluster as well as in the analogical cluster built, the Ai and the Cj
should belong to the same class.
We use an SVM classiﬁer to determine the set {Cj }. To train the classiﬁer, all
Ai in the example seed cluster are used as positive examples; all Bi in the example seed cluster plus some words drawn at random from the entire vocabulary
are used as negative examples.
3.3

Inverse of Ratios

The use of the axiomatic property of the inverse of ratios, A : B :: C : D ⇔
B : A :: D : C, implies a symmetric work to select Dj . That is, in the above, we
replace Ai with Bi , and Cj instead of Dj . Consequently a second SVM classiﬁer is
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built with all Bi as positive examples and all Ai plus other random words as negative examples. This classiﬁer will impose the constraint that all Bi and Dj belong
to the same class. Indeed, this constraint is present in the LRCos analogy solving
formula which takes into account the probability for word D to belong to the class
of word B.
Consequently, for each representative vector pair (A, B), we build two classiﬁers and solve two sets of analogical equations. We then intersect these two sets
of results to get a ﬁnal set of word pairs {(Cj , Dj )} which will constitute the
analogical cluster output by the proposed method.
3.4

Ranking Mechanism

Although the deﬁnition of analogical clusters does not imply any sorting of the
word pairs, a mechanism to sort the word pairs in {(Cj , Dj )} is necessary for
the analogical clusters output by the proposed method for two reasons. The ﬁrst
reason is that, as illustrated in Sect. 3.2, it is necessary to assess the validity
of the analogies which can be formed from the analogical clusters built. The
second reason is that the second axiomatic property of analogy, the exchange of
the means, A : B :: C : D ⇔ A : C :: B : D, has not yet been taken into
account.
Therefore, we deﬁne a score for each pair of words in the analogical cluster
output by the proposed method as the product of the following four quantities.
– P (Cj ∈ Class({Ai })): the probability that word Cj is in Class({Ai }), i.e., the
class of all Ai .
– P (Dj ∈ Class({Bi })): the same as the previous one, replacing Cj with Dj
and {Ai } with {Bi }.
– cos(v Dj − v Cj , v B − v A ): the similarity between the oﬀset of the vectors of
Cj and Dj and the oﬀset of the representative vectors A and B.
– cos(v Dj − v B , v Cj − v A ): the same as the previous one, replacing B with Cj .
The ﬁrst two quantities are obtained by training SVMs using the same setting
as the ones used in Sect. 3.2 except that their outputs are probabilistic rather
than binary. Again, they reﬂect a similar idea as the one found in the analogy
solving formula LRCos. The last two quantities are essentially the use of the
analogy solving formula PairDirection applied twice (SCosAdd and 3CosMul
already encapsulate the exchange of the means, while PairDirection does not). It
is reasonable to estimate that the larger the product of the two cosine similarities
is, the more valid the analogy is.
In our results, we rank the word pairs {(Cj , Dj )} in decreasing order of scores.
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Experiments and Results

4.1

Example Seed Cluster Data

We use BATS 3.0 [6] as our example seed clusters. There are four general categories relations:
–
–
–
–

lexicographic semantics (e.g., binary antonymy);
encyclopedic semantics (e.g., country - capital);
derivational morphology (e.g., adjective - adverb obtained by suﬃxing -ly);
inﬂectional morphology (e.g., singular - regular plural).

Each general category consists of ten diﬀerent speciﬁc relations. There are 50
word pair instances for each speciﬁc relations. For example, the ﬁrst three word
pair instances of the country - language relation, which is an encyclopedic semantic relation, are andorra : catalan , argentina : spanish and australia : english .
However, some relations like animal - young, contain entries like wolf : cub/pup/
puppy/whelp. In this experiment, only the ﬁrst one of the multiple choices is
adopted, i.e., only wolf : cub is kept.
4.2

Word Embeddings and Analogy Solving Formulae

The word embeddings used in the experiments are trained on pre-processed texts
extracted from English Wikipedia dump (latest dump of Oct. 21st, 2017) with
the word embedding model CBOW [14]. The number of vector dimensions is
300. Preprocessing consists of tokenizing, lowercasing, splitting into sentences
and deleting punctuation and diacritics. Punctuation which is part of a word is
not removed (e.g., u.s.a. is kept unchanged).
The analogy solving formulae we use for the experiments are CosAdd, CosMul
and LRCos. We do not use PairDistance because it has been shown in [4] to
exhibit lower performance than the other three ones.
4.3

Word Classification Using SVM

The SVM classiﬁer for determining {Cj } for each analogical cluster is trained
using the 50 Ai in the corresponding seed cluster as positive examples and the
corresponding 50 Bi in the seed cluster plus 150 random words from the vocabulary as negative examples. Training the SVM classiﬁer for determining word
{Dj }, on the contrary, uses the 50 Bi as positive examples and the 50 Ai plus
150 random words from the vocabulary as negative examples. Because words in
word space models are located on a hyper-sphere and because we think of classes
as groups of words located around a representative vector, we use an RBF kernel (by the way, the default kernel in many machine learning packages such as
scikit-learn).
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Metrics

As the evaluation of any ranking system, the ﬁrst part is the evaluation of the
relevancy of each word pair in the analogical clusters by humans. The scale of
the relevancy is {0, 1, 2}, where 0 stands for irrelevant, 2 stands for relevant
and 1 stands for partially relevant. We also use a widely used measure of ranking quality: Normalized Discounted Cumulative Gain at n (NDCG@n) for each
cluster [2,9]. We compute the mean of NDCG@n over all clusters of each general category of relations to compare the system’s overall performance across
diﬀerent general categories of relations. The NDCG@n score is computed as:
NDCG@n =
where
DCG@n =

n


DCG@n
IDCG@n

(2rel(i) − 1)/ log2 (i + 1)

i=1

and IDCG@n is the DCG@n for the ideal ranking, where the relevancy of each
entry in the result monotonically decreases. rel(i) is the relevancy of the entry at
position i. The DCG@n score is the weighted average of word pairs weighted by
a factor depending on the position in the ranking: entries appearing earlier get
a heavier weighted. The NDCG@n score is just the normalization of DCG@n by
IDCG@n. The closer to 1.0 an NDCG@n score, the more consistent the actual
ranking with an ideal ranking. We thus expect the NDCG score at each position
to be as close to 1.0 as possible.
4.5

Results

Table 2 shows the number of word pairs in each analogical cluster. This number
may vary because the training of the SVM classiﬁer involves random negative
examples. However, the variance could be ignored. Some analogical clusters are
empty, i.e., no word pair is produced by the method for the corresponding relations. Our explanation for this undesirable phenomenon is that the kernel used
in the experiments (RBF kernel) is suited for the classiﬁcation at hand, like,
typically, gradable antonyms. Diﬀerent relations may require diﬀerent kernels:
experiments with other kernels such as linear kernel, polynomial kernel, etc. partially solved the problem for the relation under scrutiny, but produced empty
clusters for other relations. From Table 2, it can also be observed that each seed
cluster is not necessarily included in its corresponding output cluster. Essentially, this can be attributed to the fact that our method is not really designed
to expand the seed clusters, but to ﬁnd proper word pairs with the help of the
information learned from them.
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Table 2. Number of word pairs in each analogical cluster. Numbers in parentheses
are the numbers of word pairs in common between each analogical cluster and its
corresponding seed cluster. It cannot be more than the total number of word pair in
each seed cluster, 50.
Relation type
Lexicographic semantics

Encyclopedic semantics

3CosAdd

3CosMul

hypernyms (animal)

1845 (1)

1562 (3)

95 (2)

hypernyms (misc)

1604 (1)

1686 (1)

456 (1)

hyponyms (misc)

0 (0)

0 (0)

0 (0)

meronyms (substance) 1812 (2)

1694 (2)

344 (4)

meronyms (member)

0 (0)

0 (0)

0 (0)

meronyms (part)

3546 (1)

3809 (3)

1131 (4)

synonyms (intensity)

0 (0)

0 (0)

0 (0)

synonyms (exact)

13076 (9)

11944 (9)

5119 (10)

antonyms (gradable)

0 (0)

0 (0)

0 (0)

antonyms (binary)

3702 (11)

3899 (11)

1908 (9)

country - capital

174 (36)

171 (36)

117 (34)

country - language

117 (5)

132 (6)

105 (5)

UK city - county

530 (5)

504 (5)

28 (6)

name - nationality

43 (1)

70 (1)

86 (2)

name - occupation

82 (2)

94 (4)

90 (3)

animal - young

1254 (2)

1047 (4)

100 (7)

animal - sound

0 (0)

0 (0)

0 (0)

animal - shelter

53 (0)

66 (0)

73 (1)

things - color

40 (2)

63 (2)

21 (1)

male - female

0 (0)

0 (0)

0 (0)

0 (0)

0 (0)

0 (0)

un + adj reg

783 (14)

1221 (19)

379 (18)

adj + ly reg

440 (20)

662 (24)

374 (29)

over + adj reg

91683 (1)

81184 (3)

982 (5)

adj + ness reg

0 (0)

0 (0)

0 (0)

re + verb reg

0 (0)

0 (0)

0 (0)

verb + able reg

1983 (0)

1756 (2)

853 (1)

verb + er irreg

185 (7)

237 (11)

406 (10)

verb + tion irreg

74542 (14) 43706 (24) 1208 (21)

verb + ment irreg

689 (15)

863 (25)

noun - plural reg

2924 (37)

3476 (39)

3250 (38)

noun - plural irreg

0 (0)

0 (0)

0 (0)

adj - comparative

0 (0)

0 (0)

0 (0)

adj - superlative

0 (0)

0 (0)

0 (0)

verb inf - 3pSg

1163 (49)

1147 (49)

828 (46)

verb inf - Ving

1448 (42)

1366 (41)

1078 (40)

verb inf - Ved

1337 (38)

1350 (42)

1158 (40)

verb Ving - 3pSg

1318 (26)

1357 (34)

753 (34)

verb Ving - Ved

1381 (31)

1938 (36)

1229 (37)

verb 3pSg - Ved

1315 (42)

1284 (44)

668 (40)

Derivational morphology noun + less reg

Inflectional morphology

LRCos

818 (24)
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Table 3. Content of the best analogical clusters obtained for lexicographic semantic
relations on the left and encyclopedic semantic relations on the right. Each table lists
the top 15 word pairs, 10 word pairs in the middle and the 5 word pairs at the end.
Grayed-out lines indicate those word pairs which were judged as irrelevant (darker
gray), or partially relevant (lighter gray) in human evaluation. The other ones were
judged relevant.
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Table 4. Same as Table 3 for derivational (left) and inﬂectional (right) morphological
relations.

Figure 2 shows the mean NDCG@n across diﬀerent general relation categories
using diﬀerent analogy solving techniques. This provides an overall evaluation
of the performance in terms of relation categories and analogy solving formulae.
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Fig. 2. Performance of the proposed method using 3 diﬀerent analogy solving techniques on the four general categories of relations, evaluated by mean NDCG over all
non-empty output clusters of each general category of relations. For each category,
because the 10 clusters have diﬀerent number of word pairs, the mean NDCG@n has
to stop at the last position where all the clusters (empty clusters are ignored) have a
word pair there. This explains why the curves exhibit diﬀerent lengths.

As for categories of analogies, the proposed method delivers high performance
for inﬂectional morphological relations as shown by NDCG values close to 1.0 at
all positions. The performance decreases on encyclopedic semantic and derivational semantic relations with least values for lexicographical semantic relations.
As for analogy solving formulae, the performance of LRCos is not signiﬁcantly better than 3CosAdd and 3CosMul, which is inconsistent with the significant gap between the performance of LRCos and that of the other two analogy
solving formulae in analogy test [4]. It may be due to the fact that the advantage of LRCos in analogy tests comes from the use of a classiﬁcation process,
while 3CosAdd and 3CosMul do not make use of such a device. Because our
proposed method for building analogical clusters makes use of such a classiﬁcation process, independently of the analogy solving formula, LRCos loses its
advantage and it thus does not appear signiﬁcantly better than the other two
formulae.
Tables 3 and 4 show examples of results obtained in our experiments for each
general category using 3CosAdd as analogy solving technique.
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Conclusion

We introduced a method to produce larger analogical clusters from smaller example seed clusters using word embeddings.
We applied our method to a widely used set of analogy relations, including
four types of relations: encyclopedic or lexicographic semantics and derivational
or inﬂectional morphology. Our results showed that overall the clusters are of
arguably good quality despite the existence of some empty clusters and the
method’s relatively worse performance on lexicographic semantic relations.
Practically, removing irrelevant and partially irrelevant word pairs will help
to produce larger analogical clusters than those provided in data sets like BATS
3.0 [6]. By merging the results produced using the three analogy formulae, we
obtained a total of 17,198 distinct word pairs that were rated relevant for their
category by human judgment. Compared with the original 4 × 10 × 50 = 2, 000
word pairs in the seed clusters, this number shows that our method was able to
multiply by 8.5 the total number of word pairs. These scrutinized and ﬁltered
analogical clusters can be used in analogy test for word embeddings. Therefore,
we intend to release such data in the near future.
There are of course limitations of the method and open questions. The corresponding future work to address them are as follows.
– The method cannot extract clusters for relations that are not exempliﬁed
by any seed cluster. The method could be largely improved if a mechanism
to detect new relations could be designed and integrated into the current
method.
– The method produces empty clusters for some relations, because of the type
of kernel used in the SVM classiﬁer. Study of the structure of the word vector
space for speciﬁc relations seems necessary to select the best suited kernel.
– The method does not take into account the fact that some dimensions of a
word vector may contribute less than other dimensions to speciﬁc relations.
Weighting each dimension, and even better, learning how to weight dimensions from building the classiﬁer, could help to obtain better representative
vectors.
– The method is contingent on a strict and strong notion of analogy. Issues
raised by one-to-many mappings (e.g., a language can be spoken by many
countries; cub is the young of many animals), polysemous words, etc. are yet
to be addressed1 and will be addressed in the future work.
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Abstract. This paper deals with case-based machine translation. It is
based on a previous work using a proportional analogy on strings, i.e., a
quaternary relation expressing that “String A is to string B as string C is
to string D”. The ﬁrst contribution of this paper is the rewording of this
work in terms of case-based reasoning: a case is a problem-solution pair
(A, A ) where A is a sentence in an origin language and A , its translation
in the destination language. First, three cases (A, A ), (B, B  ), (C, C  )
such that “A is to B as C is to the target problem D” are retrieved. Then,
the analogical equation in the destination language “A is to B  as C  is to
x” is solved and D = x is a suggested translation of D. Although it does
not involve any linguistic knowledge, this approach was eﬀective and gave
competitive results at the time it was proposed. The second contribution
of this work aims at examining how this prior knowledge-light case-based
machine translation approach could be improved by using additional
pieces of knowledge associated with cases, domain knowledge, retrieval
knowledge, and adaptation knowledge, and other principles or techniques
from case-based reasoning and natural language processing.
Keywords: Analogy · Machine translation
Knowledge-light case-based reasoning
Knowledge-intensive case-based reasoning

1

Introduction

Right after the advent of computers, machine translation was the very ﬁrst
non-numerical application envisaged for these machines [40]. The ﬁrst approach consisted in word-to-word translation, relying on large bilingual dictionaries that contained assembly instructions for insertion, deletion or movement
of words relying on the inspection of close context. It was rapidly understood
The ﬁrst author is supported by a JSPS Grant-In-Aid 18K11447: “Self-explainable
and fast-to-train example-based machine translation using neural networks.”
c Springer Nature Switzerland AG 2018
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that the focus should move from bilingual dictionaries to monolingual grammatical descriptions of languages and the design of parsers and generators, hence the
so-called rule-based approach, in which translation itself took place in a transfer
phase, working at a higher level of description [4].
1.1

Data-Oriented Approaches to Machine Translation

The idea of example-based machine translation was introduced for the ﬁrst time
in the seminal paper of Nagao [20]: translation should be performed by comparing a new sentence to be translated (the target problem) to existing examples of
translations (a source problem and its solution, i.e., its translation). Although
some research in example-based machine translation was started, it was rapidly
overwhelmed by the stream of statistical machine translation (SMT), an approach that also entirely relies on the availability of aligned parallel corpora, i.e.,
sets of translated sentences. In the statistical approach to machine translation,
several types of knowledge are extracted from aligned corpora: mainly dictionaries of corresponding short sequences of words with associated translation
probabilities, probabilities for how they should be reordered, and probabilistic
language models for the ﬂuency in the destination language.
1.2

Availability of Data for Machine Translation

Statistical machine translation systems require aligned bilingual corpora to
extract the above-mentioned knowledge. In 1988, the founders of the approach,
IBM researchers [5], used the Hansard corpus of proceedings of the Canadian
parliament for French-English. The need for such corpora intensiﬁed their production. In 2002, ATR oﬃcially announced a multilingual corpus with 160,000
sentences in Japanese, Chinese and English [33]. The European Parliament
speeches corpus (Europarl) contained at least 400,000 sentences in combination with English for 23 other languages in its 3rd version in 2005 [14]. Evaluation campaigns then collected and released corpora of more that 1 million
sentences (WMT 2006 et seq., IWLST 2014 et seq.). With the operational deployment of systems on the Web, large companies or institutions were able to collect
very large corpora: Google is claiming 1 billion aligned sentences in FrenchEnglish in 2016 [11,30]; the World Intellectual Property Organisation (WIPO)
is also claiming hundreds of millions of aligned sentences extracted from patent
families in various language pairs [43]; the DGT-Translation memory of the
Directorate-General for Translation of the European Commission released 6.8
million translation units in March 2018 in addition to the several million units
already released. Subtitles also constitute an invaluable resource of multilingual
aligned data [17,34].
The statistical machine translation approach, which had been dominant in
research approximately from 2005 to 2015, was in turn drowned under the
tsunami of the neural network approach to machine translation (NMT). This
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last approach requires even larger amount of data than statistical machine translation systems (and also enormous computation time and power in comparison
to statistical machine translation), but, for well-resourced languages, this is no
more a problem. Indeed, very large amounts of data are available for such languages and part of such data is not even used during training. For instance, [30]
reports that Google used only 15% of the total of the French-English data at
their disposal for their neural machine translation system.
1.3

The Challenge of Less-Resourced Languages: An Opportunity
for Case-Based Reasoning

As enough data is available for well-resourced languages or language-pairs, the
consciousness about less-resourced languages is raising among researchers in the
natural language processing community. There exist more than 6,000 languages
in the world and only slightly more than 100 are available with Google Translate.
The Linguistic Data Consortium is aware of the lack of data for the majority of
the languages of the world and is starting to explore less expensive ways to collect
data for such languages, e.g., through gamiﬁcation [7]. Other techniques which
are being proposed are in the vein of zero-shot translation, i.e., the possibility
of mapping data across independently learnt neural network models [11].
Another possibility could well be the use of case-based reasoning, which is
supposed to be a remedy when not so many examples are available. As explained
above in Sect. 1.1, applying case-based reasoning to machine translation was
indeed present in Nagao’s proposal in 1984, however its ﬁrst mention with its
oﬃcial name, or at least under the form of memory-based reasoning, is to be found
in Kitano’s description of massive parallel artiﬁcial intelligence later in 1993 [13].
It was then made explicit in 2003 [8].
1.4

Purpose of the Paper

The purpose of this paper is twofold. Its ﬁrst objective is to reword examplebased machine translation, in particular the approach described in [15], in terms
of case-based reasoning, so as to open opportunities for CBR researchers to tackle
machine translation for less-resourced language pairs. We will show that this
particular approach to example-based machine translation corresponds indeed
to a knowledge-light CBR approach using analogies.
The second objective is to open paths for improving this approach to
example-based machine translation, as such rewording will open opportunities
to CBR researchers to easily spot possible places where improvement can be
brought. In particular, we see opportunities for CBR researchers to work on
more elaborated description of cases, or introducing and representing domain
knowledge, or knowledge dedicated to retrieval and adaptation.
These two objectives are addressed in Sects. 3 and 4. They are preceded by
a section giving some preliminaries, Sect. 2.
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Preliminaries: Definitions, Notations, Assumptions
On Case-Based Reasoning

A Reminder of the Main Notions. Case-based reasoning (CBR [26]) aims
at solving a new problem—the target problem, denoted by tgt—with the help
of cases, where a case represents a problem-solving episode. In this paper, a
case is denoted by an ordered pair (pb, sol(pb)) where pb is a problem and
sol(pb) is a solution of pb. However, it may occur that some additional pieces
of information are associated with a case. The case base is a ﬁnite set of cases
and constitutes an essential source of knowledge of the CBR system. A source
case (srce, sol(srce)) is an element of the case base, srce is a source problem.
The process model of CBR consists usually in four steps: retrieval, adaptation,
correction and memorization (also known as retrieve, reuse, revise and retain in
the 4Rs model of [1]). Retrieval consists in selecting one or several source case(s).
Adaptation uses this or these case(s) to propose a ﬁrst solution sol(tgt) to tgt.
This solution sol(tgt) is possibly corrected, e.g. by confrontation to a human
expert. Finally, the newly formed case (tgt, sol(tgt)) is memorized in the case
base if this is judged to be useful.
The knowledge model of CBR decomposes its knowledge base in four containers [25]. The ﬁrst one is the case base, already mentioned. The domain ontology
contains knowledge about the objects and properties used to represent the cases
in the application domain. It can be considered as a representation of necessary conditions for a case to be licit. The retrieval knowledge is used during the
retrieval step, the adaptation knowledge, during the adaptation step.
The First Approach to Example-Based Machine Translation. The seminal paper in example-based machine translation by Nagao in 1984 [20], was
indeed “case-based reasoning comes early.” In its introduction, the problem of
translation is stated as follows: given a sentence in a language to be translated
into another language, use another sentence in the same language that diﬀers
by only one word and for which the translation in the other language is known,
change the word that diﬀers in the other language to get the ﬁnal translation.
Given the above description of example-based machine translation, one can imagine a CBR process based on the use of a bilingual dictionary for managing several
mismatches between the source and the target problems. This was the approach
explored in [29]. An entry of such a dictionary is a pair (wo , wd ) where wo (resp.,
wd ) is a word in the origin language (resp., the destination language). It also
contains the pair (ε, ε): the empty string ε is considered as a particular word in
both languages. The principle of this approach is as follows:
Retrieval: Find a case (srce, sol(srce)) that is similar to tgt in that a minimal
number of words have to be substituted in srce to get tgt.
Adaptation: For each word substitution wso  wto from srce to tgt in the
origin language, the word substitution wsd  wtd is built in the destination
language, using the dictionary entries (wso , wsd ) and (wto , wtd ). Then, these
substitutions are applied on sol(srce) to get sol(tgt).
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For example, with French as origin language and English as destination language:
tgt = Amenez-moi à Pluton.
srce = Amenez-moi à votre chef.
sol(srce) = Take me to your leader.
hence tgt = σ o (srce) with σ o = chef  Pluton ◦ votre  ε.
Given the entries (Pluton, Pluto), (chef, leader), (votre, your) and (ε, ε)
it comes σ d = leader  Pluto ◦ your  ε
hence sol(tgt) = σ d (sol(srce)) = Take me to Pluto. (correct translation)
Note that this approach is likely to propose a large number of incorrect translations among the proposed solutions, in particular because a single word in the
origin language can be translated in diﬀerent ways and no context is used here
to select the appropriate word.
A more elaborate approach to example-based machine translation was proposed in [28] in which additional pieces of information are added to cases in the form
of their dependency parses. Adaptation is constrained by the shape of the dependency trees, in that only sub-sequences of words which correspond to a sub-tree in
dependency trees can be substituted for. It then becomes crucial to be able to align
dependency sub-trees across languages and to perform fast approximate retrieval
of sub-trees. The Kyoto EBMT system implemented such an approach [21].
2.2

On Strings and Texts

An alphabet A is a ﬁnite set. A character is an element of A. A string of length
 ≥ 0 on A is a ﬁnite sequence α1 α2 . . . α of characters. The set of strings
is denoted by A∗ . It contains the empty string ε. Edit distances on strings are
distance functions on A∗ , deﬁned as follows. An edit operation is a function from
A∗ to A∗ . Common edit operations are the following ones:
– Deletions consist in removing a character of a string. For example, the deletion
of the 3rd character of the string case yields cae.
– Insertions consist in inserting a character into a string at a given position.
For example, inserting s after position 4 of string case yields cases.
– Substitutions consist in replacing a character of a string with another character. For example, the substitution of c with b at the 1st position of case yields
base. A substitution can be written as the composition of a deletion and an
insertion. In the example: case → ase → base.
– Swaps consist in swapping two contiguous characters. For example, swapping
a with s in case yields csae.
– Shifts are extension of swaps to non-necessarily contiguous sequences of characters. The length of the gap is usually taken into account to compute the
weight of shifts. For example, shifting se with ca in case yields seca.
– Etc.
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An edit path is a sequence P = e1 ; . . . ; ep−1 ; ep of edit operations ei .
Such a path relates a string S1 to a string S2 if ep (ep−1 (. . . (e1 (S1 )) . . .)) =
S2 . Let weight be a function that associates to an edit operation e an integer
weight(e)
p > 0. This function is extended on edit paths by weight(e1 ; e2 ; . . . ;
ep ) = i=1 weight(ei ). Given a set of edit operations and a function weight,
the edit distance from a string S1 to a string S2 is deﬁned as
dist(S1 , S2 ) = min{weight(P) | P : path from S1 to S2 }
The Levenshtein distance is an edit distance that considers deletions, additions
and substitutions only, each with a weight of 1. The LCS distance (longest common subsequence) is simpler in that it considers deletions and insertions only,
with a weight of weight(e) = 1 for every operation (in this setting, substitutions
have a weight of 2). The computation of the Levenshtein or the LCS distance
is quadratic in the worst case [2] (proving that the Levenshtein distance can
be computed in lesser time would imply P = N P [39]). Better behaviours can
be obtained for felicitous cases; for instance, the computation of the distance
between two equal strings is of course linear in the length of the string by Ukkonen’s algorithm [38].
It is worth noting that edit distances have been used in CBR on other structures, such as temporal sequences [27] or graphs [6,16].

3

A Knowledge-Light Approach to Case-Based
Translation Using Analogies

In [15], an implementation of example-based machine translation was proposed
and evaluated. The approach was eﬀective: at that time, it delivered comparable
results to nascent statistical methods. It worked only on the string level and did
not involve any linguistic knowledge. The purpose of this section is to describe
it anew, but this time, in terms of knowledge-light CBR. Before relating it to
CBR, an analogical relation between strings is introduced.
3.1

Analogy Between Strings

A proportional analogy is a quaternary relation between four objects A, B, C
and D denoted by A : B :: C : D. In all generality, we call conformity the
operation denoted by the sign :: and ratio the operation denoted by the sign: An
analogy should satisfy the following properties (for any objects A, B, C and D
of the same type):
Reflexivity of conformity: A : B :: A : B;
Symmetry of conformity: if A : B :: C : D then C : D :: A : B;
Exchange of the means: if A : B :: C : D then A : C :: B : D.
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An analogical equation is an expression of the form A : B :: C : x where A, B
and C are given objects and x is the unknow. Solving such an equation for x
consists in ﬁnding the objects x satisfying this equation.
A proportional analogy between numbers is deﬁned by A : B :: C : D if
B − A = D − C, i.e., conformity is equality and ratio is subtraction. A proportional analogy between n-tuples of numbers (A = (a1 , a2 , . . . , an )) is deﬁned
by A : B :: C : D if ai : bi :: ci : di for each i ∈ {1, 2, . . . , n}. For instance,
(0, 2) : (3, 3) :: (1, 6) : (4, 7).
A proportional analogy between strings is deﬁned as follows. First, let A =
{α1 , α2 , . . . , αp } be a predeﬁned ﬁnite set of characters, i.e., an alphabet. For
a given string S ∈ A∗ , where A∗ is the set of all strings on A, let π(S) =
(|S|α1 , |S|α2 , . . . |S|αp ) be the Parikh vector of string S, i.e., the vector of the
number |S|αi of occurrences of each character αi in S. Then, four strings A, B,
C, D are in proportional analogy, i.e., A : B :: C : D, if π(A) : π(B) :: π(C) : π(D)
and dist(A, B) = dist(C, D), with dist the LCS distance. If A : B :: C : D, it
can be proven that dist(A, C) = dist(B, D) also holds, thanks to the exchange
of the means. For example, it can be easily checked that the following strings
make a proportional analogy:
A = to reason B = reasoning
C = to do
D = doing
In particular, |B|r −|A|r = 1−1 = |D|r −|C|r = 0−0, |B|n −|A|n = 2−1 = |D|n −
|C|n = 1 − 0, dist(A, B) = dist(C, D) = 6, and dist(A, C) = dist(B, D) = 6.
Two words of caution: On integers, any analogical equation has exactly one
solution (D = B − A + C always exists). By contrast, on strings, it can have
zero, one or multiple solutions. For example, a : b :: ac : x has two solutions:
bc or cb. Also, notice that, on strings, conformity is not transitive in the general
case: A : B :: C : D and C : D :: E : F do not imply A : B :: E : F in general.
3.2

Case Representation

In the domain of machine translation, a problem pb is given by a sentence in
an “origin” language (e.g., French) and a solution of pb is a sentence sol(pb) in
a “destination” language (e.g., English). A case is a pair (pb, sol(pb)), without
additional information. Fig. 1 illustrates a case base containing such cases, i.e.,
pairs of translated sentences.
3.3

No Domain Knowledge Used

It is worth mentioning that this approach uses no domain knowledge (no linguistic knowledge about any of the two languages involved or about their relationships): the knowledge is contained only in the cases. This makes the approach
independent of any language: only the case acquisition has to be carried out to
apply it to a new pair of origin and destination languages.
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Fig. 1. A toy case base of translations from French into English.

3.4

Retrieval

Let tgt be the French sentence to be translated. In the running example, the
following French sentence is chosen:
tgt = Je veux f aire du vélo.
Retrieval aims at ﬁnding one or several triples of source cases
((srceA , sol(srceA )), (srceB , sol(srceB )), (srceC , sol(srceC ))) such that
srceA : srceB :: srceC : tgt. With the running example, the source problems
could be
srceA = Tu peux le faire aujourd’hui.
srceB = Tu veux le faire.
srceC = Je peux f aire du vélo aujourd hui.
If no such triple can be found, an alternative approach can be applied (see
Sect. 3.6).
3.5

Adaptation

Given a target problem and a source case triple that has been retrieved, the
adaptation is based on the following principle: if four sentences in the origin
language are in proportional analogythen it is plausible that their translations
in the destination language are also in proportional analogy. Based on this idea,
the adaptation of the source case triple to solve the target problem consists in
solving the following analogical equation:
sol(srceA ) : sol(srceB ) :: sol(srceC ) : x
In the running example, the English sentences translating the French sentences
srceA , srceB and srceC are
sol(srceA ) = You can do it today.
sol(srceB ) = You want to do it.
sol(srceC ) = I can ride my bicycle today.
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The equation is solvable and gives the following solution which is a correct
translation of tgt:
sol(tgt) = I want to ride my bicycle.
Since there may be several retrieved source case triples and, for each of them,
several solutions to the analogical equation in the destination language, the
approach may propose a set of solutions sol(tgt) (possibly repeated a number
of times), not necessarily all correct. The translation examples in [15] suggest
that the quality of the solutions should be correlated with their output frequency.
3.6

Recursive Application of the CBR Process

The main bottleneck of the above approach lies in the fact that the ﬁrst step
of retrieval is obviously prone to fail in the majority of cases, unless a more
ﬂexible deﬁnition of analogy between strings is provided. We will discuss more
ﬂexible approaches later (Sects. 4.1 and 4.5). With the purely symbolic approach
described above in Sect. 3.1 for analogy between strings, there is statistically very
little chance to ﬁnd a source case triple of sentences which makes an analogy with
a given target problem (the input sentence to translate), even in a dense data set
consisting of very short sentences from similar restricted domains exhibiting a
large number of commutations (like the BTEC corpus: My tooth hurts., My head
hurts., My head hurts badly., etc.). In [15] where a purely symbolic approach
was adopted, a recursive application of the method was proposed to remedy this
problem: instead of triples, pairs of cases (srceA , srceB ) are retrieved. Solving srceB : srceA :: tgt : x for x yields srceC . When srceC does not already
belong to the case base, it is considered a new target on which to apply the CBR
process recursively. This recursive application is diﬀerent from [32] where recursive reasoning is applied to sub-components, hence on the hierarchical structure
of the cases. Recursive CBR on sub-parts of sentences seems also a promising
topic for translation. We think that all this opens new avenues to study: how to
combine retrieval with a recursive application of the CBR process itself on entire
cases or sub-parts of cases so as to lead to a solution of the target problem as
fast as possible?

4

Towards a Knowledge-Intensive Approach
to Case-Based Translation Using Analogies

The approach presented in the previous section is eﬀective, though it only uses
simple cases, the LCS edit distance and no other knowledge containers. The
aim of this section is to examine how this approach can be improved thanks
to a more ﬂexible deﬁnition of analogies (Sect. 4.1), a richer case representation
(Sect. 4.2), the use of domain knowledge (Sect. 4.3), and the modiﬁcation of the
following CBR steps using some additional knowledge: retrieval and adaptation
(Sects. 4.4 and 4.5). Other techniques related to CBR or to natural language
processing could be used as well to improve the system, such as case maintenance
techniques or textual CBR techniques (see e.g. [31,41]).

572

4.1

Y. Lepage and J. Lieber

Using More Flexible Analogies

Word vector representations may allow for a more ﬂexible deﬁnition of analogies between sentences, considered as sequences of words. One of the recent
breakthroughs in natural language processing is the use of (shallow) artiﬁcial
neural networks for the fast computation of distributional semantic word vector
representations (word embeddings) from large corpora [19,23,24]. This oﬀers the
possibility of solving semantic analogies, as illustrated by the hackneyed example
man : woman :: king : x leads to x = queen [19], through the computation
of semantic similarities between words. Vector representations of words had in
fact already been proposed [35,37] to answer (SAT) questions using a model
inspired by Gentner’s structural mapping engine [10], called the Latent Relation Mapping Engine [36]. As for sentences, so-called soft alignment matrices
give the word-to-word distance between each pair of words in two sentences.
Figure 2 illustrates how it could be possible to use such representations to solve
analogical equations between sentences. Some attempts have already been made
either using soft alignment representations [12] or vector representations of sentences [18].
We think that this general problem is relevant for the CBR community as it
falls within the topic of computational analogy: how to solve analogical equations
between sentences in a truly semantic way?
4.2

Enriching the Case Representation

The approach of [15] shows that “raw cases”, i.e. pairs of translated sentences
only, can already be eﬀective. However, additional pieces of information to a case
can improve its re-usability through CBR. In particular, linguistic information
can be used. For instance, parts of speech or morphological features like verb
tenses (see an example in Sect. 4.3) or the fact that a sequence of characters
constitutes a noun in singular form (example in Sect. 4.5), can be used.
This is related to the various steps of the CBR process and raises several
issues. In particular, the following question is worth studying, from a case acquisition eﬀort perspective: when is it more beneﬁcial to (manually or automatically)
acquire additional information on cases instead of acquiring new raw cases?
4.3

Taking into Account Domain Ontology

The domain ontology (or domain knowledge) is used for several purposes. First it
expresses a vocabulary in which cases can be expressed. For example, in a cooking
application (such as Taaable [9]), queries, cases and other knowledge units are
expressed with terms like citrus fruit, lemon, etc. Here, this would be the
vocabulary used to represent features of the cases in an enriched representation.
Second it expresses integrity constraints about this vocabulary. In the cooking
application, this could be for example ϕ = lemon ⇒ citrus fruit.1 Indeed, ϕ
1

In this section, the ideas are illustrated in propositional logic, but could easily be
expressed in other formalisms.
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Fig. 2. Soft alignment matrices for analogies between sequences of words (example
from Sect. 3.5). A cell in a matrix is the distance between the two corresponding words
(arccos of the cosine of their vectors in the word embedding space), the closer the
whiter. The two matrices in (a) are computed from three given sentences. How to
compute the matrices in (b) from the matrices in (a) is an open problem. The solution
of the analogy in (c) should be computed from the matrices in (b).

can be read as the integrity constraint “There is no recipe with lemon and
without citrus fruit.”, formally: “ϕ ∧ lemon ∧ ¬citrus fruit is insatisﬁable.”
Back to the machine translation application, what could be such an integrity
constraint and how could it be used to better solve translation problems? One
possible answer is the use of linguistic knowledge about the destination language
that will recognize that a sentence is not correct (because of a non existing
word or because of an ungrammatical construction); this can be used to simply
rank the possible solutions. For example, the sentence I have gone. should be
preferred to I have goed., if both are produced. Standard NLP techniques would,
e.g., determine that future tense is used consistently in both languages, so that
translation of future tense into future tense should be preferred. For example, the
French sentence Je me lèverai . (future tense) could be translated into I will get
up. and I am going to get up. According to this criterion, the ﬁrst sentence could
be preferred to the second one though, in fact, both translations are acceptable
here. This is why the less preferred solution should be given a lower rank but
not necessarily discarded.
What are the NLP techniques case-based translation using analogies can
proﬁt from when it is applied to less-resourced languages? E.g., when not
enough data is available to build reliable N-gram language models, can linguistic
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knowledge like incomplete linguistic parsers help to eﬃciently rank the possible
translations? Can case-based translation using analogies identify lacking linguistic descriptions of less-resourced languages?
4.4

Taking into Account Retrieval Knowledge

In a standard CBR setting, the complexity of retrieval is typically O(n) to pick
up the most similar case, or O(n × log n) to sort the entire case base, of size n,
by similarity to the target problem. For the model described in Sect. 3.4, the
complexity of retrieval is the price to pay for the lightness of knowledge and
the null cost of adaptation: the previous complexities become O(n3 ) or O(n3 ×
log n3 ) = O(n3 × log n). In the case of the approach described in Sect. 3.6, this
complexity is quadratic or more, because a recursive application of the CBR
process has a cost.
A way to reduce the computational cost of retrieval is to explicitly compile
retrieval knowledge in advance, e.g., in the form of analogical clusters, i.e., series
of source pairs which stand for the same transformation. For instance (English
meaning below French):
Il peut faire ça aujourd’hui. : Il veut faire ça.
‘He can do that today.’

‘He wants to do that.’

Je peux le faire aujourd’hui. : Je veux le faire.
‘I can do it today.’

‘I want to do it.’

Tu peux la voir aujourd’hui ? : Tu veux la voir ?
‘Can you see her today?’

‘Do you want to see her?’

This technique has never been applied to example-based machine translation,
but it has been used for statistical machine translation to create new pairs of
aligned sentences (in CBR terms, source problems and their solutions) so as to
augment the training data (the case base in CBR terms) [42]. Analogical clusters
identify well attested transformations, which should thus be reliable. It is then
possible to choose to generate new source cases srceC from such clusters only,
by simultaneously solving all possible analogies formed by the set of the case
pairs in a given cluster in conjunction with tgt, as illustrated below (English
meaning of tgt below: ‘I want to ride a bicycle’).
srceB
:
srceA
::
tgt
: srceC
Il veut faire ça. Il peut faire ça aujourd’hui.
Je veux le faire. : Je peux le faire aujourd’hui. :: Je veux faire :
x
Tu veux la voir ? Tu peux la voir aujourd’hui ? du vélo.
leads to x = Je peux faire du vélo aujourd’hui.
‘I can ride my bicycle today.’
During retrieval, computing the similarity of tgt to each sentence in the case
base reduces the cost of retrieval to O(n) or O(log n). The most similar cases can
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lead directly to the clusters they belong to using an inverse index. This avoids
redundancy ﬁrstly in the retrieval of source case pairs, secondly in the generation
of srceC , and thirdly in adaptation, because the generation of the same srceC is
factored once in comparison with several generations in the absence of clusters.
This should thus considerably speed up the overall process.
As enriching not only the case base but also the retrieval knowledge should
be an essential feature of a knowledge-intensive CBR approach, the question of
managing the dynamic aspect of retrieval knowledge in the recursive application
of the CBR process (Sect. 3.6) is a challenging question: when and how should
new retrieval knowledge be compiled and added to proﬁt from new cases of the
type (srceC , sol(srceC )) that are added to the case base along the recursive
application of the CBR process?
4.5

Using Adaptation Knowledge

The proportional analogy on strings deﬁned in Sect. 3.1 is used for adapting three
cases in order to solve a target problem. It covers a wide variety of situations.
However, some situations that are recognized as analogies are not covered by it,
hence the usefulness of deﬁning speciﬁc edit operations or even speciﬁc edit distances for speciﬁc languages, constituting therefore new adaptation knowledge.
Let us exemplify with the case of marked plural forms of nouns in Indonesian
or Malay. Marked plurals are expressed by repetition: the marked plural form
of a noun w is w-w. For the sake of simplicity, let us express the case using
English: the marked plural of cat (several cats) would be cat-cat. Therefore, in
such languages, the analogy A : B :: C : D between the following strings
makes sense:
A = I like this cat.
B = She likes cat-cat.
C = I avoid this dog. D = She avoids dog-dog.

(1)

The deﬁnition of proportional analogy of commutation presented in Sect. 3.1 does
not cover this case, because, e.g., |B|t −|A|t = 2−2 = |D|t −|C|t = 0−1. In order
to take this phenomenon into account, the idea is to deﬁne an edit distance dist
whose edit operations are the ones of the LCS distance, plus an edit operation
repeat noun that would replace a substring w that is recognized as a noun in
singular form, with its marked plural form w-w (in a manner reminiscent of
what was done for consonant spreading in Arabic in the framework of two-level
morphology [3]) and its reverse edit operation, replacing w-w with w. Each of
the above edit operations should be assigned a cost of 1. Another change to
the proportional analogy of Sect. 3.1 is the fact that the number of occurrences
|S|c of character c in string S is considered only for the strings obtained by
removing the nouns w and w-w involved in the computation of the two new edit
operations. With these changes the sentences in (1) are in analogy.
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Another language-dependent procedure that can be integrated in the adaptation process is the use of correction techniques in the destination language.
For example, for tgt = As-tu mangé une orange ?, a retrieved triple of source
cases can be
(srceA , sol(srceA )) = (J’ai sauté au plafond., I hit the roof.)
(srceB , sol(srceB )) = (J’ai mangé une orange., I ate an orange.)
(srceC , sol(srceC )) = (As-tu sauté au plafond ?, Did you hit the roof ?)
This leads to the proposed solution sol(tgt) = Did you ate an orange?, which
is incorrect. A spell-checker, such as the ones used in some word processors, can
be used to correct sol(tgt) in such a situation. It is noteworthy that domain
knowledge can play a role in a correction process: linguistic knowledge can be
used to examine what makes a sentence incorrect. If such an automatic correction process fails, a human user can correct the sentence, giving birth to a
correction case: (Did you ate an orange?, Did you eat an orange?) in the example. Research in correcting SMT errors using, e.g., a NMT system trained on
correction cases already exists [22]. Sets of correction cases are already available.2 But basically, SMT and NMT systems are not traceable, which should
be contrasted to case-based translation systems using analogies: used cases can
easily be traced and the adaptation and correction knowledge is explicit.
This last topic is directly of interest to the CBR community: can we implement MT systems which are true explainable AI systems, i.e., systems where
human-readable linguistic knowledge is easy to integrate and leads directly to
visible improvement and where translation results can be intuitively explained?

5

Conclusion

The application aimed in this paper is machine translation (MT), especially MT
for language pairs for which corpora of examples are small, relatively to the size
of the corpora used in nowadays neural network approaches to MT. Indeed, it
is our working hypothesis that case-based MT is competitive in such a context.
This hypothesis is based on the prior work of [15] that is reformulated here in
terms of case-based MT. This reformulation constitutes the ﬁrst contribution of
this paper. This approach is knowledge-light in the sense that the only languagedependent pieces of knowledge are the cases, which are raw cases, representing
only the problem and the solution (the sentences in the origin and destination
languages), without any additional information. This approach is based on the
transfer of proportional analogies found in the origin language onto the destination language.

2

E.g., https://www.matecat.com/. The authors of this paper are currently working
on a slightly diﬀerent scenario and are collecting such correction cases for use in a
case-based correction system.
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The second contribution of this work is a theoretical examination of the question: “How can this knowledge-light case-based MT approach be improved by
incorporating some new pieces of knowledge and other principles, methods, and
techniques from CBR or NLP?” Obviously, the answers given in this paper are
at an embryonic stage. Therefore, future directions of work are obvious: implementing and testing the ideas presented and developing new ideas for knowledgeintensive case-based MT.
Our impression is that this issue of case-based MT, though little explored
nowadays, deserves much research: there are certainly many ways to improve it
and it is worth doing so with the aim of developing competitive MT systems
that are not limited to pairs of languages with very large corpora. One way, still
under investigation, is to continue this research through a contest, similar to
the Computer Cooking Contest. Such contests already exist for MT, but they
focus on very large corpora. The idea would be to organize such a contest on
smaller corpora like the small ones oﬀered by the Tatoeba project3 and to use
the oﬀ-the-shelf automatic evaluation techniques of the MT community.
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Montréal, vol. I, pp. 117–123 (1998)
4. Boitet, C.: Current state and future outlook of the research at GETA. In: MT
Summit I, Hakone, pp. 26–35 (1987)
5. Brown, P., et al.: A statistical approach to machine translation. In: COLING 1988,
pp. 71–76 (1988)
6. Bunke, H., Messmer, B.T.: Similarity measures for structured representations. In:
Wess, S., Althoﬀ, K.-D., Richter, M.M. (eds.) EWCBR 1993. LNCS, vol. 837, pp.
106–118. Springer, Heidelberg (1994). https://doi.org/10.1007/3-540-58330-0 80
7. Cieri, C.: Addressing the language resource gap through alternative incentives,
workforces and workﬂows (invited keynote lecture). In: LTC 2017, Poznań (2017)
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Abstract. Case-based reasoning usually exploits source cases (consisting of a source problem and its solution) individually, on the basis of the
similarity between the target problem and a particular source problem.
This corresponds to approximation. Then the solution of the source case
has to be adapted to the target. We advocate in this paper that it is also
worthwhile to consider source cases by two, or by three. Handling cases by
two allows for a form of interpolation, when the target problem is between
two similar source problems. When cases come by three, it oﬀers a basis
for extrapolation. Namely the solution of the target problem is obtained,
when possible, as the fourth term of an analogical proportion linking the
three source cases with the target, where the analogical proportion handles both similarity and dissimilarity between cases. Experiments show
that interpolation and extrapolation techniques are of interest for reusing
cases, either in an independent or in a combined way.
Keywords: Analogy · Analogical proportion
Interpolation · Extrapolation

1

· Approximation

Introduction

Case-based reasoning (CBR) [18] aims at solving a new problem—the target
problem—thanks to a set of cases (the case base), where a case is a pair consisting of a problem and a solution of this problem. A source case is a case from the
case base, consisting of a source problem and one of its solutions. The classical
approach to CBR consists in (i) selecting source cases similar to the target problem and (ii) adapting them to solve it. In such a view, the target and the source
are compared in terms of similarity, which is a (two-valued or gradual) binary
relation, while information about the way they diﬀer is not really considered in
general.
In this paper, in addition to the binary relation of similarity (which is the
basis of approximation), two other relations are considered: the betweenness and
the analogical proportion, which in a way or another leave room to dissimilarity.
c Springer Nature Switzerland AG 2018

M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 580–596, 2018.
https://doi.org/10.1007/978-3-030-01081-2_38

Making the Best of Cases

581

Betweenness is a ternary relation stating that an object is “between” two
other objects. It is used as an interpolation principle: if the target problem is
between two source problems then it is plausible that a solution of it is between
the solutions of these source problems. In a graded setting, this suggests that if
the target problem is closer to one of two source problems, its solution should be
closer as well to the solution to the corresponding source problem. In the Boolean
setting, betweenness view may lead to several potential solutions, except if the
solutions of the two source problems coincide.
Analogical proportion is a quaternary relation: four objects a, b, c and d are
in analogical proportion if “a is to b as c is to d”. A logical modeling of it [14,16]
has pointed out that it expresses that “a diﬀers from b as c diﬀers from d (and
vice-versa)”, and that“what a and c have in common, b and d have it also”.
Thus, analogical proportion is a matter of both dissimilarity and similarity. The
fact that we are no longer considering similarity only, enables us to escape the
strict vicinity of known cases, and to perform a form of adaptation for free.
More precisely, in a CBR perspective, we use it as an extrapolation principle:
if the target problem and three source problems are in analogical proportion,
the solutions of these four problems are (likely to be) in analogical proportion as
well. Such an analogical jump enables us to extrapolate the solution of the target
problem from the solutions of three distinct source problems. An illustration of
this is given in [2] where in three distinct situations the recommended actions
are respectively to (i) serve tea without milk without sugar, (ii) serve tea with
milk without sugar, (iii) serve tea without milk with sugar, while in a fourth
situation that makes an analogical proportion with the three others, the action
to do would be (iv) “serve tea with milk with sugar”.
The approach described in this paper combines the use of closeness, betweenness and analogical proportion for a knowledge-light approach to CBR. In fact,
the only source of knowledge used in the inference lies in the case base: there is
no domain knowledge nor adaptation knowledge and the similarity is based on
some distance function.
Section 2 introduces the notions and notations used throughout the paper
and the assumptions it is based on. Section 3 describes the approach for applying
approximation, interpolation and extrapolation to CBR. Section 4 provides an
evaluation in a Boolean setting. Section 5 presents a discussion and a comparison
with related work, while Sect. 6 points out lines for future research.

2

Definitions, Notations and Assumptions

In this section, deﬁnitions are presented in a Boolean setting (objects are tuples
of Boolean values).
2.1

Boolean Setting

Let B = {0, 1} be the set of Boolean values. The Boolean operators are denoted
by the connector symbols of propositional logic: for a, b ∈ B, ¬a = 1 − a,
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a ∧ b = min(a, b), a ∨ b = max(a, b), a ⊕ b = |b − a| (⊕ is the exclusive or)
and a ≡ b = ¬(a ⊕ b).
Let p be a positive integer. In the examples, an element of Bp is noted without
parentheses and commas: (0, 1, 0, 0, 1) is 
simply noted by 01001. The Hamming
p
distance H on Bp is deﬁned by H(a, b) = i=1 |bi −ai |. For example, with p = 5,
H(01001, 11011) = 2.
2.2

CBR

CBR aims at solving the target problem with the help of the case base. It
consists most of the time (1) in selecting relevant source cases (retrieval), (2) in
reusing these source cases in order to solve the target problem (adaptation). The
other classical steps of CBR are not considered in this paper: they concern the
validation-repair of the newly formed case and its potential adding to the case
base.
Let P and S be two sets called the universe of problems and the universe
of solutions: a problem x (resp., a solution y) is by deﬁnition an element of P
(resp., of S). Here, P = Bm , where m ≥ 1 is a constant. Similarly, S = Bn ,
n ≥ 1. A binary relation on P × S denoted by  and read “has for solution”
is assumed to exist. Thus, “y solves x” is denoted by x  y. A case is a pair
(x, y) ∈ P × S such that x  y. The case base CB is a ﬁnite set of cases. A
source case is an element of CB. The target problem is the problem to be solved.
Note that  is usually not completely known to the CBR system: such a system
provides plausible solutions to problems, on the basis of what is known of 
from the case base.
In some situations, it is assumed that  is functional. This assumption means
that there exists a function f : P → S such that x  y iﬀ y = f(x), for any
x ∈ P and y ∈ S.
2.3

Betweenness

Let U be a set whose elements are represented by numerical features (including
−a−
−c, if
Boolean features). Let a, b, c ∈ U; a is between b and c, denoted by b−
for every feature i, ((bi ≤ ai ≤ ci ) or (ci ≤ ai ≤ bi )).1 Let Between(b, c) = {a ∈
−a−
−c}, for b, c ∈ U. For example, in U = B5 , Between(01001, 11011) =
U | b−
{01001, 11001, 01011, 11011}. For a logical view on betweenness, we refer to [22].
2.4

Analogical Proportion

Let U be a set. An analogical proportion on U is a quaternary relation between
four elements a, b, c and d of U, read “a is to b as c is to d” and denoted by
a:b::c:d, having the following properties (see, e.g. [16]), for any a, b, c, d ∈ U:
1

When these values are Boolean, this can also be written (bi ∧ ci ⇒ ai ) ∧ (ai ⇒
bi ∨ ci ) = 1.
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reflexivity a:b::a:b,
symmetry if a:b::c:d then c:d::a:b,
central permutation if a:b::c:d then a:c::b:d.
In the Boolean setting, the analogical proportion considered is deﬁned on B
by
a:b::c:d

if (a ∧ ¬b ≡ c ∧ ¬d) ∧ (¬a ∧ b ≡ ¬c ∧ d) = 1

that can be read “a diﬀers from b as c diﬀers from d” and “b diﬀers from a as
d diﬀers from c”. This can also be rewritten b − a = d − c, but mind that these
diﬀerences belong to {−1, 0, 1} (− is not an operation that is closed in B). Thus,
the patterns abcd such that a:b::c:d are 0000, 1111, 0011, 1100, 0101 and 1010.
This analogical proportion can be extended on U = Bp by
a:b::c:d

if ai :bi ::ci :di for each i ∈ [1, p]

Given a, b, c ∈ U, solving the analogical equation a:b::c:y aims at ﬁnding the
y ∈ U satisfying this relation. It may have no solution, e.g., when a = 0, b = 1
and c = 1. The equation a:b::c:y in B has a solution iﬀ (a ≡ b) ∨ (a ≡ c) = 1
and, when this is the case, the solution is unique: y = c ≡ (a ≡ b).

3

Reusing Cases by Approximation, Interpolation and
Extrapolation

This section describes the three mentioned approaches: approximation, interpolation and extrapolation. For an integer k ≥ 1, case retrieval can be done by
considering ordered sets of k source cases. This principle is detailed in Sect. 3.2
and applied in Sects. 3.3, 3.4 and 3.5 respectively for k = 1, 2, and 3. The combination of these three approaches is discussed in Sect. 3.6. Let us start with an
example.
3.1

A Basic Example

In order to support the intuition, we consider the following example where a
suitable dish type (described via 3 two-valued attributes, i.e., S = B3 ) has to be
suggested to an individual (described via 8 two-valued attributes, i.e., P = B8 ).
The 8 attributes representing an individual x have the following semantics: x1 : x
suﬀers from gout, x2 : x has diabetes, x3 : x is allergic to nuts, x4 : x does not eat
mammal meat (beef, pork, etc.), x5 : x needs to have a regular calcium supplement, x6 : x needs to have a regular iron supplement, x7 : x likes vegetables, and
x8 : x does not like dairy products. A dish type y is represented via 3 attributes:
y1 : y is a dish with sauce, y2 : y is based on starchy food (e.g., a pasta dish),
y3 : y is a dish with ﬁsh. x  y can be read as: y is a suitable dish type for x.
For a healthy individual 00010010 (with no speciﬁc requirement), all dishes are
suitable. Therefore,  is not functional in this application, as several types of
dishes might be suitable for the same individual. The 3 approaches of case reuse
developed in this paper can be applied to this application as follows (where yj
is a suitable class of dish for xj ):
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Approximation: If an individual xtgt is not far from x1 , it is plausible that a
suitable dish for xtgt will not be far from a suitable dish y1 for x1 .
Interpolation: If an individual xtgt is between x1 and x2 ; it is plausible that a
suitable dish for xtgt will be between a suitable dish y1 for x1 and a suitable
dish y2 for x2 .
Extrapolation: If an individual xtgt is as similar to x3 as x2 is similar to x1 ,
it is plausible that a suitable dish for xtgt will be as similar to y3 as y2 is
similar to y1 .
3.2

General Principle

Let k ∈ {1, 2, 3}: the approach presented here covers approximation (k = 1),
interpolation (k = 2) and extrapolation (k = 3). Two (k + 1)-ary relations
are considered: RelP on P and RelS on S. Ideally, it would be assumed that
these relations have the following properties, for (x1 , . . . , xk , xk+1 ) ∈ P k+1 and
(y1 , . . . , yk , yk+1 ) ∈ S k+1 , with the hypothesis that ∀j ∈ [1; k + 1], xj  yj :




if RelP x1 , . . . , xk , xk+1 then RelS y1 , . . . , yk , yk+1
However, this assumption is usually too strong: since the relation  is only partially known to the CBR system, it seems odd to have such a certain relationship
about  given by the pair (RelP , RelS ). So, only the following relaxed form of
this property is assumed:


if RelP x1 , . . . , xk , xk+1 and xj  yj for j ∈ [1; k + 1]


(1)
then it is plausible that RelS y1 , . . . , yk , yk+1
This property (1) can be used for CBR. Let xtgt be the target problem. A
candidate is an ordered set of k cases ((x1 , y1 ), . . . , (xk , yk )) ∈ CBk such that
RelP (x1 , . . . , xk , xtgt ). Based on this notion, the following CBR steps can be
speciﬁed:
retrieval: The set of candidates is computed.
adaptation: For a candidate ((x1 , y1 ), . . . , (xk , yk )), it is plausible that the solution ytgt of xtgt satisﬁes RelS (y1 , . . . , yk , ytgt ).
Let Candidates be the set of candidates. When Candidates = ∅, the approach fails. Let potentialSols be the multiset of y ∈ S such that (x, y) ∈
Candidates. When there are several distinct solutions in this multiset, there
is a need for a function to integrate these solutions into one. Let integrate :
potentialSols → y ∈ S be such a function. The nature of this function can be
diﬀerent, depending on the solution space. When S = B (or, more generally, a
set of low cardinality) then integrate can be a simple vote. When S = Bn , the
integration could be a component by component vote, for example:
integrate({{001, 001, 010, 111, 111}}) = 011
(with an arbitrary choice in case of ties).
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Reusing Cases by Singletons: Approximation

When k = 1, candidates are singletons and source cases are considered individually in relation to the target problem. Usually RelP and RelS binary relations are
related to the notion of similarity and denoted x1 x2 and y1 y2 . When a distance dist is available on the universe, is deﬁned as a b iﬀ dist(a, b) ≤ τdist
where τdist > 0 is a ﬁxed threshold. Applying the general principle (1) leads to:
if x1

x2 and xj  yj for j ∈ {1, 2}

then it is plausible that y1

y2

i.e., similar problems have similar solutions, a principle often emphasized in CBR
(see e.g., [9]).

Fig. 1. The approximation method.

Back to our initial example, let us consider 2 individuals with close proﬁles
(in terms of Hamming distance), e.g., x1 = 00010010 and x2 = 00010011. In
that example, H(x1 , x2 ) = 1 (x2 does not like dairy product), and a dish type
y2 = 011 without sauce, at distance 1 of y1 = 111 (a dish type suitable for x1 )
will be suitable for x2 .
Figure 1 summarizes the approximation method with an algorithm.
3.4

Reusing Cases by Pairs: Interpolation

When k = 2, candidates are pairs, relations RelP and RelS are betweenness on
P and on S. The general principle (1) applied here leads to:
if x1− x3− x2 and xj  yj for j ∈ {1, 2, 3}
then it is plausible that y1−y3−y2
Applied to CBR, a retrieved pair {(x1 , y1 ), (x2 , y2 )} ∈ Candidates is such that
x1− xtgt− x2 and then adaptation takes advantage of the inferred information

586

J. Lieber et al.

y1− ytgt− y2 . A way to get a unique solution is to have y1 = y2 , which entails
ytgt = y1 as a candidate solution for xtgt . If Candidates = ∅, the equality
y1 = y2 can be relaxed in dist(y1 , y2 ) ≤ τdist (where dist is here a distance
function on S). In that case, uniqueness of ytgt is not guaranteed anymore.
By contrast, if Candidates is considered to be too large, it can be restricted
by allowing only the pairs {(x1 , y1 ), (x2 , y2 )} such that dist(x1 , x2 ) ≤ τbetween ,
where τbetween > 0 is a given threshold.

Fig. 2. The interpolation method (for the situation in which the solutions of the
retrieved cases are equal).

Back to our initial example, let xtgt = 11010010, (x1 , y1 ) = (01110010, 001),
and (x2 , y2 ) = (10010010, 001) (i.e. H(x1 , x2 ) = 3): xtgt , x1 and x2 diﬀer only in
the fact that the chosen individuals have/do not have gout/diabetes/allergy to
nuts. y1 = y2 = 001 is the solution “dish without sauce, not based on starchy
food, with ﬁsh”. Since x1− xtgt− x2 , a solution is ytgt ∈ Between(y1 , y2 ) = {y1 },
i.e., ytgt = y1 = y2 .
Figure 2 summarizes the interpolation method in an algorithm.
3.5

Reusing Cases by Triples: Extrapolation

When k = 3, candidates are triples. RelP and RelS are analogical proportions
on P and on S. The property (1) applied here leads to:
if x1 :x2 ::x3 :x4 and xj  yj for j ∈ {1, 2, 3, 4}
then it is plausible that y1 :y2 ::y3 :y4
Applied to CBR, an element of Candidates is a triple ((x1 , y1 ), (x2 , y2 ), (x3 , y3 ))
of source cases such that (i) x1 :x2 ::x3 :xtgt and (ii) the equation y1 :y2 ::y3 :y has
a solution. Such a solution, unique in the Boolean setting, is considered as a
plausible solution of xtgt .
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Fig. 3. The extrapolation method (in 2 versions: a simple one (a) and a more eﬃcient
one (b)).
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Back to our example where we are searching for a suitable dish type ytgt for
an individual xtgt :
x1 = 00001011 y1 = 010
x2 = 00100010 y2 = 110
x3 = 10001011 y3 = 001
xtgt = 10100010 ytgt = ???
The relation x1 :x2 ::x3 :xtgt holds, and the equation y1 :y2 ::y3 :y has a unique solution ytgt = 101. Our principle tells us that ytgt = 101 is a suitable option for
xtgt . If we consider the intended meaning of the parameters, xtgt has gout, no
diabetes, is allergic to nut, is not refractory to meat, has no need for calcium
nor iron supplement, likes vegs and dairy. The dish type ytgt = 101 describing
ﬁsh with sauce and no starchy food is suitable for this type of individual.
Figure 3(a) summarizes the extrapolation method in an algorithm and
Fig. 3(b) presents a more eﬃcient method described further.
3.6

Combining These Approaches

Now, we have three methods, approximation, interpolation and extrapolation,
to solve a problem. These methods are plausible and incomplete: for a target
problem xtgt , each of them may fail either by providing an incorrect solution
or by not providing any solution at all. A complete discussion of the options
for combining these methods is out of the scope of this paper and constitutes
a future work. However, this section discusses some ideas about the design of a
good combination method.

Fig. 4. The combination method based on a preference relation on the set of methods
{approximation, interpolation, extrapolation}.

A simple way to combine these methods is to use a preference relation
between them: if the preferred method provides a solution, this is the solution returned, else the second preferred method is tried, and so on (this simple
combination method is summarized in Fig. 4). This makes sense since a method
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may provide results unfrequently but with high plausibility and should be tried
before a method providing frequent results with lower plausibility.
Now, given the three methods, how can such a preference relation be chosen? For this purpose, an analysis of the case base may help. In particular, for
the extrapolation method, it has been shown that the functions f such that
x1 :x2 ::x3 :x4 entails f(x1 ):f(x2 )::f(x3 ):f(x4 ) for each (x1 , x2 , x3 , x4 ) ∈ P 4 are the
aﬃne functions [6].2 Thus, if  is functional ( = f) and f is aﬃne, then the
extrapolation method never gives an incorrect solution. If f is closed to an aﬃne
function, then this method gives good results (and should be highly ranked in
the preference relation). A measure of closeness to aﬃnity is the BLR test [3]
that can be run on the case base.
Another approach to method combination consists in having a preference
between methods depending on the target problem. For this purpose, an idea is
to associate to the output of each method a score that is relative to the conﬁdence
of the method wrt its output: the preferred method is the one with the higher
score. For example, the approximation method would have a high conﬁdence if
many source cases support the returned solution and few ones go against it. A
similar principle can be applied for interpolation and extrapolation.

4

Evaluation

The objective of the evaluation is to study the behaviour of the three approaches,
on various types of Boolean functions, in order to determinate which approach
is the best and in which circumstancies. First experimental results are presented
and a combination method based on the preference relation is proposed according
to these results.
4.1

Experiment Setting

In the experiment, P = B8 and S = B3 , as in the running example.  is assumed
to be functional:  = f.
The function f is randomly generated using the following generators that are
based on the three main normal forms, with the purpose of having various types
of functions:
CNF f is generated in a conjunctive normal form, i.e., f(x) is a conjunction of nconj
disjunctions of literals, for example f(x) = (x1 ∨ ¬x7 ) ∧ (¬x3 ∨ x7 ∨ x8 ) ∧ x4 .
The value of nconj is randomly chosen uniformly in {3, 4, 5}. Each disjunction
is generated on the basis of two parameters, p+ > 0 and p− > 0, with
p+ + p− < 1: each variable xi occurs in the disjunct in a positive (resp.
negative) literal with a probability p+ (resp., p− ). In the experiment, the
values p+ = p− = 0.1 were chosen.
2

An aﬃne function f : Bm → B has the form f(x) = xi1 ⊕ . . . ⊕ xiq ⊕ c where
{i1 , . . . , iq } is a subset of [1, m] and c ∈ {0, 1}. An aﬃne function f : Bm → Bn is of
the form f(x) = (f1 (x), . . . , fn (x)) where fj : Bm → B is an aﬃne function.
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DNF f is generated in a disjunctive normal form, i.e., it has the same form as for
CNF except that the connectors ∧ and ∨ are exchanged. The parameters ndisj ,
p+ and p− are set in the same way.
Pol is the same as DNF, except that the disjunctions (∨) are replaced with exclusive or’s (⊕), thus giving a polynomial normal form. The only diﬀerent parameter is p− = 0 (only positive literals occur in the polynomial normal form).
The case base CB is generated randomly, with the values for its size: |CB| ∈
1
and 12 of |P| = 28 = 256. Each source
{16, 32, 64, 96, 128}, i.e. |CB| is between 16
case (x, y) is generated as follows: x is randomly chosen in P with a uniform
distribution and y = f(x).
Each method may lead to several solutions. Let Y be the multiset of these
solutions. The function integrate introduced at the end of Sect. 3.2 aims at
associating to Y a unique element y ∈ S. Here, integrate consists in making a
vote on each component: yi = argmaxyi ∈Yi multiplicity(yi , Yi ), where Yi is the
multiset of the yi for y ∈ Y.
Let ntp be the number of target problems posed to the system, na be the
number of (correct or incorrect) answers (ntp − na is the number of target
problems for which the system fails to propose a solution), and sscapa be the
sum of the similarities between the correct answer (according to the generated
function f) and the predicted answer, where the similarity between two solutions
y1 and y2 is computed by 1 − H(y1 , y2 )/n (with n = 3 since S = Bn = B3 ). For
each method, the following scores are computed:
sscapa
.
na
sscapa
.
The correct answer rate car is the average of the ratios
ntp
The precision prec is the average of the ratios

The average is computed on 1 million problem solving for each function generator, requiring the generation of 1060 f for each of them. The average computing
time of a CBR session (retrieval and adaptation for solving one problem) is about
0.8 ms (for k = 1), 19 ms (for k = 2) and 2 ms (for k = 3) on an current standard
laptob.
The parameters for each method has been chosen as follows, after preliminary
tests based on precision:
approximation: τdist = 1 on P;
interpolation: τdist = 0 on S (i.e., y1 = y2 ), τbetween = 2;
extrapolation: All the triples in analogy with xtgt are considered.
combination: The chosen preference method is: interpolation preferred to
approximation preferred to extrapolation for CNF and DNF, and extrapolation
preferred to interpolation preferred to approximation for Pol.
For the sake of reproducibility, the code for this experiment is available
at https://tinyurl.com/CBRTests, with the detailed results (generated functions
and details of the evaluation).
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A Note About Implementation. A naive algorithm for implementing each k ∈
{1, 2, 3} method is in O(|CB|k ) (cf. Figs. 1, 2 and 3(a)). However, this complexity
can be reduced for interpolation to search Candidates by iterating only on pairs
of cases ((x1 , y1 ), (x2 , y2 )) ∈ CB2 such that H(x1 , x2 ) ≤ τdist . For extrapolation,
the complexity can be separated in an oﬄine and on online part (cf. Fig. 3(b)).
The oﬄine part is in O(|CB|2 ) and generates a hashtable structure over keys
representing the diﬀerences between x1 and x2 (considered as vectors in Rm ). For
example, key(01001, 11010) = (−1, 0, 0, −1, 0). The online part is in O(|CB|2 ) in
the worst case (and frequently closer to O(|CB|))3 and searches all the (x, y) ∈ CB
such that key(x, xtgt ) = key(x1 , x2 ), which is equivalent to x1 :x2 ::x:xtgt .
4.2

Results

Figure 5 pictures the detailed results given in Table 1.

Fig. 5. Precision and correct answer rate function of the case base size for the three
generators, for each method (k = 1, k = 2, k = 3 and “combine”, i.e. combination of
the three other methods).

The result precisions shows that, for CNF and DNF, interpolation gives better
results than approximation and extrapolation, and also that approximation gives
better results than extrapolation. However, when examining the results wrt the
correct answer rate, interpolation has a low performance, especially when the
3

The number of iterations in the for loop is |CB| − 1. In each iteration, the set
access(key, key table) contains at most (|CB| − 1) elements, though in practice,
this set contains in general a much smaller number of elements. So, the number
of O(1) operations of this online procedure in the worst case is not more than
(|CB| − 1) × (|CB| − 1), hence a complexity in O(|CB|2 ).
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Table 1. prec and car for k ∈ {1, 2, 3} and combine (c.) for the diﬀerent generators.
|CB| = 16
k= 1

2

3

|CB| = 32
c.

1

2

3

|CB| = 64
c.

1

2

3

|CB| = 96
c.

1

2

3

|CB| = 128
c.

1

2

3

c.

CNF prec .87 .97 .80 .84 .88 .97 .81 .85 .90 .96 .84 .89 .93 .96 .86 .92 .95 .96 .88 .94
car

.36 .04 .31 .49 .58 .15 .63 .75 .81 .42 .81 .88 .90 .67 .86 .92 .94 .83 .88 .94

DNF prec .87 .97 .80 .84 .88 .97 .81 .85 .90 .96 .84 .89 .93 .96 .87 .92 .95 .96 .88 .94
car

.36 .04 .31 .49 .58 .15 .63 .75 .81 .43 .81 .88 .90 .67 .86 .92 .94 .83 .88 .94

POL prec .61 .72 .75 .67 .62 .72 .75 .70 .63 .71 .77 .75 .66 .71 .79 .78 .68 .70 .81 .80
car

.25 .01 .18 .34 .41 .04 .44 .57 .57 .14 .66 .73 .64 .27 .75 .78 .68 .40 .79 .80

case base is small (|CB| ∈ {16, 32}), due to the diﬃculty to ﬁnd two candidates
for the betweenness relations.
The results are diﬀerent for Pol, for which, extrapolation provides better
results. This result can be explained by the functions that have been generated which are close to aﬃne functions, aﬃne functions for which extrapolation
always returns a correct answer [6]. For DNF, the second best approach wrt precision is approximation. One more time, the weakness of the two best methods
(extrapolation and interpolation) is their low correct answer rates, and it must
be noted that, in all situations, approximation provides a better car, especially
when the case base is small.
Finally, combining the three approaches by preference ordering (interpolation, then approximation and then extrapolation for DNF and CNF, and extrapolation, then approximation and then interpolation for Pol) improves the results
provided using only approximation, as expected.
The elaboration of a better combination method constitutes a future work.
However, some elements relative to this issue are discussed here. A simple yet
promising approach would be to estimate the average precision—and hence,
the preference relation—on the basis of the case base, using a leave-one out
approach: for each case (x, y) ∈ CB, the three methods are run with the target
problem xtgt = x and the case base CB \ {(x, y)}, and the results given by the
three methods are compared with the known solution ytgt = y, which enables
us to compute the average precision for each method.
Another issue to be studied carefully is whether it is worth searching for a
good combination method. Indeed, if all the methods are strongly correlated,
their combination would not give much improvement. For this purpose, a preliminary test has been carried out that computes the covariance of the events
“incorrect answer for method k” and “incorrect answer for method ”, with
k,  ∈ {1, 2, 3} and k = : covk = Pk −Pk P where Pk estimates the probability
that the methods k and  provide an incorrect answer, given that they both provide an answer, Pk estimates the probability that the method k provides incorrect answers, given that it provides an answer, and P is deﬁned similarly. The
results on the generated data are: cov12 = cov21 0.90, cov23 = cov32 0.41,
and cov13 = cov31 0.27. This can be interpreted as follows. The high correlation between approximation and interpolation is mainly due to the tight bounds
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used in the experiments for interpolation. By contrast, extrapolation is much
less correlated with the other methods. This suggests the complementarity of
extrapolation, hence the worthiness of studying with more depth the combination issue.

5

Discussion and Related Work

An important issue raised in this paper is that the reuse of multiple cases (k ≥ 2)
does not necessarily rely on similarity (or not only): in the general situation, it
relies on two (k + 1)-ary relations on P and S, that may be non reducible to
binary similarity relations. These relations structure the problem and solution
spaces. Similar issues are addressed in other works of the CBR literature. For
example, (simple or multiple) reuse may have proﬁt of adaptation hierarchies on
P and S [1,5,23]. Another example of relation used for multiple case retrieval
and adaptation is the use of diversity: the retrieved cases should be diverse in
order to better contribute to the solving of the target problem [13]. The main
originality of this work is the use for CBR of betweenness and analogical proportion, two domain-independent relations that can be implemented in many
formalisms (though it has been considered only in the Boolean setting here),
e.g. on strings [12], and that enables to apply to CBR the principles of interpolation and extrapolation, in addition to the already frequently used principle of
approximation.
The extrapolation approach based on analogical reasoning can be connected
to the work of adaptation knowledge learning (AKL) in CBR, as explained hereafter. Most approaches to AKL consist in learning adaptation rules using as
training set a set of source case pairs ((xi , yi ), (xj , yj )) [7,8,10]. A similar idea
consists in considering one of such pairs as an adaptation case [11,15]. With
(x1 , y1 ) a retrieved case, it can be adapted to solve xtgt if the diﬀerence from
x1 to xtgt equals the diﬀerence from xi to xj , which can be formalized using
analogical proportion by xi :xj ::x1 :xtgt . Then, the adaptation consists in applying on y1 the diﬀerence from yi to yj , which amounts to solving the equation
yi :yj ::y1 :y. Therefore, one contribution of this work is the formalization of casebased adaptation in terms of analogical proportions on the problem and solution
spaces.
The idea of applying analogical inference based on analogical proportions in
CBR has been ﬁrst advocated and outlined recently [17], based on the fact that
such an approach has given good quality results in classiﬁcation [4] in machine
learning on real datasets. Interestingly enough, analogical proportions can be
always found in such datasets, and the results obtained can be favorably compared to those yielded by nearest neighbor methods. The ideas of interpolative
and extrapolative reasoning can be found in the setting of conceptual spaces
furnished with qualitative knowledge [20] with an illustration in [19]. Similar
ideas have been applied to the completion of bases made of if-then rules in relation with the idea of analogical proportion [22] and to the interpolation between
default rules [21]. However, none of these papers mentions a CBR perspective.
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Conclusion

Classical CBR exploits each known case individually, on the basis of its similarity with the target problem. In this paper, we have proposed to extend this
paradigm by taking advantage of betweenness and analogical proportion relations for linking the current situation to pairs and triples of known cases. By
doing that, we are no longer just proposing the known solution of a case problem
as an approximate solution to the current problem, but we are also taking advantage of interpolation and extrapolation ideas that are respectively embedded in
betweenness and analogical proportion relations.
We have also provided a ﬁrst experimental study that shows the precision and
the correct answer rate of the approximation, interpolation, and extrapolation
approaches on various types of functions. Each approach has its own merits.
Approximation is simple and is often very eﬃcient. Interpolation provides the
most precise results, but may fail to give an answer. Extrapolation is superior to
the two other methods when the underlying function is aﬃne or close to be, i.e.,
exhibits a form of simplicity. Moreover, the results of extrapolation are not much
correlated with the results of the two other methods. Experiments also show that
combining the approaches may be beneﬁcial. Clearly, one should investigate less
straightforward ways for combining the approaches. More experiments would
be also of interest for varying more the parameters and for dealing with non
functional dependencies between problems and solutions. Experiments have been
made on a variety of artiﬁcial datasets, showing that the present implementation
of extrapolation is especially of interest for datasets close to obey to an aﬃne
Boolean function, studying if another form of extrapolation would do better, or
if such datasets are often encountered in practice, is a matter of further work.
There are still two other perspectives worth of consideration. First, it would
be of interest to see how incorporating domain/retrieval/adaptation knowledge
in the process. Lastly, relations RelP and RelS have been deﬁned here on Bp ,
but allowing for gradual relations and for nominal and numerical features in the
description of problems and solutions would be an important improvement. Such
a latter development should be feasible since extensions of analogical proportions
have been satisfactorily experienced in classiﬁcation for handling nominal and
numerical features [4], and the idea of betweenness seems as well to be susceptible
of natural extensions to these situations.
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Abstract. Analogical reasoning is a cognitively fundamental way of
reasoning by comparing two pairs of elements. Several computational
approaches are proposed to eﬃciently solve analogies: among them, a
large number of practical methods rely on either a parallelogram representation of the analogy or, equivalently, a model of proportional analogy.
In this paper, we propose to broaden this view by extending the parallelogram representation to diﬀerential manifolds, hence spaces where the
notion of vectors does not exist. We show that, in this context, some
classical properties of analogies do not hold any longer. We illustrate our
considerations with two examples: analogies on a sphere and analogies
on probability distribution manifold.
Keywords: Analogy

1

· Non-Euclidean geometry

Introduction

Making analogies is considered by psychologists as a basic cognitive ability of
human beings [8], yet it remains a challenging task for artiﬁcial intelligence. An
analogy designates a situation where a parallel can be drawn between two distinct
and a priori unrelated domains. Computational models of analogical reasoning
have been developed either to map semantic domains [6], to solve analogical
problems on character strings, either structured [10] or unstructured [12], or to
characterize the quality of an analogy [5]. Apart from its major cognitive interpretation, analogy plays an important role in case-based reasoning (CBR) [1]:
In order to solve a new case, CBR focuses on previously encountered cases and
aims to adapt solutions to the new problem. This adaptation process can be
interpreted as one-domain analogical reasoning (which means that the source
and target domains are identical).
A classical representation of analogies between vectors is the parallelogram
model, which states that the four elements of the analogy obey a regularity rule
c Springer Nature Switzerland AG 2018
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close to a parallelogram in the representation space. For instance, the analogy
“Paris is to France what Stockholm is to Sweden” may be interpreted in the form
of the equality “Paris - France + Sweden = Stockholm”. The ﬁrst occurrences
of this representation date back to the earliest researches [17] and have been
resurrected in the recent years throughout the neural networks representation
skills, in particular in the Word2Vec paradigm [15], [14] or even in visual object
categorization [11]. The idea can be summed up as follows: Considering the
analogical equation A : B :: C : x with variable x, we assume that each element
can be represented as a point in a Euclidean space and that the solution x is
deﬁned as the vector x = C + B − A. This representation is consistent with the
axioms of analogical proportion, as shown in Sect. 2.4 of [13].
In this paper, we address the question of what happens when this representation is not true. Our main point is to loosen the structure of the representation
space and to consider analogies on Riemannian manifolds instead of analogies
in Euclidean spaces. A manifold can be understood intuitively as a space which
is almost a Euclidean space, in the sense that it is locally Euclidean. Because of
their curvature, the notion of vector does not exist in diﬀerential manifolds, hence
the parallelogram representation is not valid in them. A way to get around that
is to consider the notions of geodesic curve and parallel transport in Riemannian
manifolds which allow one to build parallelogram-like shapes. These notions will
be explained with more details in Sect. 2.4. We will show that the parallelogram
construction is a particular case of the proposed procedure for Euclidean manifolds, but that non-Euclidean structures do not verify the classical axioms of
analogy with this setting.
The remainder of this article is organized as follows. In Sect. 2, we present
the general problem of analogies in non-Euclidean spaces. The problem is introduced with the help of a trivial example (analogies on spheres), but a more
general explanation follows. In particular, we discuss the link between a found
analogical dissimilarity and manifold curvature. In Sect. 3, we propose an application of the proposed theory in the case of a very particular space: the space of
normal distributions. We will illustrate the developed ideas through a couple of
simulations which show the impact of curvature. Lastly, we propose a discussion
on proportional analogy in diﬀerential manifolds.

2
2.1

Non-Euclidean Spaces and Non-commutative Analogies
Intuition: Analogies on the Sphere S2

In order to understand the ideas at play, we propose to consider the example of
analogies on a sphere. We denote by S2 the sphere deﬁned as the subset of R3
deﬁned as S2 = {x|x21 +x22 +x23 = 1}. The sphere can be shown to be a diﬀerential
manifold, and is obviously not Euclidean.
We consider three points A, B and C on the sphere and we try to solve the
analogical equation A : B :: C : x. In the context of this example, we will
consider three speciﬁc points, but the conclusions we will draw would be the
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same for any 3 points which are “not aligned” (in the sense that the third point
is not on the shortest path between the two others).
In order to solve this analogy, an intuitive idea would be to apply the same
procedure as described by the parallelogram rule. On Earth, it is possible to
use the parallelogram rule directly on a small scale: Since Earth is locally ﬂat,
we can consider the ﬂoor as a vector space and apply a parallelogram rule by
walking from A to C by keeping in mind the direction to go to B from A.
The same procedure can be used when the three points are very distant. In
mathematical terms, we can formulate this procedure as a three steps method:
1. Direction finding: Estimation of the direction d to reach B from A following
a geodesic (i.e. a path of minimal length).
2. Parallel transport: The direction vector is transported along the geodesic
from A to C.
3. Geodesic shooting: Point D is reached by following the transported direction d from point C.

(a) Step 1: Direction
finding

(b) Step 2: Parallel
transport

(c) Step 3: Geodesic
shooting

Fig. 1. Step by step resolution of the analogical equation A : B :: C : x on the sphere S2 .
The solution found is x = B.

We consider for instance the case where B corresponds to the North pole and
A and C are located on the equator. For simplicity purpose, we also suppose that
the angle between the locations of A and C in the equator plane is π/2. The
solution to this analogy is shown in Fig. 1.
The steps can be intuitively explained as follows. The ﬁrst step consists in
ﬁnding the shortest path from A to B: this path is characterized by the initial
direction, which is mathematically encoded by a vector in the tangent space. The
second step is of a diﬀerent nature: The idea is to go along the shortest path
from A to C while maintaining the initial direction vector “in the same direction”
(the exact mathematical terminology will be precised in the next section). As
an illustration of this, the second step can be seen as walking from A to C while
maintaining one’s nose parallel from one position to the other. The shortest path
from A to C in our example is the equator and the initial direction is the vector
pointing toward the North pole: Hence, step 2 is similar to walking from A to
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C along the equator with the nose pointing toward the North pole at any time.
The third step consists in following the transported initial direction the same
time as done to join B from A in step 1.
Using this procedure, the solution of the analogical equation A : B :: C : x is
x = B. With the same procedure applied to the analogical equation A : C :: B :
x, we obtain the solution x = C, which is in contradiction with the exchange of
the means property of analogical proportion. However, we can easily verify that
the other properties are veriﬁed:
– Symmetry of the ‘as’ relation: C : B :: A : B and B : C :: A : C
– Determinism: the solution of A : A :: B : x is x = B
In the following, we will call a Non-commutative Analogy an analogy
which satisﬁes the symmetry of the ‘as’ relation and the determinism property,
but not necessarily the exchange of the means. An analogical proportion is a
more constrained case of a non-commutative analogy.
2.2

Reminder: Riemannian Geometry

In order to understand our method, we have to introduce some standard deﬁnitions of Riemannian geometry. The proposed deﬁnitions are not entirely detailed:
we refer interested readers to standard references [3] for more details. For each
notion, we propose an intuitive and less rigorous explanation.
A topological manifold of dimension d is a connected paracompact Hausdorﬀ
space for which every point has an open neighborhood U that is homeomorphic
to an open subset of Rd (such a homeomorphism is called a chart). A manifold
is called diﬀerentiable when the chart transitions are diﬀerentiable, which means
that the mapping from one chart representation to another is smooth. Intuitively,
a manifold can be seen as a space that is locally close a vector space.
A tangent vector ξx to a manifold M at point x can be deﬁned as the
equivalence class of diﬀerentiable curves γ such that γ(0) = x modulo a ﬁrstorder contact condition between curves. It can be interpreted as a “direction”
from the point x (which only makes sense when M is a subset of a vector space).
The set of all tangent vectors to M at x is denoted Tx M and called tangent space
to M at x. The tangent space can be shown to have a vector space structure.
When the tangent spaces Tx M are equipped with an inner-product gx which
varies smoothly from point to point, M is called a Riemannian manifold.
We deﬁne a connection ∇ as a mapping C ∞ (T M) × C ∞ (T M) → C ∞ (T M)
satisfying three properties that are not detailed here: A connection can be seen
as a directional derivative of vector ﬁelds over the tangent space. It measures
the way a tangent vector is modiﬁed when moving from one point to another
in a given direction. A special connection, called the Levi-Civita connection, is
deﬁned as an intrinsic property of the Riemannian manifold which depends on
its metric g only. This connection follows the “shape” of the manifold (here, the
word shape is understood in its intuitive meaning).
These tools are used to deﬁne two notions that are fundamental in our interpretation of non-commutative analogies: parallel transport and geodesics. Let
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(M, g) be a Riemannian manifold and let γ : [0, 1] → M be a smooth curve
on M. The curve γ is called a geodesic if ∇γ̇ γ̇ = 0 (which means that γ is
auto-parallel, or keeps its tangent vector pointing “in the same direction” at any
point). This deﬁnition of a geodesic can be shown to correspond to a minimum
length curve between two points.

Fig. 2. Illustration of parallel transport on a diﬀerential manifolds. Vector ξ is transγ
ξ ∈ Tγ(t) M.
ported along a curve γ. At any position t, we have P0,t

A vector ﬁeld X along γ is said to be parallel if ∇γ̇ X = 0. One can deﬁne
the parallel transport as the application Ptγ0 ,t : Tγ(t0 ) M → Tγ(t) M which maps
any vector of the tangent space ξ at point γ(t0 ) to the corresponding value at
γ(t) for the parallel vector ﬁeld X such that X(γ(t0 )) = ξ (Fig. 2). Intuitively,
the parallel transport along a curve keeps a tangent vector “pointing in the same
direction”.
2.3

Non-commutative Analogies

Following the ideas developed in Sect. 2.1, we propose the following deﬁnition
for a non-commutative analogical proportion:
Definition 1. A non-commutative analogy on a set X is a relation on X 4 such
that, for every 4-uple (A, B, C, D) ∈ X 4 , the following properties are observed:
– Symmetry of the ‘as’ relation: R(A, B, C, D) ⇔ R(C, D, A, B)
– Determinism: R(A, B, A, x) ⇒ x = B
The second axiom (determinism) is slightly diﬀerent from the original analogical proportion. For analogical proportion, two possible implications could be
used to characterize determinism (the second characterization being the implication R(A, A, B, x) ⇒ x = B): One being true, the other is a consequence of
the ﬁrst. In non-commutative analogy, these two implications are not equivalent
anymore.
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Removing the exchange of the means from the deﬁnition of an analogy actually makes sense. The symmetry of the means operates in the cross-domain
dimension of the analogy: Keeping this observation in mind, the symmetry of
the means seems to be a natural property. In practice, it can be observed that
the property is perceived as less natural in many examples. Consider for instance
the well-known analogy “The sun is to the planets as the nucleus is to the electrons”. The symmetrized version of this analogy is “The sun is to the nucleus as
the planets are to the electrons”, which is less understandable than the original
analogy.
Moreover, many examples of common analogies can be found that do not
satisfy this property. For instance, the analogy “Cuba is to the USA as North
Korea is to China”, which is based on a comparison of politics and geographic
proximity, while the symmetrized analogy “Cuba is to North Korea as the USA
are to China” does not make sense. In this example, the status of the terms is
diﬀerent: In one direction, the analogy is based on a political comparison, while
in the other direction it is based on a large-scale geographical comparison. The
nature of these two domains is not the same and does not have the same weight
in the analogy. This intuition of a directional weighting is coherent with the
model of non-euclidean manifolds.
2.4

Non-commutative Analogies on Riemannian Manifolds

Let M be a Riemannian manifold and A, B, C, D ∈ M. We propose to ﬁnd
a geometric condition on the four points such that A : B :: C : D deﬁnes a
non-commutative analogy.
Definition 2. The parallelogramoid algorithm Ap : M3 → M is deﬁned as
follows. Consider (A, B, C) ∈ M3 . Let γ1 : [0, 1] → M be a geodesic curve such
that γ1 (0) = A and γ1 (1) = B. Let ξ ∈ TA M such that ξ = γ˙1 (0). Consider a
geodesic curve γ2 : [0, 1] → M such that γ2 (0) = A and γ2 (1) = C. Let γ3 be the
γ2
ξ. Then Ap (A, B, C) = γ3 (1).
geodesic deﬁned by γ3 (0) = C and γ˙3 (0) = P0,1
Algorithm Ap corresponds to the procedure used in the case of a sphere. In
general, the described procedure is not unique: The unicity of tangent vector ξ
is not guaranteed. For instance, in the case of the sphere, if A and B correspond
to the North and South poles, there exists an inﬁnite number of such vectors ξ.
Theorem 1. The relation R(A, B, C, D)  (Ap (A, B, C) = D) deﬁnes a noncommutative analogy on M.
Proof. We would like to show that C : D :: A : B (symmetry axiom) is correct
with our construction. We use the tilde notation to describe the curves for this
analogy. For instance, γ˜1 is the geodesic from C to D, hence γ˜1 = γ3 . Similarly,
γ˜2 = −γ2 , where −γ designates the “opposite curve” (i.e. γ˜2 (s) = γ(1−s)). Since
γ˜2 γ2
P0,1 ξ. Thus, γ˜3 is the geodesic curve such
parallel transport is invertible, ξ = P0,1
that γ˜3 (0) = A and γ˜˙3 (0) = ξ and consequently γ˜3 (1) = B (Fig. 3).
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Fig. 3. Parallelogramoid procedure on a Riemannian manifold.

In general, the relation does not deﬁne a proportional analogy since symmetry
of the means does not hold: Ap (A, B, C) = Ap (A, C, B). We will show that we
have equality only for a speciﬁc metric, called ﬂat metric.
When M = Rn endowed with the canonical inner-product, the proposed
construction can be shown to be equivalent to the usual parallelogram rule,
since a geodesic is deﬁned as a straight line and parallel transport over a straight
line is a simple translation of the original tangent vector. It can be shown that
the converse is almost true: The manifolds for which Ap designs an analogical
proportion have their Ricci curvature vanishing at any point.
Theorem 2. The only Riemannian metrics g such that the relation deﬁned by
R(A, B, C, D)  (Ap (A, B, C) = D) is an analogical proportion for any A, B and
C are Ricci-ﬂat.
Proof. In this demonstration, we will consider the equivalent problem where we
are given A ∈ M and ξ1 , ξ2 ∈ TA M. With these notations, B = γ1 (1) and
C = γ2 (1) where γ1 is the geodesic drawn from A with initial vector ξ1 and γ2
is the geodesic drawn from A with initial vector ξ2 . Considering an inﬁnitesimal
parallelogramoid as deﬁned in Deﬁnition 1.1 of [16], where δ is the distance
between A and B, and  the distance between A and C. Then the distance
between C and D = Ap (A, B, C) is equal to


2
3
2
d = δ 1 − K(v, w) + O( +  δ)
2
where K(v, w) is the sectional curvature in directions (v, w). In the case of analogical proportion, it can be veriﬁed that distance d must be equal to δ. Thus,
we have necessarily K(v, w) = 0 and, by construction of Ricci curvature Ric(v)
as the average value of K(v, w) when w runs over the unit sphere, we have the
result.
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Obviously, Euclidean spaces endowed with the canonical vector space are
Ricci-ﬂat, but there exists other Ricci-ﬂat spaces. A direct consequence of
Theorem 2 is that analogical proportions can be deﬁned on some diﬀerential
manifolds. We will discuss in Sect. 4 the general existence of such relations on
general manifolds.

3
3.1

Application: Analogies on Fisher Manifold
Fisher Manifold

By deﬁnition, a parametric family of probability distributions (pθ )θ has a natural structure of a diﬀerential manifold and, in this context, is called statistical
manifold. Unless in general a manifold is not associated to a notion of distance
or metric, information geometry states that there exists only one natural metric for statistical manifolds [4]. This metric, called Fisher metric, is deﬁned as
follows [7]:

∂ log p(x|θ) ∂ log p(x|θ)
dx
(1)
gab (θ) = p(x|θ)
∂θa
∂θb
It can be related to the variance of the relative diﬀerence between one distribution p(x|θ) and a neighbour p(x|θ + dθ). For a more complete introduction to
Fisher manifolds and more precise explanations on the nature of Fisher metric,
we refer the reader to [2].
Among all possible statistical manifolds, we focus on the set of normal distributions, denoted by N (n). A complete description of the geometric nature
of N (n) is given in [18]. As mentioned in this paper, a geodesic curve (μ(t), Σ(t))
on N (n) is described by the following geodesic equation:

Σ̈ + μ̇μ̇T − Σ̇Σ −1 Σ̇ = 0
(2)
μ̈ − Σ̇Σ −1 μ̇ = 0
In order to apply the parallelogrammoid algorithm and ﬁnd non-commutative
analogies on N (n), a fundamental issue has to be overcome. As explained in the
reminder on Riemannian geometry, there exists two equivalent deﬁnitions of
geodesic curves:
1. A geodesic can be interpreted as a curve of shortest length between two points.
It is described by two points (A, B).
2. A geodesic can be interpreted as an auto-parallel curve, hence a curve generated by the parallel transport of its celerity. It is described by the initial
state: the initial position A ∈ M and the initial celerity ξ ∈ TA M.
These two deﬁnitions are equivalent but switching from the one to the other is
a complex task in general. The second deﬁnition oﬀers a simple computational
model for geodesic shooting, since it corresponds to integrating a diﬀerential
equation (Eq. 2 in our case), but using it to ﬁnd a geodesic between two points
requires to ﬁnd initial celerity ξ.
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In the scope of this paper, we consider the algorithm for minimal geodesic
on N (n) proposed by [9]. The proposed algorithm is based on the simple idea
to shoot a geodesic using initial celerity ξ using Eq. 2 and to update ξ based on
the euclidean diﬀerence between the endpoint of the integrated curve and the
actual expected endpoint. The algorithm is empirically shown to converge for
lower dimensions (n = 2 or n = 3).
3.2

Experimental Results

We present the results of the parallelogrammoid procedures Ap (A, B, C) an
Ap (A, C, B) obtained for various bidimensional multinormal distributions. We
use the classical representation of the multivariate normal distributions by the
isocontour of its covariance matrix, centered at the mean of the distribution.
The results we display are presented as follows:
–
–
–
–
–
–

In
In
In
In
In
In

black: Intermediate points in the trajectories γ1 , γ2 and γ3 .
blue: Normal distribution A.
green: Normal distribution B.
cyan: Normal distribution C.
red: Normal distribution D1 = Ap (A, B, C).
magenta: Normal distribution D2 = Ap (A, C, B).

Case 1: Fixed Covariance Matrix
For the ﬁrst
 case,
 we ﬁx μA = (0, 0), μB = (1, 1), μC = (0, 1) and Σ1 =
1 0
ΣB = ΣC =
.
0 .1
The space of normal distributions with ﬁxed covariance matrix is euclidean,
which implies that algorithm Ap is equivalent to the parallelogram rule under
these conditions and that the deﬁned relation is an analogical proportion. We
observe on Fig. 4 that the trajectories of means in the space correspond to a
parallelogram and that the two solutions are identical.
Case 2: Fixed Mean in Source Domain, Fixed Covariance from
Source to Target
For the second case,we ﬁx
 μA = μB =(0, 0),
 μC = (0, 2) and, for covariance
1 0
.1 0
matrices, ΣA = ΣC =
and ΣB =
.
0 .1
0 1
With these parameters, we observe that the two results are diﬀerent (Fig. 5).
The result of Ap (A, B, C) corresponds to the intuition that D will have the
same mean as C and the same covariance change as B compared to A. However,
for Ap (A, C, B), the results are non-intuitive: the mean of distribution D is
diﬀerent from the mean of C. It can be explained by the fact that the trajectory
varies both in μ and Σ. The geometric properties of information require that
these two dimensions are related together and that the change in μ depends on
the change in Σ.
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Fig. 4. Results for case 1 (ﬁxed covariance matrix setting)

Fig. 5. Results for case 2 (ﬁxed mean in source, ﬁxed covariance from source to target)

Case 3: Symmetric Distributions
For the third case, we ﬁx μA =(0, 0), μB
 = (1, 0) andμC = (0, 1), and, for
1 −.5
1 .5
covariance matrices, ΣB = ΣC =
and ΣA =
. We notice on
−.5 .5
.5 .5
Fig. 6 that the trajectory leads to a distributions with “ﬂat” covariance matrix
(with one large and one very small eigenvalue). No real intuitive interpretation
can be given of the observed trajectory (which shows that information geometry
cannot explain shape deformations, here ellipse deformations, as expected by
human beings).
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Fig. 6. Results for case 3 (symmetric)

Case 4: Slight Perturbation
(0, 0), μB 
= (1, 0) and
1), and,
For the third case, we ﬁx μA = 
 μC = (0, 

1 .5
1 −.5
1 .6
for covariance matrices, ΣA =
, ΣB =
and ΣC =
.
.5 .5
−.5 .5
.6 .6
Covariance matrix ΣC is slightly diﬀerent from Σ1 . If they were equal, the parallelogramoid would be closed. However, the slight modiﬁcation introduces a
perturbation large enough to make Ap (A, B, C) = Ap (A, C, B) (Fig. 7). Such
artifacts could introduce larger errors in case the distributions are not know
with good precision (for instance if they were estimated from data).

Fig. 7. Results for case 4 (slight perturbation)

4

Proportional Analogies on Manifolds

In previous sections, we have shown that the intuition of what an analogy can
be in a diﬀerential manifold leads to a less constrained deﬁnition of analogies
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than the deﬁnition of proportional analogy. However, at this point of the paper,
the existence of proportional analogies on a manifold M remains an open question. The purpose of this section is to discuss the construction of analogical
proportions on a manifold.
Let M be a diﬀerential manifold. Our purpose is to design an algorithm to
build analogical proportions. We deﬁne an algorithm as a function A : M3 → M.
Definition 3. An algorithm A : M3 → M is said to design an analogical
proportion on M if, for all (A, B, C) ∈ M3 , the relation R(A, B, C, D)  (D =
A(A, B, C)) satisﬁes the axioms of analogical proportion.
Deﬁnition 3 can be seen as a reverse way to deﬁne solutions of analogical equations. If a relation R is an analogical proportion over M designed by
algorithm A, then x = A(a, b, c) is the unique solution of equation R(a, b, c, x)
where x is the variable.
The following proposition oﬀers an alternative characterization of proportiondesigning algorithms based on global characteristics.
Proposition 1. Algorithm A designs an analogical proportion if and only if the
following three conditions hold true for any (A, B, C) ∈ M3 :
1. A(A, B, A) = B or A(A, A, B) = B
2. A(A, B, C) = A(A, C, B)
3. B = A(C, A(A, B, C), A).
Proof. The proof is a direct consequence of the axioms of analogical proportion.
In the case where M is a vector space, it can be veriﬁed easily that the
parallelogram rule algorithm A(A, B, C) = C + B − A designs an analogical
proportion. However, it is not the only algorithm to satisfy this property. In
Proposition 2, we exhibit a parametered class of analogical proportion designing
algorithms.
Proposition 2. If M is a vector space and f : M → M is a bijective mapping,
then algorithm Af deﬁned by Af (A, B, C) = f −1 (f (C) + f (B) − f (A)) designs
analogical proportion.
It can be noticed that, when f is linear, algorithm Af corresponds to the
parallelogram rule. For other values of f , algorithm Af can deﬁne proportions
of another nature. An interesting perspective would be to study if these nontrivial proportions on a vector space can be related analogical proportions on a
manifold.
The result of Proposition 2 can be generalized to any spaces:
Proposition 3. Consider E and F two isomorphic sets with f : E → F a corresponding isomorphism. If AF : F 3 → F designs an analogical proportion on F
then algorithm AE : E 3 → E deﬁned by AE (a, b, c) = f −1 (AF (f (a), f (b), f (c)))
designs an analogical proportion on E.
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Based on this result, it can be shown that analogical proportion deﬁning
algorithms exist on any manifold.
Theorem 3. For any manifold M, there exists an algorithm that deﬁnes analogical proportion on M.
Proof. Consider a ﬁnite atlas A = {(Uα , ψα )|α ∈ {1, . . . , m}}. Such an atlas
exists for m large enough. In this deﬁnition, Uα corresponds to a domain on M
and ψα : Uα → Bn (0, 1) is an homeomorphism from Uα onto the unitary
ball Bn (0, 1) on Rn (where n is the dimension of M). If we denote Ek = {x ∈
Rn |2(k − 1) < x1 < 2(k + 1)}, one can equivalently extend the mapping ψk to
be homeomorphisms between Uk and Ek (Fig. 8).

Fig. 8. Construction of a bijective mapping between n-dimensional manifold M and
an open subset of Rn . For simplicity purpose, the subsets Uk are presented as disjoint,
which they are not.

m

We build a function ψ : M → k=1 Ek as follows: If x ∈ Uk \ i>k Ui , then
ψ(x) = ψk (x) + ek where ek is the vector with ﬁrst component equal to 2k and
all
m mapping.n Since
mother components equal to 0. nThis function deﬁnes a bijective
E
is
an
open
subset
of
R
,
there
exists
a
bijection
k
k=1
k=1 Ek → R . The
theorem follows from Proposition 3 and the fact that ARn = ∅.
Theorem 3 is fundamental since it states the existence of analogical proportions on manifolds, which seems to invalidate the intuitions exposed with
the parallelogrammoid method. However, the intuitive “validity” of the existing
analogies (and in particular of the analogies produced by the proof) is not clear
since they appear to be highly irregular since they are not continuous.
These observations point out a deﬁciency in the deﬁnition of analogical proportion, which comes from its main applicative domains. The deﬁnitions of analogical proportion were ﬁrst designed for applications in characterstring domains [12] and were discussed for applications in other non-continuous
domains [13] such as analogies between ﬁnite sets. Among real continuous applications (hence applications which do not involve a discretization of the continuous space), most are based on parallelogram rule on a vector space. When
deﬁning analogical proportions on continuous spaces, a continuity property is
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also desirable, which is not induced by the deﬁnition of analogical proportion.
Intuitively, this property makes sense: If two analogical problems are close, it is
expected that their solutions will be close as well.
The question of the existence of analogical proportion deﬁning algorithms
that are also continuous (in the sense of a function M3 → M) remains open at
this step. It is impossible to adapt the proof of Theorem 3 in order to make the
mapping continuous. More generally, the result cannot be directly adapted from
Proposition 3.

5

Conclusion

In this paper, we proposed an extension of the well-known naive parallelogram
representation of proportional analogies. We have shown that, when the space
is curved (or more precisely when it is a diﬀerential manifold), the equality
D = C + B − A does not make any sense and more subtle descriptions have to
be chosen. The solution we proposed is based on geodesic shooting and parallel
transport, and corresponds to the parallelogram representation when the manifold is euclidean. However, the introduction of the curvature is inconsistent with
one of the axioms of proportional analogy. However, this change of perspective
is necessary since it is required by speciﬁc situations and the lost properties did
not make sense from a cognitive point of view. We illustrated our proposition on
two simple manifolds: the sphere and Fisher manifold for normal distributions.
In the future, tests on more complex manifolds would be of interest, especially
for analogies between objects which belong naturally to non-euclidean spaces. A
study of feature relatedness in concept spaces and how such correlations induce
a curve of the space is also directly connected to potential applications.
In addition, a work has to be done in the direction of ﬁnding relations of analogical proportions in manifolds. Until now, researches have focused mainly on
more simple sets (boolean analogies, analogies between sets, character strings,
or vectors) but some structures cannot be represented by simple objects and will
require deﬁning proportional analogies on manifolds, for instance shape spaces.
We have shown the existence of analogical proportions in manifolds, but could
not show the existence of continuous analogical proportions, which would be a
fundamental property of a good intuitive proportion. The existence of continuous analogies remains an open question that will have to be solved in future
researches.
Acknowledgments. This research is supported by the program Futur & Ruptures
(Institut Mines Télécom).
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Abstract. Analogical learning is a lazy learning mechanism which maps
input forms (e.g. strings) to output ones, thanks to analogies identiﬁed in
a training material. It has proven eﬀective in a number of Natural Language Processing (NLP) tasks such as machine translation. One challenge
with this approach is the solving of so-called analogical equations. In this
paper, we investigate how structured learning can be used for learning
to solve formal analogical equations. We evaluate our learning procedure
on several test sets and show that we can improve upon fair baselines.
Keywords: Natural language processing
Solving analogical equation

1

· Formal analogy

Introduction

A proportional analogy (or analogy for short) — noted [x : y :: z: t] — is a 4-uple
of entities which reads “x is to y as z is to t”, as in [Paris : France :: Roma : Italy].
In this work, we concentrate on formal analogies, that is, analogies at the formal
or graphemic level, such as [weak : weaker :: clean : cleaner].
Identifying proportional analogies is one core element of analogical learning,
a learning strategy that can be explained as follows. Given a training set of
pairs of input and output forms D ≡ {(x, x )}, and an unknown input form u,
analogical learning produces output entities u by searching input elements in D
that deﬁne with u an analogy [x : y :: z: u]. Those analogies are assumed to carry
over the output space; that is, u should be a solution of a so-called analogical
equation [x : y  :: z  : ?], where x , y  , z  are output forms corresponding in the
training material to x, y and z respectively.
Let us illustrate those concepts by an example taken from [11] where the
authors applied analogical learning to translate terms of the medical domain.
Assume we have a training set of terms in Finnish along with their translation
into English: D = {(beeta-agonistit, adrenergic beta-agonists), (beetasalpaajat, adrenergic beta-antagonists), (alfa-agonistit, adrenergic alpha-agonists)}.
We might translate the (unseen at training time) Finnish term alfasalpaajat
into English by:
c Springer Nature Switzerland AG 2018

M. T. Cox et al. (Eds.): ICCBR 2018, LNAI 11156, pp. 612–626, 2018.
https://doi.org/10.1007/978-3-030-01081-2_40

Structured Learning for Solving Formal Analogies

613

1. identifying the input analogy:
[beeta-agonistit : beetasalpaajat :: alfa-agonistit : alfasalpaajat]
2. projecting it into the equation:
[ adrenergic beta-agonists : adrenergic beta-antagonists ::
adrenergic alpha-agonists : ? ]
3. and solving it: adrenergic alpha-antagonists is one solution.
This learning paradigm has been tested in a number of NLP tasks, including
grapheme-to-phoneme conversion [21], machine translation [10,13,15], transliteration [5,9], unsupervised morphology acquisition [19], as well as parsing [2,14]. It
has also been used with some success to inﬂate training material, in tasks where we
lack training data, as in [1] for hand-written character recognition and in machine
translation [20].
One essential component of an analogical device is an algorithm for solving
analogical equations. In [18], the authors observed that learning embeddings of
words on large quantities of texts captures analogical regularities (both semantic
and formal) that can be used for solving an analogical equation. One distinctive
characteristic of the solvers we consider in this study is that they can produce
forms never seen at training time, while the approach of [18] can only propose
forms for which an embedding has been trained (by exploiting huge quantities
of data). On the other hand, our solvers can only deal with formal analogies,
which is a limitation.
There are several operational analogical solvers on forms. Notably, in [12],
Lepage proposes an algorithm which aligns two by two (like an edit-distance
alignment) the forms of an equation. Those alignments are in turn used to guide
the production of a solution. In [19], the authors propose a deﬁnition of formal
analogy which lends itself to a solver that may be implemented by a ﬁnite-state
automaton. Both solvers have the advantage that no training is required for the
solver to be deployed. On the other hand, they both produce several solutions,
among which typically only one is valid.
In this paper, we study the averaged structured perceptron algorithm [3] for
learning to solve analogical equations on forms. We present in Sect. 2, two very
diﬀerent state-of-the-art solvers we compare against. We describe in Sect. 3 the
structured learning framework we deployed. We present in Sect. 4 two datasets
we used for training and testing solvers. We report our results in Sect. 5 and
conclude in Sect. 6.

2
2.1

Reference Solvers
Mikolov et al. (word2vec)

In [18], the authors discovered that the vector space induced by word2vec, a
popular toolkit for computing word embeddings, has the interesting property of
preserving analogies, that is, the diﬀerence of the vector representation of two
words x and y in an analogy [x : y :: z: t] is a vector which is close to the
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word2vec (d = 300) unreadable 0.574 , illegible 0.496 , scrawled 0.496 , scribbled 0.496 , executor 0.475
alea (ρ = 10)
undabloe 4 , undableo 3 , unabldoe 2 , undoeabl 2 , unodable 2
alea (ρ = 50)
undoable 63 undabloe 45 , undaoble 27 , dunoable 27 ,
unadoble 22
early (beam = 100) undoable 510.9 , undaoble 488.9 , undabole 488.9 ,
undabloe 488.9 , unadbloe 488.94

Fig. 1. 5-ﬁrst solutions produced by diﬀerent solvers to the equation
[reader : unreadable :: doer : ?]. See the text for the details about the conﬁgurations. Note that word2vec ranks words in the vocabulary, while other solvers
generate their solutions.

diﬀerence of the vectors associated to the other two words z and t. Therefore,
their approach to solve an analogical equation consists in computing:
t̂ = argmax cos(t, z − x + y)
t∈V

(1)

While this solver can handle both semantic and formal analogies, it can only
produce solutions that have been seen at training time, which is of low interest in
our case. It is also very slow to run since it requires to go over the full vocabulary
of the application V in order to ﬁnd the word with the best match. This would
for instance hardly scale to a vocabulary composed of word sequences in a given
language. Nevertheless, the ability of embedding methods to capture analogies,
has received a lot of traction recently, leading to performances we can reproduce
and compare against. We implemented Eq. 1, making use of embeddings trained
by the authors1 . See Fig. 1 for solutions produced by this solver.
2.2

Langlais et al. (alea)

In [22], the authors proposed a very diﬀerent solver which relies on the following
theorem:
Theorem 1. t is a solution to [x : y :: z: ?] iﬀ t ∈ {y ◦ z} \ x
where:
w ◦ v the shuﬄe of w and v, is the regular language of the forms obtained by
selecting (without replacement) alternatively in w and v, sequences of characters in a left-to-right manner. For instance, both strings unreadodableer
and dunoreaderable belong to unreadable ◦ doer.
w\v the complementary set of w with respect to v, is the set of strings formed
by removing from w, in a left-to-right manner, the symbols in v. For instance,
unodable and undoable both belong to unreadodableer \ reader.
1

Over 3 million vectors of dimension 300 for words seen at least 5 times; trained with
the skip-gram model on the large Google news corpus.
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This theorem states that we can built a ﬁnite-state machine that recognizes
the set of all the solutions of an analogical equation. However, building such an
automaton may face combinatorial issues, which makes this approach practical
for analogies involving short enough forms. The algorithm described in [11] that
we implemented in this work consists in sampling randomly ρ elements of the
shuﬄe language, then computing the complementary operation. This way, the
automaton is never constructed, leading to a very time eﬃcient algorithm. On
the other hand, the solver may fail to deliver the correct solution if the number
of shuﬄes considered (ρ) is to small. Since several combinations of shuﬄing and
complementing operations may lead to the same solution, we can rank solutions
in decreasing order of their frequency. See Fig. 1 for the solutions produced by
two conﬁgurations of this solver.

3

Structured Learning

Given a function g : I × O → R which evaluates a ﬁt between an object i in an
input domain I, to an object in a structured output domain O, we seek to ﬁnd:
t̂ = argmax g(i, t)
t∈O

(2)

In this work, input objects are triplets of strings i ≡ (x, y, z) over an alphabet
A and output objects are strings over this alphabet. We assume a linear model
for g = w, Φ(i, t) parametrized by a feature vector w in RK and a feature map
Φ(i, t) decomposed into K binary feature fonctions φk : (i, t) → {0, 1} controlled
by the scalar wk . The vector w deﬁnes the parameters of the model we seek
to adjust in order to maximise the quality of predictions made over a training
set D = {((x, y, z), t)}. In this work, we use variants of the averaged structured
perceptron algorithm [3] for doing so, that we sketch hereafter.
3.1

Average Structured Perceptron

The standard version (standard) of the averaged structured perceptron algorithm is depicted in Fig. 2. The algorithm is based on the assumption that the
inference (argmax) can be computed exactly, which is often impractical. In [6],
the authors demonstrate that in cases of inexact search (our case), we should
only make valid updates, that is, updates where the 1-best hypothesis has a
higher model score than the correct sequence. There are several strategies for
this. One solution (safe) consists in conducting the update after checking it
is valid. While this variant is guaranteed to converge, it typically throws too
many training examples. Another solution initially suggested in [4] consists in
updating whenever the reference solution is not anymore attainable from the
current search space, in which case the hypothesis with the largest score so far
is being used for the update. This variant known as early update (early), has
the drawback that only a fraction of an example is concerned by the update,
leading to longer training times. Other alternatives are proposed in [6]; notably
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w, wa ← 0
e←0
repeat
e←e+1
for all example (i, t) ∈ D do
t̂ = argmaxy wT Φ(i, t)
if t̂ = t then
w ← w + Φ(i, t) − Φ(i, t̂)
wa ← wa + w
until converged
return wa /e.|D|

Fig. 2. Standard averaged structured perceptron algorithm.

a variant (late) which selects the deepest node in the search space which is a
valid update (the hypothesis with the largest preﬁx p). This way, the update is
conducted on larger strings.
3.2

Search

In what follows, x[i] stands for the ith symbol of string x,2 |x| is the length
(the number of symbols) of x, x[i :] designates the suﬃx of x starting at the ith
symbol; and x.y designates the concatenation of x with y.
For solving an equation [x : y :: z: ?], our structured solver explores a search
space in which a state is represented by a 5-uple <s, i, j, k, p>, meaning that
x[i :], y[j :] and z[k :] are yet to be visited, that p is the current preﬁx of a
solution, and that s is the sequence of the shuﬄe being considered. The initial
state of the search space is <, 0, 0, 0, > (where  designates the empty string)
and goal states are of the form <, |x|, |y|, |z|, sol>, where sol is a solution to
the equation. There are three actions X, Y, and Z that can be applied to a
given state and which are described in Fig. 3. It is worth noting that action X,
the action which implements the complementation operation, is the only one
which contributes to add symbols to the solution being generated. This is rather
diﬀerent from typical search spaces, where most actions do impact immediately
the solution produced, as for instance in machine translation.
To further illustrate the singularity of the search procedure, let us consider
nodes n1 = <uu, 0, 1, 1, > that is generated from the initial one after two
consumption operations took place (Y and Z, in whatever order), and node
n2 = <undou, 0, 4, 1, >, that is reached after four Y and one Z operations.
Three operations may expand n1 , that are illustrated in Fig. 4 (left part), while
two expansions are possible from n2 (right part). The X and Y operations are
just reading one symbol in either y or z respectively, adding the read symbol to
the shuﬄe. Since the y string has been entirely read in the n2 conﬁguration, only
Z is considered. Because in both n1 and n2 the shuﬄe ends with u the symbol
in x[0], a complementary operation X is possible from both nodes. In the second
2

The ﬁrst valid index is 0.
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< s, i, j, k, p >

0, 0, 0

init:
goal:

Y

< s.y[j], i, j + 1, k, p > iﬀ j < |y|

Z

< s.z[k], i, j, k + 1, p > iﬀ k < |z|

X
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|x|, |y|, |z|, sol >

+ 1, j, k, p.ps > iﬀ s ≡ ps .x[i]

Fig. 3. The three operations deﬁning the search space of the structured learning solvers.
n1 =< uu, 0, 1, 1

n2 =< undou, 0, 4, 1
Y
Z
X

< uun, 0, 1, 2
< uun, 0, 2, 1

Z
X

< undoun, 0, 4, 2
1, 4, 1, undo >

1, 1, 1, u >

Fig. 4. Expansions of two nodes belonging to the search space built to solve the equation [unread : undo :: unreadable : ?].

conﬁguration, for instance, the shuﬄe is undou, which complementation with u
leads to the sequence undo being generated in the preﬁx of the resulting node.
Since X is the only operation that generates symbols of the solution, the search
space is populated with a lot of nodes with an empty preﬁx (5 out of the 7 nodes
in Fig. 4).
As often in problems of interest, the search space is too huge for a systematic
exploration, and heuristics have to be applied in practice. First, the search space
is organized as a graph, which avoids developing an hypothesis twice. This safely
reduces the search space, without sacrifying optimality. For instance, the node
resulting from n2 in Fig. 4 after an X operation may also be generated from the
initial state by applying in that order the sequence of operations: Z, Y, X, Y,
Y, and Y . Second, we deploy a beam-search strategy to prune less promising
hypotheses. Because of the speciﬁcity of the search space, the comparison of
hypotheses that lead to the same preﬁx p is diﬃcult, and we had to resort to a
sophisticated beam policy (controlled by a metaparameter beam) which details
are beyond the scope of this paper. But suﬃces it to say that in order to avoid
ﬁltering too many hypotheses, we have to resort to a third ﬁltering strategy which
consists in enforcing that at most η actions Y or Z happen before an action X
occurs. The metaparameter η controls the number of hypotheses that can grow
without generating a symbol of the solution. We experiment with values of this
metaparameter in Sect. 5.
3.3

Features

As mentioned earlier, the feature map is deﬁned by a number of binary feature
functions that apply to any information available in a search node <s, i, j, k, p>
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created while solving the equation [x : y :: z: ?]. In order to guide the search we
rely on 3 families of features:
language model (14 features) because our solver produces a subset of permutations of the same form as a solution, ranking those solutions with a
language model will favor hypotheses with a preﬁx that is likely in a given
language. We compute the likelihood of a preﬁx p according to an n-gram
language model trained on a large set of external data. Binary features check
that the likelihood falls into speciﬁc predetermined range of probabilities. We
also have features of the form prob(pi |pi−1 . . . pi−n+1 ) < δ that ﬁre whenever
a symbol of p is predicted with less probability than δ. We also deploy similar
features for the shuﬄe s under consideration.
edit-distance (20 features) A solution to a formal equation [x : y :: z: ?]
typically shares sequences of symbols of y and z. For instance in
[reader : unreadable :: doer : ?], the solution undoable shares with doer the
aﬃx do. We compute the edit-distance between the preﬁx p and the forms
y and z with the intuition that solutions that most resemble one of those
strings are more likely to be good ones. Edit-distances are transformed into
binary fonctions (binning into 10 intervals).
search-based (20k features) We compute features speciﬁc to the search
space visited. We measure the percentage of consumption in each form x,
y, and z. We also have features to capture the last operation taken, thus
providing a ﬁrst-order Markovian information. We also compute the total
number of consecutive shuﬄing actions (Y or Z) taken so far. This feature
might help the learning mechanism to favor a complementarity operation if
too many shuﬄing operations took place. We also have features that record
the value of each index (we have a binary feature for each possible value).
On top of this, we also compute a number of binary features for capturing
whether speciﬁc conﬁgurations of symbols have been observed in the search
space visited when enforcing the production of the reference solution to an
equation (forced-decoding). We compute the following features:
– a binary feature for each possible 3-tuple (x[i], y[j], z[k]),
– a binary feature for each bigram at the end of the shuﬄe s,
– a binary feature for each bigram at the end of the preﬁx p.
The description of those features is not intended for others to reproduce our
experiments precisely, but instead to provide the intuition behind each feature
family. We have not conducted a systematic analysis of the usefulness of each
feature, but have noticed that removing one family of features leads invariably
to a signiﬁcant loss in performance.

4
4.1

Datasets
Word Equations

In [17], the authors designed a comprehensive task for evaluating the
propension of word embeddings to preserve analogical relations. It contains
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msr

# of analogies: 3664

jj-jjr
jjr-jj
jjs-jj
nn-nnpos
vb-vbp
vb-vbd
nnpos-nn
vbz-vbd

[high : higher :: wild : wilder]
[greater : greatest :: earlier : earliest]
[low : lowest :: short : shortest]
[problem : problems :: program : programs]
[take : takes :: run : runs]
[prevent : prevented :: consider : considered]
[days : day :: citizens : citizen]
[believes : believed :: likes : liked]

google

# of analogies: 4977

adjective-adverbe
opposite
comparative
superlative
present-participle
nationality-adverb
past-tense
plural
plural-verbs

adj-adv
opp
comp
sup
pp
nat
past
plur
pl-vb

619

word’s avr. length: 6

word’s avr. length: 7

[amazing : amazingly :: serious : seriously]
[certain : uncertain :: competitive : uncompetitive]
[fast : faster :: bright : brighter]
[warm : warmest :: strange : strangest]
[code : coding :: dance : dancing]
[Australia : Australian :: Croatia : Croatian]
[decreasing : decreased :: listening : listened]
[eye : eyes :: donkey : donkeys]
[listen : listens :: eat : eats]

Fig. 5. Main characteristics of the msr and the google datasets, and examples of formal
analogies of each category.

19 544 analogies, categorized into 14 categories, including capital-world (e.g.,
[Dublin : Ireland :: Jakarta : Indonesia]). Roughly 55% of those analogies are
actually syntactic ones that capture various morphological phenomena in English
(see Fig. 5). Many of those syntactic analogies, are actually not formal ones. For
example, [rare : rarely :: happy : happily] is not formal according to the deﬁnition of Yvon et al. [22] we use in this study,3 because of the commutation of y in
happy into i in the adverbial form. Therefore, we removed non formal analogies
to build a corpus of 4977 analogies named google hereafter. We also used the
msr dataset of 8k syntactic analogies4 , 3664 of which being formal ones.
Examples of analogies of both datasets are reported in Fig. 5. Most analogies
involve short word forms (6 to 7 characters on average) and are actually rather
simple to solve (but see Sect. 5). We strengthen that because we ﬁltered out
all non formal analogies, we place ourselves in an optimistic scenario where the
expected solution to an equation is reachable by our solvers, which only makes
senses as a case study. We come back to this point later on.

3
4

The deﬁnition immediately follows from Theorem 1.
http://www.marekrei.com/blog/linguistic-regularities-word-representations/.
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Phrasal Analogies

Identifying formal analogies on phrases is actually not the kind of task a human
would be willing to do extensively and systematically. One might easily produce
analogies such as [She loves Paul : He loves Paul :: She likes Mark : He likes Mark],
but it would rapidly become a daunting task to collect representative analogies,
that is, analogies that capture a rich set of linguistic phenomena (such as the fact
that the 3rd person of a verb at the present tense should end with a s in the example). Therefore, we resorted to an automatic procedure to acquire analogies.
For this, we ﬁrst trained a phrase-based machine translation (SMT) system
on the English-Spanish Europarl corpus,5 using the Moses toolkit [8]. We collected millions of phrase associations such as those in Fig. 6, and ﬁltered in, those
with a good association score (prob ≥ 0.1). A subset of phrase pairs was elected
as a reference R, the remaining pairs being kept as a translation memory M.
Then, we applied an analogical learning translation device very similar to the one
described in [13] for translating Spanish phrases of pairs (u, u ) ∈ R into English.
For a given form to translate, u, this system identiﬁes (x, x ), (y, y  ), (z, z  ) ∈ M
such that [x : y :: t: u], and solves equations [x : y  :: z  : ?]. Whenever a solution
to such an equation produces u , we consider [x : y  :: z  : u ] a useful analogie. We
could have identiﬁed analogies in the English part directly, but we would have
ended up with many spurious analogies, that is, true formal analogies that are
simply fortuitous as [croyons : créons :: montroyal : montreal]. The assumption
here is that while a spurious source analogy might be identiﬁed, it is very unlikely
that its projection into the target language (English) leads to an equation for
which the reference translation is a solution.
a actualizar los acuerdos ||| to update the agreements ||| 1 0.00474847
a cambiar la base ||| to change the basis ||| 0.5 0.0035545
basado en el trabajo de ||| based on the efforts of ||| 1 2.02579e-05

Fig. 6. Phrases pairs collected by an SMT engine trained on the Spanish-English
Europarl corpus. The format shows the source phrase (Spanish), the target phrase
(English) and the ﬁrst two scores estimating their likelihood of being in translation
relation.

By applying this procedure, we collected many analogies: 10 000 of them
where elected simple (we kept 1000 for training purposes, and the remaining
ones for testing). For the remaining analogies, we solved with the alea solver the
equations built by removing the forth form. We then split equations according
to the rank of the reference translation (the forth term) among the ranked list of
solutions proposed. We collected 400 analogies ranking in each of the following
intervals : [1–5], [6–10], [11–20], [21–50] and [51–100], leading to a total of 2000
analogies (1000 for training, 1000 for testing). We qualify this dataset as hard
5

http://statmt.org.
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simple
phrase’s avr. length: 16
[international investigation
:
international democracy
::
an international investigation : an international democracy]
[young girls
:
training of young girls
::
young girls and
:
training of young girls and]
[political situation is viable
:
political situation is still
::
the political situation is viable : the political situation is still]
hard
phrase’s avr. length: 17
[adopted recently by : recently adopted by :: study published recently by :
study recently published by]
[competition and the : competition and against :: competition and of the :
of competition and against]
[their governments to : their governments are :: their governments and to :
and their governments are]

Fig. 7. Examples of phrasal analogies automatically identiﬁed.

in the sequel. As a matter of fact, 80% of analogies in the simple dataset have
a degree6 of 2 or 3, while this rate is only 20% for the hard dataset.

5

Experiments

5.1

Metrics

Each solver produced solutions to the equations we built by removing the last
form of each analogy in the datasets presented in the previous section. We evaluated their accuracy at identifying this form in ﬁrst position. Since some variants
may fail to retrieve a solution (search failure), we also report — when pertinent
— silence as the ratio of test equations for which no solution is being generated.
5.2

Word Equations

In this experiment, we take beneﬁts of the analogies of the google and msr
datasets. We trained on one corpus, and tested on the other. Because both alea
and our structured solvers require a metaparameter (ρ or the beam size), we
report in Fig. 8 the performance of diﬀerent variants as a function of this metaparameter (that we varied from 1 to 20). We did not use the η metaparameter
in this experiment, since equations involve short enough forms (6 characters on
average), leading to search spaces manageable to visit entirely.
We observe that for both solvers, larger values of the metaparameter are
preferable. For a value of 20, all solvers respond perfectly to all equations. Still,
we observe that learning to solve equations leads to better accuracy overall,
especially for low values of the metaparameter. That formal solvers produce the
6

The degree of an analogy roughly correlates with the number of commutations among
strings involved; the higher the degree, the harder it is to solve the analogy.
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google

msr

100 accuracy

alea

80

late
early
standard

60

safe
w2v
40
beam size
5

10

15

20

5

10

15

20

Fig. 8. Accuracy on google and msr, as a function of the beam size (or ρ for alea).

expected solution to all (formal) equations in the ﬁrst place conﬁrms that those
equations are indeed very simple. Actually, most of them involve simple preﬁxation/suﬃxation operations (see Fig. 5). It is worth pointing that the word2vec
solver is registering an accuracy of 78% and 71% on msr and google respectively.
This is not a bad level of performance considering that the embeddings were not
trained to capture such an information. But it also indicates that alea and the
structured solvers are actually doing very well. Recall however, that we only consider formal equations here, which solutions are reachable by our solvers, while
non formal ones are not. Last, we observe that solving the msr equations when
training on the google analogies leads to slightly better results overall.
Figure 9 compares the accuracy of the early and the word2vec solvers on
each category of equations for both datasets. The former solver systematically
outperforms the latter, especially for a few categories such as nn-nnpos in the
msr dataset or adj-adv in the google one. There are mainly two reasons for this.
First, most nouns in English can be verbs as well, but each form of the vocabulary
receives only one embedding, leading to some errors. Second, word2vec very
often outputs terms that are semantically related to the solution expected. For
instance, it produces the form fantastic to the equation [cold : colder :: great : ?].

Fig. 9. Accuracy of the word2vec and the early solvers on formal analogies in the msr
(left part) and the google (right part) datasets, detailed by categories of equations.
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Table 1. Accuracy of diﬀerent solvers on the full google and msr datasets. The last
line is the best performance reported by the authors of [16].
msr

google

word2vec
67%
63%
71%
early+word2vec 72%
Levy et al. 2015 72.9% 75.8%

To put those ﬁgures in perspective, we report in Table 1 the performance of
a solver that would consider the output of the structured perceptron (the early
variant) whenever we face an equation that has a formal solution, and the output
of word2vec otherwise. Since in practice, we cannot know whether an equation
admits a formal solution, this simulation only provides a point of comparison
with other works that report the performance of embedding-based approaches on
the full data sets. This is for instance the case of the work of [16] where Levy et
al. compare many variants of distributional approaches, the best performing one
recording a slightly better accuracy than our combination (third line of Table 1).
That we compare to state-of-the-art results without much adjustments suggests
that our structured solver is indeed very apt at solving formal equations.
5.3

Phrasal Equations

We trained variants of the structured perceptron using a beam size of 100, and a
value of the metaparameter η of 7. Since a phrase has an average of 16 symbols,
it roughly means that we enforce the solver to consume no more of 20% of the
shuﬄe of y and z before a complementary operation (X) takes place. While
we initially trained our solver on the training set the most similar to the test
material, we also considered variants training of hard and testing on simple, or
the reverse. Of course, we took care at construction time to ensure no overlap
between training and test sets (see Sect. 4). Those conﬁgurations are compared
to the alea solver where ρ was set to 1000, a conservative setting that leads the
solver to always propose a solution. Results are presented in Table 2.
On the simple test set, only one conﬁguration managed to outperform alea:
equations are easier to solve than those of the hard test set, and the latter solver
already achieves a decent job. Still the early variant managed to outperform
alea, which is encouraging. It is also clear that it is far much preferable to train
our models on simple. We observe that at best, we could solve correctly at rank 1
only 38% of the equations of the simple test set: obviously, solving equations
on longer sequences is more challenging, than solving equations on words, as
typically done in the literature. This is also consistent with [7] in which the
authors trained a neural network for solving analogies, but reported a failure of
their model to solve analogies involving long forms.
On the hard test set, the structured solvers deliver a much better accuracy
than the alea solver (ρ = 1000) which accuracy platoes at 18%. Expectedly, the
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Table 2. Accuracy and silence rate (in parenthesis) of diﬀerent conﬁgurations of structured solvers (η = 7) compared to the alea solver (ρ = 1000) on phrasal equations.
Structured solvers have been trained on 10 epochs.
Test

simple

Train

simple

standard 30.6
early

38.4

late

26.9

safe

25.4

alea

33

hard
hard

simple

hard

30.1

(10)

19.6

(17)

24.0

(56)

27.6

(10)

26.0

(6)

22.9

(7)

(9)

20.3

(11)

18.9

(9)

20.1

(6.7)

(8)

25.6

(13)

14.6

21.0

(56)

(7)
(8)

(0)

18

(18.7)

(0)

accuracy of solvers on hard is much lower than the one measured on simple.
We also observe that it is overall preferable to train our solvers on hard.
That the best conﬁgurations overall are recorded when training on data sets
similar (in terms of diﬃculty) to the test material is disappointing, although
we anticipated it. This means in practice that care must be taken to prepare
an adequate training set. Understanding good practices for doing so is an open
issue.
Figure 10 investigates the impact of the metaparameter η and the number
of epochs used to train the solver. Four conﬁgurations for each variant we considered are evaluated on the hard test set. Training over 10 epochs (as done for
the results reported in Table 2) is expectedly preferable to training only on one.
Increasing the value of η seems to impact performance positively, but increases
the size of the search space, leading to higher time response. It seems overall
that early and standard are the best variants of the structured perceptron,

Fig. 10. Accuracy on the hard test set of diﬀerent solvers after 1 and 10 epochs, and
for 2 values of the metaparameter η.
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at least on hard. The silence rate of the standard approach is very high and
around 50%. This suggests that our pruning strategy eliminates from the search
space hypotheses that should not, which is a problem. The silence rate of the
easy variant is however much lower: 7% for η = 7, and 13% for η = 20. That it is
higher for largest values of η simply suggests that there is an interplay between
metaparameters that control the search.

6

Discussion

We have presented experiments for learning to solve an analogical equation
thanks to structured learning. On formal word equations, our trained solvers
achieve perfect performance, as does the alea solver of [11]. On phrase equations, the performance of our learning mechanism is lower, but still superior to
the alea solver. Our approach requires example analogies for training. Therefore we proposed a methodology for acquiring those analogies from a parallel
corpus, without supervision, but leveraging a parallel corpus and a statistical
phrase-based translation model.
We are currently investigating the impact of training formal solvers on more
epochs. We also plan to investigate more systematically the interplay between
some metaparameters, as well as the usefulness of the all the features we considered in this work. Preliminary results indicate that better performance can
be obtained with less features. Last, we must compare our approach to the one
of [7]: while we do report higher results on equations involving long strings, an
end-to-end comparison is required.
Acknowledgments. This work has been partly funded by the Natural Sciences and
Engineering Research Council of Canada. We thank reviewers for their constructive
comments.

References
1. Bayoudh, S., Mouchère, H., Miclet, L., Anquetil, E.: Learning a classiﬁer with very
few examples: analogy based and knowledge based generation of new examples for
character recognition. In: Kok, J.N., Koronacki, J., Mantaras, R.L., Matwin, S.,
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